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Preface
Welcome to LogXact, the statistical package for regression procedures
featuring exact methods. LogXact runs under the Regression menu of the base
software Cytel Studio. This manual describes the procedures and facilities available in
LogXact.

New in LogXact 9

The new feature in LogXact 9 is:
Best Subset selection in BLR. Best subset selection option is provided in Binary
logistic regression for unstratified data. Various methods of selecting best subset like
backward elimination, forward selection, sequential replacement, stepwise selection
and exhaustive search are made available in this version. (See Section 7.12).
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1.1 What is LogXact

Introduction to LogXact

LogXact performs regression for continuous response, binary response, polytomous
response, and count data.
Continuous Response
LogXact provides multiple linear regression for data with a continuous response variable.
Binary Response
LogXact provides logistic, probit, and complementary log-log regression models for data
with a binary response variable. Along with regular maximum likelihood inference for
logistic model, LogXact provides conditional maximum likelihood inference and exact
inference.
For the logistic model, unconditional maximum likelihood inference, conditional maximum
likelihood inference, and conditional exact inference are available. In addition, LogXact
now provides Firth bias-correction for asymptotic estimates for unstratified logistic
regression. LogXact also provides option of best subset selection for logistic regression.
Polytomous Response
LogXact provides logistic model for unordered response and it also provides proportional
odds, adjacent category, and continuation ratio models for data with ordered response
variable.
Count Data
LogXact provides Poisson regression model for count data. Unconditional maximum
likelihood inference, conditional maximum likelihood inference and exact inference are
available.
Regression with Missing Values
LogXact now provides analysis for regression with missing categorical covariates for
multiple linear regression, logistic, probit, complementary log-log, and Poisson models.
1.1 What is LogXact
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Introduction to LogXact
The Regression menu in Cytel Studio Suite contains all of the above procedures.

1.2 Types of
Inference

Maximum Likelihood Inference
This method of inference is based on maximizing the unconditional maximum likelihood
function for parameter estimation. Hypothesis tests are performed by computing Wald,
likelihood ratio or efficient scores statistics, and assuming that these statistics have
limiting chi-square distributions. Unconditional maximum likelihood inference is the only
method of inference provided for logistic or Poisson regression models in most
commercial statistical packages. Sections 7.3 and 14.4.1 of this manual provide examples
of unconditional maximum likelihood inference.
Conditional Maximum Likelihood Inference
LogXact provides two flavors of conditional maximum likelihood inference – Partially
conditional maximum likelihood inference and fully conditional maximum likelihood
inference.
Partially Conditional Maximum Likelihood Inference This method of asymptotic
inference is implemented for logistic regression and for Poisson regression models. It
is applicable to regression models containing a stratification variable. Examples of
stratification variables include the matched-set identifier in a case-control study, or
the institution identifier in a multi-institution clinical trial. The regression model for
such studies specifies that each stratum or matched set has its own stratum-specific
constant term, while all other model parameters are stratum invariant. These stratum
specific constants are not usually of interest to the investigator and are therefore
eliminated from the likelihood function by conditioning on their sufficient statistics.
The remaining (stratum invariant) parameters are then estimated by maximizing the
conditional likelihood function. Hypothesis tests are performed by computing
conditional Wald, likelihood ratio or efficient scores statistics, and assuming that the
sample is large, these conditional statistics follow chi-square distributions. Partially
conditional maximum likelihood inference for logistic regression was popularized by
Breslow and Day (1980), who pointed out that the unconditional approach can yield
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biased parameter estimates if the number of strata or matched-sets is large. The
partial conditioning resolves this difficulty by eliminating the need to estimate
stratum-specific constants, thus utilizing all the data to estimate the parameters of
interest only. Partially conditional maximum likelihood estimation is not a trivial
computational problem. Gail, Lubin and Rubinstein (1981) developed a recursive
algorithm to compute the conditional likelihood function efficiently. Their recursions
have been generalized by Mehta, Patel and Senchaudhuri (1992) to encompass
grouped data. Only a few statistical packages, notably LogXact, EGRET, STATA and
SAS, provide partially conditional maximum likelihood inference for logistic
regression without resorting to ad-hoc approximations for the conditional likelihood
function. Section 8.6 of this manual provides an example of partially conditional
maximum likelihood inference for a matched case-control study.
Fully Conditional Maximum Likelihood Inference In this approach one conditions on
the sufficient statistics of all parameters except the ones involved in the current
inference. The resultant conditional likelihood function is thus free of any nuisance
parameters. This conditional likelihood function is then maximized with respect to the
parameters of interest. Only LogXact provides fully conditional maximum likelihood
inference for logistic and Poisson regression. Fully conditional maximum likelihood
inference is the asymptotic counterpart of fully conditional exact inference (usually
referred to as conditional exact inference), described next.
Most text books, journal articles and statistical packages do not distinguish between the
two types of conditional maximum likelihood inference for logistic regression. When they
refer to “conditional maximum likelihood inference”, or “conditional logistic regression” they
are really referring to partially conditional inference. In LogXact we distinguish between
the two cases by referring to the partially conditional inference as inference for “stratified
logistic regression”, since the partial conditioning is only applied to the stratification
variable.
Conditional Exact Inference
Conditional exact inference is the logical extension of fully conditional maximum likelihood
inference. In this approach one conditions on the sufficient statistics of all parameters
1.2 Types of Inference
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Introduction to LogXact
except the ones involved in the current inference. The resultant conditional likelihood
function is thus free of any nuisance parameters. Exact inference is then accomplished by
deriving the permutation distributions of appropriate test statistics (for example, the
conditional Wald, likelihood ratio or efficient scores statistics) from the conditional
likelihood function. This approach is applicable to both stratified and unstratified data. It
was suggested by Cox (1970) but was not considered to be computationally feasible until
fast algorithms for deriving these distributions were developed by Tritchler (1984), Hirji,
Mehta and Patel (1987,1988), Hirji (1992) and Mehta, Patel and Senchaudhuri (1998,
2000).
The LogXact software builds on all this research by incorporating fast algorithms into its
engines and by providing a friendly user interface for analysing binary and count data with
covariates. To our knowledge it is the only commercially available software package
supporting conditional exact inference for Poisson regression. For an example of
conditional exact inference with unstratified data using logistic regression, see Section 7.3
of this manual. For an example of conditional exact inference with stratified (matched-set)
data using logistic regression, see Section 8.6. For an example of conditional exact
inference for count data using Poisson regression, see Section 14.4.1.

1.3 How to Use this
Manual
1.3.1 Font Selection

This user manual has sixteen chapters and twelve appendices. You are currently in
Chapter 1 in which we introduce the methods, the software and the organization of the
user manual.
Ever since the initial release of LogXact several years ago we have been frequently asked
to provide a simple, informal explanation of what is meant by “Exact Logistic Regression”.
Accordingly we give such an explanation in Chapter 2. (For a more technical and formal
description of exact inference for generalized linear models refer to Appendix A.)
Chapter 3 is a hands-on tutorial to familiarize you with LogXact. We strongly recommend
that you work through the entire tutorial at your computer.

4

1.3 How to Use this Manual

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

Chapter 4 describes menus. This chapter serves as a reference to which you can turn
when you have questions about specific commands.
Chapter 5 describes LogXact results workbook and log file.
Chapter 6 describes the Multiple Linear Regression procedure including the advanced
feature of best subset selection.
Chapter 7 discusses asymptotic and exact logistic regression for unstratified data.
Asymptotic inference is based on maximizing the unconditional likelihood function. This is
the usual type of logistic regression inference found in most statistical packages. Exact
inference is based on generating the permutation distributions of the sufficient statistics for
the parameters of interest, conditional on fixing the sufficient statistics of the remaining
parameters at their observed values. The methods are illustrated by three worked
examples.
Chapter 8 discusses asymptotic and exact logistic regression for stratified (or
matched-set) data. Asymptotic inference is based on maximizing a conditional likelihood
function in which the number of responses in each stratum (or matched-set) are fixed at
their observed values. Exact inference is conducted the same way as in Chapter 7. The
methods are illustrated by three worked examples, and one additional exercise. The
asymptotic approach of Chapter 8 is sometimes referred to as “conditional logistic
regression”, in text-books and statistical packages. This is because stratum-specific
constants are eliminated from the likelihood function by conditioning on their sufficient
statistics. In LogXact, this terminology would be ambiguous since the exact methods are
conditional also. To avoid confusion we refer to the asymptotic methods of Chapter 8 as
“conditional maximum likelihood inference”, and the exact methods of Chapter 7 and
Chapter 8 as “conditional exact inference” or, sometimes, as simply “exact inference”.
We have made significant methodological and algorithmic advances relative to our early
LogXact versions, specially in fitting logistic regression models for binary data. We have
greatly increased the power of the numerical algorithms. These new methods allow one to
1.3 How to Use this Manual
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conduct conditional exact inference on larger data sets that was not possible previously.
Nevertheless the larger data sets can consume a great deal of computing time and
memory. Therefore Chapters 9 and 10 present strategies for making optimum use of the
LogXact algorithms when dealing with larger data sets. If you anticipate encountering data
sets for which the exact inference is difficult either because of time or memory limitations,
these are very important chapters for you and should be read thoroughly, preferably at the
terminal with LogXact running on your computer.
Chapter 11 describes the probit model for binary data and Chapter 12 discusses the
complementary log-log model which is also for binary data.
Chapter 13 gives the details of polytomous regression for a) unordered response model,
b) proportional odds model, c) adjacent categories model and d) continuation ratio model.
Chapter 14 discusses asymptotic and exact Poisson regression for unstratified as well as
stratified count data.
Chapter 15 discusses methods for missing categorical (discrete) covariates in generalized
linear models (GLM’s). Specifically, it describes fitting multiple linear regression for
continuous outcomes, logit, probit and complementary log-log regression for binary and
binomial outcomes and Poisson regression for count data, when some of the covariates
contain missing values.
Chapter 16 shows how LogXact may be used to analyze contingency tables. This chapter
serves as a bridge to StatXact (1989-2004, Cytel Software Corporation) by demonstrating
that special applications of LogXact can do many of the same things. It will also be a
useful reference for the classroom.
Chapter 17 contains a large number of exercises and examples of data sets from various
sources. You can work through these at your leisure to become more familiar with
LogXact, or for use in the classroom. Many of these data sets are drawn from interesting
real world applications. Feel free to convert them to Excel or ASCII format in the LogXact
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case editor so that you can read them into other statistical software packages.
There are thirteen appendices to the manual. Appendix A discusses the theory of
generalized linear models. It provides all the technical details concerning the
unconditional and conditional maximum likelihood methods and the conditional exact
method of inference. It specifies exactly what is output by LogXact. Appendix B discusses
Monte Carlo methods for logistic regression. Appendix C explains exact prediction.
Appendix D discusses goodness of fit and regression diagnostics in LogXact. Appendix E
lists the formulas used in constructing classification table. Appendix F is a brief essay on
the advantages and disadvantages of conditional inference for logistic regression.
Appendix G gives the technical specifications of the size of problems that can be handled
by LogXact. Appendix H gives the details about the outputs obtainable under different
conditions in the program. Appendix I gives the list of Codes used in the display of
Results. Appendix J is a list of all the LogXact Command Language commands. These
commands may be issued from the keyboard in interactive mode or they may be
submitted in a file as part of a batch job. Appendix K is a list of all the data sets discussed
in this manual. These data sets will be available to you in a special directory created when
you install LogXact. Appendix L describes the methods used to validate the results in
LogXact. Appendix M is a list of all the beta testers.

1.3 How to Use this Manual
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Introduction to LogXact
1.3.1

Font Selection

The primary font used throughout this manual is Times Roman. At several places,
however, we will switch to Typewriter Font. We follow the convention that any text that
appears in the various LogXact menus, dialog boxes, and output windows is represented
in this manual by Typewriter Font. For example, the “Statistics” item on the LogXact
menu bar will be referred to as the Statistics menu item.

1.4

Before You Begin

Before you begin your tour of LogXact, we must introduce some notes of caution:
Concerning the Exact Option
Although LogXact was developed primarily for exact logistic regression, and uses ‘state of
the art’ algorithms for this purpose, it is nevertheless important to realize that not every
data set is amenable to exact inference. The computational problems become extremely
difficult rather quickly. We recommend using the asymptotic capabilities of LogXact
routinely, and calling on its exact capabilities only for small, sparse, or unbalanced data
sets where there is a real doubt concerning the validity of the usual asymptotic likelihood
based inference. The examples covered in this manual are mostly of this type.
Concerning the Markov Chain Monte Carlo Option
Another note of caution relates to the new Markov Chain Monte Carlo (MCMC) procedure
for hypothesis testing introduced in LogXact-4 based on Forster, McDonald, and Smith
(1996). The MCMC procedure is provided for experimental purposes. The results from this
procedure can be unreliable (see Mehta, Patel and Senchaudhuri (2000) for an
explanation). We have included it for situations where the user feels that the conditions
required for the procedure to work do hold, at least approximately. It can also be used to
increase the level of comfort with asymptotic p-values. If MCMC gives a p-value that is
close to the asymptotic this is an indication that the asymptotic approximation is good.
However, if it does not agree we cannot conclude that the asymptotic value is off. In that
case either the asymptotic approximation or the MCMC result (or both) could be
inaccurate. Unlike the other exact procedures in LogXact, MCMC does not need a large
amount of memory even for large problems. We are actively researching modifications of
the method that will ensure that its results are reliable and will incorporate these
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modifications in future versions of LogXact. One promising method that does not have
some of the problems of the Forster, McDonald, and Smith procedure is Jones and O’Neil
(2002). We are evaluating this procedure for possible incorporation in future versions of
LogXact.

1.4 Before You Begin
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What is Exact Logistic Regression?

This chapter presents an informal, easy-to-follow explanation of exact logistic regression
for the non-statistician. Although it has been nearly a decade since LogXact was first
introduced, and even though the software is widely used to fit logistic regression models to
small, sparse and unbalanced data sets, we are nevertheless frequently asked to explain
what is meant precisely by the phrase “exact logistic regression”. This chapter is an
attempt to discuss the underlying theory in a way that would be understood by scientists
who might not be trained in Statistics but who have some familiarity with statistical
reasoning and who have an excellent understanding of their own data . For a more
detailed technical discussion, refer to Appendix A or to Cox (1970).

2.1 Osteogenic
Sarcoma Data

An easy way to understand what exact logistic regression is all about is through an
example. The data displayed in Table 2.1 are a subset of data published by Goorin et. al.
(1987).
Table 2.1: Subset of Osteogenic Sarcoma Data (Goorin, 1987)
Covariate
Group
(j )
1
2
3
4

Number
Responding
(yj )
8
5
9
7

Number Not
Responding
(nj − yj )
0
2
4
11

Group
Size
(nj )
8
7
13
18

Covariates
Sex AOP
(xj 1 ) (xj 2 )
0
0
0
1
1
0
1
1

This data set consists of 46 patients who were surgically treated for osteogenic sarcoma
and then observed to determine if the disease recurred within three years. There are two
binary covariates suspected of being predictors of a three-year disease-free interval. They
are
Sex: xj 1 = 1 if male, 0 otherwise,
2.1 Osteogenic Sarcoma Data
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2 What is Exact Logistic Regression?
Any Ostoid Pathology (AOP): xj 2 = 1 if present, 0 otherwise.
These two covariates partition the data into four distinct covariate groups: (0, 0), (0, 1),
(1, 0), and (1, 1). For example, the first covariate group is specified by x11 = 0 and x12 = 0.
The j th covariate group contains a total of nj patients and yj of them enjoyed a three-year
disease-free interval.

12
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Let πj be the probability that any patient belonging to covariate group j has a three-year
disease-free interval. Thus the probability of observing yj patients with a three-year
disease-free interval, out of a total of nj patients, is evaluated by binomial theory to be
 
nj yj
π (1 − πj )nj −yj .
(2.1)
yj j
We assume that πj depends on xj 1 and xj 2 through the logistic regression model
eβ0 +β1 xj 1 +β2 xj 2
.
1 + eβ0 +β1 xj 1 +β2 xj 2

πj =

(2.2)

Let y = {y1 , y2 , y3 , y4 } denote the vector of observed yj values. The probability of y under
model (2.2) is then given by

Pr(y) =

4  

nj
j =1

=

4

πj j (1 − πj )nj −yj

yj

y

eβ0 t0 +β1 t1 +β2 t2

j =1 [1

+ eβ0 +β1 xj 1 +β2 xj 2 ]nj

where, for k = 1, 2,
tk =

4


(2.3)
×

4  

nj
j =1

yj

,

(2.4)

y j xj k

j =1

and
t0 =

4


yj .

j =1

Statisticians refer to the right hand side of equation (2.4) as the likelihood function and
to t0 , t1 and t2 as sufficient statistics for β0 , β1 and β2 , respectively. One can show that
the information about the unknown beta coefficients contained in these three sufficient
statistics is the same as the information contained in the entire Table 2.1.

2.2 Model, Likelihood and Sufficient Statistics
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2.3 Large-Sample
Likelihood Ratio Test

Let
L(β0 , β1 , β2 ) = 4

eβ0 t0 +β1 t1 +β2 t2

j =1 [1

+ eβ0 +β1 xj 1 +β2 xj 2 ]nj

×

4  

nj
j =1

yj

(2.5)

denote the likelihood function, expressed as a function of β0 , β1 and β2 at the observed
value of y. Let this function (2.5) achieve its maximum value at βk = βˆk , for k = 0, 1, 2.
These maximizing values and the maximum likelihood, L(βˆ0 , βˆ1 , βˆ2 ), can be easily
computed by iterative methods.
Under the null hypothesis, H0 : β2 = 0, the likelihood function reduces to
L(β0 , β1 ) = 4

eβ0 t0 +β1 t1

j =1 [1

+ eβ0 +β1 xj 1 ]nj

×

4  

nj
j =1

yj

.

(2.6)

Let the restricted likelihood function (2.6) achieve its maximum value at βk = β˜k , for
k = 0, 1. Then the likelihood ratio statistic is defined as
(y) = −2 ln

L(β˜0 , β˜1 )
.
L(βˆ0 , βˆ1 , βˆ2 )

(2.7)

It is well known that, under the null hypothesis, the large-sample (asymptotic) distribution
of (y) is chi-square with 1 degree of freedom. For the data in Table 2.1, (y) = 5.0105.
Therefore the asymptotic likelihood ratio p-value for testing the null hypothesis is the tail
area to the right of 5.0105 from a chi-square distribution with 1 df. This turns out to be
p = 0.0252.
2.4 Exact Likelihood
Ratio Test

In small samples we would prefer not to make the assumption that the null distribution of
(y) is chi-square with 1 degree of freedom. Rather we would like to compute the p-value
of H0 : β2 = 0 from the exact null distribution of (y). Now the exact distribution of (y)
depends on the exact distribution of y. Thus we need to derive the exact null distribution of
y.
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Our starting point is equation (2.4), the likelihood function expressed as the probability of
y given β0 , β1 , and β2 . Since β2 = 0 under the null hypothesis, (2.4) reduces to
eβ0 t0 +β1 t1

Pr(y) = 4

j =1 [1

+ eβ0 +β1 xj 1 ]nj

×

4  

nj

yj

j =1

(2.8)

.

The exact probabilities of y cannot be computed from equation (2.8) because it contains
the unknown “nuisance” parameters β0 and β1 . We therefore resort to a familiar
conditioning argument, similar to that used for Fisher’s exact test, to eliminate these
nuisance parameters from the likelihood function. The nuisance parameters, (β0 , β1 ), can
be eliminated from (2.8) by conditioning on their sufficient statistics, (t0 , t1 ). Observe that
eβ0 t0 +β1 t1

4
Pr(y|t0 , t1 ) =

j =1 [1


y∈

4

+ eβ0 +β1 xj 1 ]nj

4  

nj

eβ0 t0 +β1 t1

j =1 [1

yj
4 


j =1

+ eβ0 +β1 xj 1 ]nj

j =1



(2.9)

nj
yj ,

where the reference set  consists of all vectors y satisfying the following conditions:
4


yj

=

t0 ,

yj x1j

=

t1 ,

j =1
4

j =1

0 ≤ yj ≤ n j

and

yj is integer for all j .

Notice that the nuisance parameters cancel from the numerator and denominator of

2.4 Exact Likelihood Ratio Test
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2 What is Exact Logistic Regression?
equation (2.9) and we are finally left with
4  

nj

Pr(y|t0 , t1 ) =

yj
.
4  

nj
y∈ j =1 yj
j =1

(2.10)

Since equation (2.10) does not contain any unknown parameters, exact inference is
possible. Define, for any value of λ,
λ = {y: y ∈  and (y) = λ} .

Then
Pr{(y) = λ} =



Pr(y|t0 , t1 ) .

(2.11)
(2.12)

y∈λ

LogXact uses fast numerical algorithms to identify all the possible values of λ that are
attainable by the likelihood ratio statistic, subject to y ∈  , and computes (2.12) for each of
them. We thereby obtain the exact distribution of (y). Table 2.2 displays this exact
distribution for testing the null hypothesis that β2 = 0.
Since the observed value of (y) was λ = 5.0105, the exact p-value is the sum of all the
probabilities in Table 2.2 for which λ equals or exceeds 5.015. Thus the exact likelihood
ratio p-value is p = 0.0496. Notice that the exact p-value is nearly double the asymptotic
p-value for this data set.
We have presented, through a simple example, the essential idea that makes exact
logistic regression possible. The idea, quantified by equation (2.9), is to eliminate
nuisance parameters from the likelihood function by conditioning on their sufficient
statistics. This idea was first proposed by Cox (1970) and is a natural extension of Fisher’s
exact test for the 2 × 2 contingency table. In LogXact we have applied this idea to the
likelihood ratio test, the efficient scores test, the Wald test and to the estimation of model
parameters. The technical details of all these exact inference procedures are available in
16
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Table 2.2: Exact Null Distribution of Likelihood Ratio Statistic
λ
0.0550
0.1788
0.7981
1.1751
2.4308
3.0793
5.0105
5.9632
8.6446
9.9530
13.5309
15.2728
20.0859
22.3800
30.1271
33.1678

Pr{(y) = λ}
0.2480
0.2345
0.1756
0.1481
0.0826
0.0615
0.0253
0.0163
0.0048
0.0026
0.0005
0.0002
0.00003
0.00001
0.0000005
0.0000001

Appendix A. The theoretical justification for conditioning on sufficient statistics is available
in Cox and Hinkley (1974, page 292). For additional discussion on conditional inference
refer to Appendix F of this user manual. [AP]

2.4 Exact Likelihood Ratio Test
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LogXact Tutorial

We believe you will enjoy analyzing data using LogXact. One reason is of course that it
performs exact inference. A second reason is its user interface. You can enter, view, or
alter data, build models, and browse through the output in a friendly interactive
environment. You will find this very convenient even if you use LogXact only for asymptotic
inference.
The easiest way to learn LogXact is to sit at the computer and analyze a data set. This
tutorial will take you through such a hands-on analysis quickly. In the process, you will
become familiar with several of LogXact’s important commands, and will gain an overall
understanding of how they all work together. The subsequent chapters will build on your
experience by providing more details about the individual commands, a broader variety of
examples, technical details about the output, and some discussion of the theory behind
exact logistic regression.
This tutorial also explains with an Example, a very useful feature available in LogXact,
namely, batch lanuage commands. Using this feature, you can create a single batch
command file containing commands for several different analyses on one or more data
sets. This command file can be submitted in LogXact for execution without you having to
wait at the computer.

3.1 Activating
LogXact

Before you begin this tutorial:
1. Verify that LogXact is properly installed in a separate directory on your hard disk.
2. Verify the name of the directory in which all the sample data sets, supplied as part of
the LogXact software, are stored.
This tutorial will assume that you have installed LogXact in C:\LOGXACT and have stored
the LogXact data sets in C:\LOGXACT\DATA. Make appropriate modifications to the
tutorial instructions if either LogXact or the data sets are stored in other directories.

3.1 Activating LogXact
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3.2 Bringing Data
into LogXact
3.2.0 Data Description
3.2.0 Opening a
LogXact File
3.2.0 Examining
Ungrouped Data
Converting to Group
Data

Data may be entered into LogXact as case data or as group data, read in as a previously
saved LogXact file through the Open command in the File menu, or read in from another
software package through the Import command. In this tutorial, you will read in a
previously saved data file using the Open command.

Description of the Data Set
We are grateful to Dr. S. Lai, University of Miami, for providing this example. A hospital
based prospective study of perinatal infection and human immunodeficiency virus (HIV-1)
by Hutto, Parks, Lai, et al. (1991) investigated the possibility that the CD4 and CD8 blood
serum levels measured in infants at 6 months of age might be good predictors of eventual
HIV infection. The data on HIV infection rates and blood serum levels are tabulated below:
Proportion Developing
HIV
4/7 (57%)
1/1 (100%)
2/7 (29%)
4/12 (33%)
2/2 (100%)
0/2 (0%)
0/13 (0%)
1/3 (33%)

Serum Levels at 6 Months
CD4
CD8
0
0
0
2
1
0
1
1
1
2
2
0
2
1
2
2

The above data set is one of several that are supplied along with your LogXact software. It
is stored in a file named HIV.CYD. If you followed the installation procedure exactly as
described in the Chapter titled “Installation” in Cytel Studio manual, you should have this
and all other data sets saved in a separate DATA subdirectory of your LogXact directory
on your hard disk.

Opening a LogXact Data File
One of the data sets in the DATA subdirectory is a file named HIV.CYD. To open this file in
LogXact, choose from the main menu:
20
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File
Open . . .
In the ensuing dialog box, select the file HIV.CYD in the DATA subdirectory, and click
OK . Notice that a new workbook is created.
The HIV.CYD file is brought into LogXact and the data window appears as follows:

The name of the file just opened (HIV.CYD) appears at the top of the data window.

Examining Ungrouped Case Data in the Data Editor
The case data are now in the Data Editor where you can examine and possibly edit the
HIV.CYD data.
Use the mouse or the ↑ ↓ → ← arrow keys to move the cursor around in the worksheet
and examine more of the data records. You can easily alter the data by typing in a new
entry at the current position of the cursor. However, please do not alter the data
3.2 Bringing in Data – Converting to Group Data
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permanently as they are needed in their original form for this example.

Converting to Group Data
In this data set, the binary HIV variable (1=yes, 0=no) is the response variable. The
variable named FREQ gives the weight or frequency count, of the number of records with
the same values of HIV, CD4 and CD8. For example, the second record displayed by the
Data Editor had a weight of 2 (FREQ=2 for that record), implying that it will be treated
as equivalent to two records, each having HIV=1, CD4=1, and CD8=2. The data are
ungrouped. This means that we did not gather together records with the same covariate
values. However, we might get a better feel for the data if they were first converted to
grouped format. Choose from the menu:
DataEditor
Convert to Group Data . . .
In the ensuing dialog box, select HIV as the Response variable and FREQ as the Weight
variable. The dialog box now looks as shown below.

Click on OK .
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On conversion, LogXact takes you to a new Data Editor window.

To explain the above grouped form of the data, let us look at the first record: HIV=4,
FREQ=7, Resp(%)=57.14%, CD4=0 and CD8=0. What this means is that there were 7
cases having covariate values as CD4=0 and CD8=0 and out of which in 4 cases, the
response variable HIV had the value of 1 and in the remaining 3 cases, HIV took the value
of 0. So the response % for these 7 cases is 57.14% (= (4/7)X100). The grouped form
makes it a little easier to see how the covariates affect the response rate. It is also easier
to enter small data sets into LogXact in grouped form, since that is how they usually
appear in journal articles. Indeed that is the way the data were presented at the start of
this section.

3.3 Saving Your Data
As a LogXact file

It is usually a good idea to save your data set after you have worked on it. LogXact allows
you to save the current data set (if it is case data) in LogXact or Text data file format. If the
current data set is in grouped data format, then you can save it only in LogXact grouped
data file format.

As a LogXact file
Suppose you wish to save the current grouped data set in LogXact file format. Choose
from the menu:
3.3 Saving Your Data – As a LogXact file
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File
Save As
This brings up the following dialog box:

Enter the file name as HIV_Group and click on Save. Now the file HIV_Group will be
saved in the DATA subdirectory. Notice that the .CYD extension is the default extension
assigned to the file name. You can override the default by specifying another extension
explicitly.

24

3.3 Saving Your Data – As a LogXact file

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

3.4 Model Specification,The directions in this section will take you through the steps of building a binary logistic
regression model, estimating its parameters, and performing hypothesis tests. The
Estimation and
technical details of the maximum likelihood and conditional inference procedures
Testing
underlying these steps, are provided in Appendix A. You may skip Appendix A for the
Model Specification
present, since the goal of this tutorial is to gain a quick understanding of how LogXact
Parameter Estimation
works without being overwhelmed by technical details.
3.4.1 Factor Variables
Maximum Likelihood
Can Fail
To fit a logistic regression model, choose from the menu:
Exact Estimates Exist
Regression
3.4.1 Testing Parameter
Binary Response
Subsets
Logistic Model . . .
3.4.2 Exploration Mode
Obtainable Output

3.4 Model Inference
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This brings up the following Binary Regression:

Logistic Model dialog box:

In the dialog box, notice that HIV is the Response variable, and FREQ is the Groupsize
variable, reflecting the choices you made in converting to grouped data. Also notice that
%Const is shown as a model term. This is because LogXact, by default always fits a
model which includes the constant term unless you uncheck the box shown against
“Include intercept term” or you are fitting a conditional logistic regression model (See
Chapter 8 for details on conditional logistic regression.).
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Model Specification
Select Model Terms to specify an appropriate model. To begin with, model the HIV
response rate as a function of CD4 and CD8, both covariates being regarded as ordinal.
In the Binary Logistic Regression dialog box, select CD4 and CD8 as the Model
Terms. The variables CD4 and CD8 should now appear in the Model Terms section of
the Binary Logistic Regression dialog box.

Parameter Estimation
Estimate the regression coefficients by clicking on the OK button, accepting the Estimate
and Asymptotic defaults in the dialog box. The maximum likelihood estimates,
asymptotic p-values and asymptotic confidence intervals for the regression parameters
are computed and displayed in the Binary Regression (As) - Estimate

3.4 Model Inference – Parameter Estimation
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worksheet of the workbook, as shown below:

The Binary Regression worksheet in the workbook enables you to view all the
regression estimates during the current model-fit. If you leave this worksheet, you can
always return to it. The results of fitting the model are displayed in three sections. (See
Section 5.2 for details on the contents of this worksheet.)
The first section, titled “Basic Information”, gives the filename of the data used to fit the
model; specifies the model; shows the group size variable used, if any; specifies the
stratum, if any; and describes the type of analysis performed, gives the number of model
terms, the number of terms dropped, the number of observations, and the number of
distinct groups (or covariate combinations that can be formed by the covariates in the
current model).
28
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The second section, titled “Summary Statistics”, gives the value of the deviance and the
value of the likelihood ratio statistic, the corresponding degrees of freedom, and the
p-value for testing the overall significance of the model, i.e., for testing the null hypothesis
that all the model parameters (including the constant term) are zero.
The third section, titled “Parameter Estimates” contains output relating to the terms in your
model. Here, you can examine point estimates and their standard errors, asymptotic
confidence intervals, and p-values for the regression coefficients corresponding to CD4,
CD8, and the constant term.
Suppose you wish to estimate the regression coefficients using the exact method. Simply
choose the Exact option in the Binary Regression: Logistic Model dialog box
and click on OK.

3.4 Model Inference – Parameter Estimation
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The Work In Progress display box will appear as shown below.

There is a section containing three progress meters at the top of the Work In Progress
box. Immediately above the first progress meter, there is a line that tells you what job is
being performed. In this example, it is “Estimating [CD4]”, the current model term.
The Elapsed time progress meter indicates how much of the maximum computation time
has elapsed while estimating the current model term. The time displayed is incremented
at regular intervals of at least 5 seconds.
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The Max. memory used progress meter indicates how much of the maximum available
memory has been consumed while estimating the current model term.
The Percentage of job done progress meter indicates how much of the current job has
been completed.
Since this is a small data set, the execution of the job will be very fast and the Work In
Progress message box may not remain on the screen for long for you to see it properly.
But while analysising larger data sets, you will be able to see properly the message box
and the information it diplays on the the continuous monitoring of the job.
(See Section 9.2.3 for more details on the Work In Progress message box.)
After some time, the results appear in Binary Regression (EX) worksheet as shown below.

Notice that the asymptotic and exact estimation methods can lead to different conclusions.
For example the exact p-value for CD4 is about six times smaller than the asymptotic
p-value. Again, CD8 is statistically significant at the 5% level asymptotically, but not by the
exact method.
Sometimes, exact estimation may take too much computation time. In such situations, it is
3.4 Model Inference – Parameter Estimation
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advisable to use Monte Carlo estimation instead. To do this, simply choose the Monte
Carlo option in the Binary Regression: Logistic Model dialog box and click on
OK.
The Work In Progress display box will appear at first. After some time, the Monte
Carlo estimates will appear in the worksheet Binary Regression (MO) as shown
below.

3.4.1

Factor Variables

In this data set, CD4 and CD8 assume the values 0,1,2. But these are not the actual blood
serum levels. Rather they are coded surrogates for them. Thus suppose you are unwilling
to treat CD4 and CD8 as ordinal variables, but would like to treat them as factors. This
requires that CD4 and CD8 each be split up into two dummy variables. The Toggle
Factor option in the Binary Logistic Regression dialog box accomplishes this
splitting. You may choose as the baseline for the splitting either the highest value or the
lowest value of the variable being split, by editing the variable properties in the data editor
window. The default takes the highest value as the baseline. Choose from the menu:
Regression
Binary Response
Logistic Model . . .
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Select CD4 and CD8. Then, click on the Toggle Factor On/Off button under the list
of variables. Notice that the Model Terms section of the window shows <fa> next to both
CD4 and CD8. This means that CD4 has been split into two dummy variables, CD4_0 and
CD4_1. The CD4_0 variable assumes the value 1 when CD4 is 0, and assumes the value
0 otherwise. The CD4_1 variable assumes the value 1 when CD4 is 1 and 0 otherwise.
CD8 has been similarly split.
The Toggle Factor on/off button toggles the factor variables on or off. If you want to
restore the factor variables as ordinal variables, click on this button again. Sometimes, a
variable could have been declared as factor variable in the editor. In that case, <fa> will
appear next to the factor variable. You can click on Toggle Factor on/off to use the
variable as ordinal variable in the current model.

Maximum Likelihood Can Fail
With CD4 and CD8 declared as factor variables, try to obtain the unconditional maximum
likelihood estimates of the regression coefficients for the model HIV=CD4+CD8 by
selecting Asymptotic and then clicking on the OK button.
Because the maximum likelihood estimates do not exist for this small data set,
convergence is not possible in this case. The Results window contains only question

3.4 Model Inference – Maximum Likelihood Can Fail
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marks for all the model terms.

This is not a problem in LogXact alone. You will face the same difficulty with any other
logistic regression software: SAS, BMDP, GLIM or Egret. Appendix F explains why the
maximum likelihood method fails in some situations.

Exact Estimates Exist
We saw previously that CD4 and CD8 are statistically significant when treated as ordinal
variables. Unfortunately, the unconditional maximum likelihood method failed when these
two variables were treated as factors. Is there any other way to assess the significance of
CD4 and CD8 when they are factor variables? There is! The exact conditional approach
(discussed in Appendix A) comes to our rescue here. Choose from the menu:
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Regression
Binary Response
Logistic Model . . .
Then select the Exact option, and click OK in the ensuing dialog box.
At first, the Work In Progress box appears. After some time, the following Results
window appears:

Now notice that exact point estimates, confidence intervals, and p-values do exist even
though the asymptotic ones do not. In the Results window, you can also see the
estimates for the CD8_0 and CD8_1 dummy variables. If you wish to see the output of the
previous model, you can go to the Log window and scroll up through it.

Testing Subsets of Regression Parameters
The p-values displayed for the CD4 and CD8 variables, while statistically significant, are
not very helpful. These p-values only apply to each dummy variable separately. Thus you
know that CD4_0 has a p-value of 0.0145 and CD4_1 has a p-value of 0.0127. But you
would really like to perform a multiple hypothesis test that
CD4_0 = CD4_1 = 0
3.4 Model Inference – 3.4.1 Testing Parameter Subsets
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Three commonly used asymptotic methods for testing that a subset of the regression
parameters are zero are the likelihood ratio test, the Wald test, and the asymptotic
unconditional score test. The Test option computes all three tests. Choose from the
menu:
Regression
Binary Response
Logistic Model . . .
Click on the Test option in the ensuing dialog box. Use the Toggle Selected for
Testing Yes/No button to select CD4 as the model term to test. Choose the
Asymptotic option and click OK to run the test. The results of the Test are displayed in
the Results window. Of course in the present case since the unconditional maximum
likelihood method has failed, only the asymptotic unconditional score test can be
computed, for it does not require the full model to be estimated. (See Appendix A,
page 619, for details). The unconditional score test yields a p-value of 0.0063.

Now, suppose you want to use the Monte Carlo method. Choose the Test and Monte
Carlo options in the Binary Logistic Regression dialog box. The Test worksheet

36

3.4 Model Inference – 3.4.1 Testing Parameter Subsets

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

of the Results window is shown below:

Once again invoke the exact option by selecting the Test and Exact options in the
Binary Logistic Regression dialog box. The exact conditional scores test, based
on the joint distribution of the sufficient statistics for CD4_0 and CD4_1, provides a
p-value of 0.0071, in good agreement with the asymptotic unconditional score test.

Choose from the menu,
Regression
Binary Response
Logistic Model . . .
In the ensuing dialog box use the Toggle Selected for Testing Yes/No button to
select CD8 and to deselect CD4 for testing. You will see that the exact conditional score
test that
3.4 Model Inference – 3.4.1 Testing Parameter Subsets
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CD8_0 =CD8_1=0
yields a p-value of 0.0256, whereas the asymptotic unconditional score test yields a
p-value of 0.0198.

3.4.2

Exploration Mode

Exploration mode is an advanced feature of LogXact for logistic regression using
Monte Carlo estimation or testing. It enables you to interactively improve the network
sampling time. For details see Chapter 10.

Obtainable Output
The information on what output items are obtainable under different types of analysis is
given in Appendix H.

3.5 The LogXact
Command Language
Command Bar
Submit Command File

In LogXact, commands can be issued in three different ways: by invoking the menus, by
typing them in the command bar, or by submitting a batch file. The command bar and
batch command files use the LogXact Command Language, whose syntax is described
comprehensively in Appendix J.

Command Bar
Suppose you want to perform the following sequence of tasks in LogXact:
1.
2.
3.
4.
5.
6.

Open the HIV.CYD file
Make HIV the response variable
Make FREQ the weight variable
Declare variable CD4 to be a factor variable
Specify the model
Estimate the model parameters

Previously in this chapter, you have seen how to accomplish such actions through the
menus and dialog boxes. Instead of using the menus, you can type and execute one
command at a time in the command bar located at the bottom of the LogXact window. To
38
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open HIV.CYD from the default data file path (if it had been already defined through the
menu item Options-File Paths), type the following in the command bar: US
HIV.CYD . Alternatively you can type in the full file path as in the following example:
USE (D:\Program Files\Cytel Studio 8\LogXact\Data\Hiv.cyd);

Press Enter . The HIV.CYD dataset appears in the Data Editor as shown below.

To specify that you are going to fit Binary Logistic Model with HIV as the response,
CD4 and CD8 as the covariates in the model with CD4 as the factor variable, FREQ as the
weight variable, and to run the model with asymptotic method type the following command
in the command bar:
regression (type=logit, model(hiv = cd4 cd8),
frequency=freq,factor(cd4 ), estimate( cd4 cd8), method=asymp);

3.5 The LogXact Command Language – Submit Command File
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Now the results will appear as shown below.

Submit Command File
The Submit item in the Edit menu is used to run batch jobs, using LogXact’s Command
Language. It processes a series of LogXact commands located in an externally created
batch file. Such a file is created in LogXact by specifying Submit (Command) File
after choosing the New item on the File menu, or by copying the contents of the
History of commands file.
A batch file for the previous example might consist of the following LogXact commands,
listed one below the other. (Command lines having the first character as “!” are taken to be
comment lines and they are ignored by LogXact):
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! A sample batch file
USE (D:\Program Files\Cytel Studio 8\LogXact\Data\Hiv.cyd);
regression (type=logit, model(hiv = cd4 cd8),
frequency=freq, factor(cd4 ), estimate( cd4 cd8), method=asymp);

Suppose the file containing the above sequence of LogXact commands is called
BATCHRUN.CYB. Then choose from the menu:
File
Open . . .
Select .CYB as the filetype. Then select BATCHRUN.CYB as the file to submit in the
ensuing dialog box. Now choose from the menu:
Edit
Submit . . .
LogXact immediately begins processing the commands; one at a time and the results will
appear as before.
This example illustrates how to run a time-consuming series of jobs without having to wait
at the computer. (Jobs can, for example, be run overnight with output redirected to files.)

3.6 Getting On-Line
Help

The Help command provides on-line help for all the LogXact commands. To activate the
on-line help choose from the menu:
Help
Help Topics
LogXact
To access the online user manual in pdf format click on
Help
Online User Manuals
LogXact
3.6 Getting On-Line Help
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Exit

To exit the current LogXact session entirely, choose from the menu:
File
Exit
You will be prompted about unsaved items
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The Regression Menu and Dialog Boxes

This chapter describes the Regression menu. All menu items can be selected easily
using either the keyboard or a mouse. Selecting any menu item with the mouse is simply
done by pointing and clicking on the desired item.
The Regression menu contains all the available regression procedures in LogXact.

The following sections list the menu items in the Regression menu, grouped by category.

4.1 Continuous
Response
4.1.1 MLR dialog

The Continuous Response submenu contains one item, Multiple Linear
Regression . . .. Please note that Multiple Linear Regression only runs on
Case Data.

4.1.1

Multiple Linear Regression dialog box

The Multiple Linear Regression dialog box contains the following items:
Variables
Response
Model Terms
Weightage
Toggle Factor on/off
Subset selection
4.1 Continuous Response – 4.1.1 MLR dialog
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Selected for Estimation/Testing
Options. . .

Each item is described below.
Variables
This is a list of the names of all variables in the current data set.
Response
Use the Response item in the dialog box to specify which variable in the current LogXact
data set is to be used as the response variable for ungrouped data. For grouped data the
response variable is automatically selected.
The Response item can be used in two
44
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ways:
For ungrouped data, it is used to notify LogXact that a particular variable is the response
variable.
It is also used for clearing the currently assigned response variable.
To specify the Response variable, select the variable you will use as the response. Then
click on the  pointing to the Response box. It will then appear in the Response
section of the dialog box.
Model Terms
Use the Model Terms box to specify the variables to be used as the regression model
terms.
In the dialog box, choose each variable you wish to include in the Model
Terms and click on the  pointing to the Model Terms box. The variables will now
appear in the Model Terms box. For interaction terms, select a set of variables in the
Variables box first, and then click on the → button. To remove a model term, select it
and then click on the  button next to the Model Terms box. To select more than one
variable at a time, as required to specify interaction terms, press and hold down the Ctrl
key and click on the variables.
Weightage
Use Weightage for assigning a weightage variable for carrying out weighted linear
regression analysis. This weightage variable is not same as the weight variable
(representing the frequency of records) used in other analyses in LogXact.
Toggle Factor on/off
Use the factor command to convert a K -level categorical variable into K − 1 factor (or
dummy) binary variables. The Toggle Factor on/off button declares to LogXact that
a variable is to be treated as a factor variable. This is useful whenever you are unwilling to
assume that a categorical variable is ordered in any way. It is then preferable to replace it
with corresponding dummy (binary) variables. For example, suppose FAMILY is a variable
assuming the distinct values 1, 2, 3, or 4. Selecting FAMILY in the Variables box, and
clicking on the Toggle Factor on/off button will convert the FAMILY variable into the
4.1 Continuous Response – 4.1.1 MLR dialog

45

black

<<< Contents

* Index >>>

4 The Regression Menu and Dialog Boxes
three factor variables shown below:
FAMILY_1 assuming the value 1 whenever FAMILY=1; 0 otherwise.
FAMILY_2 assuming the value 1 whenever FAMILY=2; 0 otherwise.
FAMILY_3 assuming the value 1 whenever FAMILY=3; 0 otherwise.
After that, whenever the FAMILY variable is included in a regression model, LogXact will
substitute the above three factor variables in its place. LogXact signals that a variable is a
factor variable by adding the characters <fa> to the end of the variable name.
The Toggle Factor on/off button splits up a variable into several binary dummy
variables internally. You do not have to explicitly specify the individual dummy
variables. Rather, you continue to specify the name of the original variable as before,
both for main effects and for interactions. For example, even though FAMILY has
been split up into three dummy variables in the above example, it will appear in the
Model item only as FAMILY, not as
FAMILY_1 + FAMILY_2 + FAMILY_3
You could of course achieve the same end by using LogXact’s editors to create the
necessary binary variables externally and select them explicitly as Model Terms.
This is tedious, especially if there are many levels to a factor variable and it is being
used in interaction terms. Toggle Factor on/off conveniently avoids all this
extra book keeping.
The default base-level for a factor variable is its highest value. In the above example,
there is no binary variable corresponding to FAMILY = 4. However, the base-level
can be set to the lowest value, by choosing ‘Low’ after clicking the box against ‘Factor’
in the Modify variable-Variable Properties dialog box, in which case we
would have binary variables FAMILY_2, FAMILY_3, and FAMILY_4.
The Toggle Factor on/off button, as its name suggests, toggles on and off. If
you no longer wish to replace FAMILY by its three factor variables, click on the
Factor button in the Statistical test dialog box, and the FAMILY variable will be
treated once again as a regular variable assuming the values 1, 2, 3, 4.
Options . . .
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The Options. . . button brings up the Options dialog box. There are two tabs: General
and MLR Settings. The MLR Settings tab is the active tab as shown below.

If you check the Wald Test checkbox, the following tab is created in which you can

4.1 Continuous Response – 4.1.1 MLR dialog
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specify the Terms to Test.

If you check the Durbin-Watson Test checkbox, the following tab is created in which
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you can specify the Terms to Test.

If you check the Collinearity diagnostics checkbox in the MLR Settings tab,
the following Parameters for Collinearity become active:

4.1 Continuous Response – 4.1.1 MLR dialog
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Multi-collinearity criterion and Number of collinearity components.

If you check any of the four Residuals checkboxes in the MLR Settings tab, the four
Influence statistics checkboxes become active.
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The Binary Response submenu contains three items, Logistic Model . . ., Probit
Model . . ., and Complementary Log Log Model . . ..

4.2.1

Logistic Model dialog box

The Logistic Model dialog box contains the following items:
Variables
Response
Stratum
Model Terms
Weight or Group Size
Toggle Factor on/off
Estimate Model option
Test Multiple Hypotheses option
Best Subset Seletion
Options. . .

4.2 Binary Response – 4.2.1 Logistic Model dialog box
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Each item is described below.
Variables
This is a list of the names of all variables in the current data set.
Response
Use the Response item in the dialog box to specify which variable in the current LogXact
data set is to be used as the response variable for ungrouped data. For grouped data the
response variable is automatically selected. The Response item can be used in two ways:
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For ungrouped data, it is used to notify LogXact that a particular variable is the response
variable.
It is also used for clearing the currently assigned response variable.
To specify the Response variable, select the variable you will use as the response. Then
click on the  pointing to the Response box. It will then appear in the Response
section of the dialog box.
Stratum
LogXact supports two types of inference for logistic regression:
unconditional maximum likelihood inference, usually invoked for unstratified data;
conditional maximum likelihood inference, usually invoked for stratified, or
matched-set data.
The Stratum box determines which type of inference will be used. Use the Stratum to
specify a variable whose distinct values will be used to partition the data set into
independent strata, or matched sets. When the Stratum box is empty (i.e., no
stratification variable is selected), the method of inference is unconditional maximum
likelihood. When a Stratum variable is selected, the method of inference is conditional
maximum likelihood. Each stratum-specific constant in the regression model is eliminated
by conditioning on its sufficient statistic, i.e., the number of responses in that stratum. The
difference between the two methods of inference is explained in detail in Appendix A.
Unconditional maximum likelihood inference is generally used for unstratified data. This is
the only type of logistic regression inference supported by most packages (for example,
GLIM or BMDP). Conditional maximum likelihood inference is a special type of inference
popularized by Breslow and Day (1980) for the analysis of stratified or matched-set data.
Stratum specific nuisance parameters are eliminated by conditioning on their sufficient
statistics. Asymptotic inference is then based on maximizing the resulting conditional
likelihood function. It is well known that eliminating stratum specific nuisance parameters
in this way is preferable to estimating them from the data. The latter approach leads to
inconsistent estimates as the number of strata increases. Very few packages provide any
4.2 Binary Response – 4.2.1 Logistic Model dialog box
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type of conditional inference for logistic regression. Besides LogXact, very few packages
provide conditional inference for the general case of s strata, mj responses, and nj − mj
non-responses in the j th stratum, and no approximations to the conditional likelihood
function. In LogXact the term ‘stratified logistic regression’ will be associated with
maximizing the conditional likelihood function, and the term ‘unstratified logistic
regression’ will be associated with maximizing the unconditional likelihood function. The
default in LogXact is unstratified logistic regression. To use the stratified type you must
specify a variable whose distinct values will be treated as separate strata for the analysis.
Suppose this variable is named CLASS. Use the Stratum box to inform LogXact that a
stratified analysis is desired and CLASS is to be used as the stratum variable. In the
Binary Logistic Regression dialog box, select the CLASS variable and click on the
 next to the Stratum box. If you no longer wish to perform a stratified analysis, click on
the  next to the Stratum box to remove the stratum variable. LogXact will then be reset
to perform unstratified logistic regression.
Model Terms
Use the Model Terms box to specify the variables to be used as the regression model
terms.
In the dialog box, choose each variable you wish to include in the Model
Terms and click on the  pointing to the Model Terms box. The variables will now
appear in the Model Terms box. For interaction terms, select a set of variables in the
Variables box first, and then click on the → button. To remove a model term, select it
and then click on the  button next to the Model Terms box. To select more than one
variable at a time, as required to specify interaction terms, press and hold down the Ctrl
key and click on the variables.
Weight
Use Weight if you have multiple records of data with the same values for the variables in
an ungrouped data set. (For grouped data sets the “Total” variable is automatically taken
as the Group Size variable.) When you have such data, one of the variables in your data
set should contain the frequency count of each distinct record. Suppose this variable is
named TOTAL. If you select TOTAL as the Weight variable, LogXact will internally expand
each distinct record into the number specified by TOTAL, prior to doing the inference
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calculations. Weight is useful because it reduces the size of a data set without any loss
of information.
Toggle Factor on/off
Use the factor command to convert a K -level categorical variable into K − 1 factor (or
dummy) binary variables. The Toggle Factor on/off button declares to LogXact that
a variable is to be treated as a factor variable. This is useful whenever you are unwilling to
assume that a categorical variable is ordered in any way. It is then preferable to replace it
with corresponding dummy (binary) variables. For example, suppose FAMILY is a variable
assuming the distinct values 1, 2, 3, or 4. Selecting FAMILY in the Variables box, and
clicking on the Toggle Factor on/off button will convert the FAMILY variable into the
three factor variables shown below:
FAMILY_1 assuming the value 1 whenever FAMILY=1; 0 otherwise.
FAMILY_2 assuming the value 1 whenever FAMILY=2; 0 otherwise.
FAMILY_3 assuming the value 1 whenever FAMILY=3; 0 otherwise.
After that, whenever the FAMILY variable is included in a regression model, LogXact will
substitute the above three factor variables in its place. LogXact signals that a variable is a
factor variable by adding the characters <fa> to the end of the variable name.
The Toggle Factor on/off button splits up a variable into several binary dummy
variables internally. You do not have to explicitly specify the individual dummy
variables. Rather, you continue to specify the name of the original variable as before,
both for main effects and for interactions. For example, even though FAMILY has
been split up into three dummy variables in the above example, it will appear in the
Model item only as FAMILY, not as
FAMILY_1 + FAMILY_2 + FAMILY_3
You could of course achieve the same end by using LogXact’s editors to create the
necessary binary variables externally and select them explicitly as Model Terms.
This is tedious, especially if there are many levels to a factor variable and it is being
used in interaction terms. Toggle Factor on/off conveniently avoids all this
extra book keeping.
4.2 Binary Response – 4.2.1 Logistic Model dialog box
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The default base-level for a factor variable is its highest value. In the above example,
there is no binary variable corresponding to FAMILY = 4. However, the base-level
can be set to the lowest value, by choosing ’Low’after clicking the box against ’Factor’
in the Modify variable-Variable Properties dialog box, in which case we
would have binary variables FAMILY_2, FAMILY_3, and FAMILY_4.
The Toggle Factor on/off button, as its name suggests, toggles on and off. If
you no longer wish to replace FAMILY by its three factor variables, click on the
Factor button in the Statistical test dialog box, and the FAMILY variable will be
treated once again as a regular variable assuming the values 1, 2, 3, 4.
The Estimate Option
The Estimate option in the Binary Logistic Regression dialog box estimates all
the variables specified by the Model Terms. It is the default mode of running a
regression, so unless you have previously selected Test, Estimate will automatically be
selected.
You can select the following ways of computing the estimates:
Asymptotic provides only the asymptotic estimates (including estimates for the
constant).
Exact provides all the asymptotic estimates and all the exact estimates except the
constant term.
Monte Carlo provides all the asymptotic estimates and all the Monte Carlo
estimates except the constant term.
The Postfit results and Classification table checkboxes are available for all
three methods. The Exact prediction and Exact distribution checkboxes are
available for Exact.
With Monte Carlo, an additional option is available under Options: Exploration
mode. See Page 60 for more information.
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Note:
Sometimes it is of interest to estimate a model with just the constant term in it, and no
covariates. If the Model Terms box in the Logistic Regression . . . dialog box is
empty, i.e., when no covariates have been specified, it is assumed that a default model
with just the constant term has been specified. Therefore if you click on the Estimate
option (if it is not already selected), without previously specifying any model, you will
obtain the point estimate, asymptotic confidence interval and asymptotic p-value for a
model with just the constant term in it. (Only asymptotic estimates will be provided). Since
exact estimation can be time-consuming, you may wish to obtain exact estimates only for
some model terms. Use the Toggle Selected for Estimation Yes/No button
under the Model Terms box to select or deselect a term for exact estimation.)
The Test Option
The Test option in the Binary Logistic Regression dialog box tests regression
parameters and subsets of the regression parameters. Three asymptotic tests are
provided; likelihood ratio, Wald, and unconditional scores. Four exact tests are provided:
probability test, score test with exact variance, score test with asymptotic variance, and
likelihood ratio test. For details refer to Appendix A.
You can select from four methods for the hypothesis tests: Asymptotic, Exact, Monte
Carlo and MCMC. The Postfit results and Classification table checkboxes
are available for all four methods. The Exact distribution checkbox is available for
Exact, Monte Carlo and MCMC. The Exact prediction checkbox is only available
for Exact.
All three asymptotic tests are computed automatically whenever the Test option is
selected. Only one of the four exact tests is computed by Test. The Options sub-dialog
box is used to select one of the exact test options. Under Test-Exact, you can choose
any one of the four exact tests (please see Page 65 for details). The default is the score
test with exact variance. Under Test-Monte Carlo, you can choose between the score
test with asymptotic variance and the likelihood ratio test (please see Page 67 for details).
Under Test-Exact, the exact score test is computed using the exact covariance matrix;
4.2 Binary Response – 4.2.1 Logistic Model dialog box
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under Test-Monte Carlo, the asymptotic covariance matrix is used. Under
Test-MCMC, you can choose between the score test with asymptotic variance and the
likelihood ratio test. Click on the Test radio button in the ensuing dialog box. Use the
Toggle Selected for Testing Yes/No button to select or deselect a term for
testing. Test can be used to:
test the null hypothesis that the regression coefficient corresponding to vj is zero. If
vj is a categorical variable having K distinct levels and it has been converted into
K − 1 binary factor variables by the Factor . . . command, then Test . . . tests the
null hypothesis that all the K − 1 regression coefficients corresponding to these
binary factor variables are simultaneously 0.
perform both the asymptotic and exact tests on vj as declared above.
perform the asymptotic (and exact) tests on vj and vj +1 simultaneously.
At present Test cannot be used to test hypotheses involving only the constant term.
For that you have to use the Estimate option.
Best Subset Selection
LogXact now allows you to perform best subset selection using various methods.
Parameters for best subset can be entered in Best subset tab. For more details please
see Section 7.12
Options . . .
The Options. . . button brings up the Options dialog box. Different tabs and options in
the dialog box are active, depending on the combination of “Estimate” or “Test” or "Best
Subset Selection" and computation method (Asymptotic, Exact, Monte Carlo) selected.
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The General tab of the Options dialog box for all methods is shown below:
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The Monte Carlo tab of the Options dialog box is shown below:

The Monte Carlo tab of the Options dialog box has the following options:
Monte Carlo P-value Confidence Level This parameter alters the
confidence level of the confidence interval bounding the Monte Carlo estimate of an
exact p-value. The range of the parameter is 0.001 to 0.999. The default value of
0.99 corresponds to a 99% confidence interval. In other words, the upper and lower
confidence bounds on the Monte Carlo estimates of the exact p-values that are
computed by LogXact will contain the true p-values 99% of the time.
Random Number Seed This parameter allows you to specify the starting seed for
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the random number generator used to sample tables from the reference set. It affects
the Monte Carlo versions of all the statistical tests. You have two choices for
specifying the starting seed: Clock or Fixed. Clock tells LogXact to read the
starting seed off the clock on your computer. This will ensure that the seed is
selected randomly every time the Monte Carlo option is invoked. This is the factory
default value for the Random Number Seed parameter. Although you do not know
in advance what the starting seed is, LogXact always prints it out as part of the
output. Fixed lets you specify a starting seed in the range 1 to 109 . One reason for
specifying the starting seed yourself instead of letting LogXact read it off the clock
would be to replicate the Monte Carlo output that was performed previously with the
same starting seed.
Number of Monte Carlo samples
This parameter sets the number of tables sampled by the Monte Carlo algorithm. The
range of Number of Monte Carlo samples is 1 to 109 . The default value is
10,000. If you increase this parameter, you decrease the width of the confidence
interval containing the Monte Carlo estimate of the exact p-value.
Exploration mode
This checkbox toggles Exploration mode on or off. The default is off.
Exploration mode is a new feature of LogXact that enables you to interactively
improve the network sampling time. Please refer to Chapter 10 for details.
Time for building the network
This parameter sets the time limit (in minutes) on the Monte Carlo network building
computations for each covariate. The range is 1 to 106 . The default value is 5
minutes.
Checking the Postfit results checkbox and clicking the Options. . . button, brings
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up the following tab in the Options dialog box for all methods:

Checking the Classification table checkbox and clicking the Options. . . button,
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brings up the following tab in the Options dialog box for all methods:

Checking the Exact prediction checkbox and clicking the Options. . . button, brings
up the following tab in the Options dialog box for Estimate-Exact and Test-Exact
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methods:

The Test specific options tab of the Options dialog box for Test-Exact is

64

4.2 Binary Response – 4.2.1 Logistic Model dialog box

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

shown below:

The Type of MLE section of the dialog box has two radio buttons:
MLE – the default option; and,
Penalized MLE for bias correction (Firth’s method)
The Type of Test section of the dialog box has four radio buttons:
4.2 Binary Response – 4.2.1 Logistic Model dialog box
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Probability test ;
Score test with exact variance – the default option;
Score test with asymptotic variance ; and,
Likelihood Ratio test
The Test specific options tab of the Options dialog box for Test-Monte Carlo
is shown below:

The Type of MLE section of the dialog box has two radio buttons:
MLE – the default option; and,
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Penalized MLE for bias correction (Firth’s method)
The Type of Test section of the dialog box for Test-Monte Carlo has two radio
buttons:
Score test with asymptotic variance ; and,
Likelihood Ratio test – the default option
The Monte Carlo tab of the Options dialog box for Test-Monte Carlo has the
following options:
Monte Carlo P-value Confidence Level This parameter sets the confidence
level of the confidence interval bounding the Monte Carlo estimate of an exact
p-value. The range of the parameter is 0.001 to 0.999.
Random Number Seed You have two settings for the starting seed for the random
number generator: Clock or Fixed. Clock tells LogXact to read the starting seed
off the clock on your computer. Fixed lets you specify a starting seed in the range 1
to 109 .
Number of Monte Carlo samples
The range of Number of Monte Carlo samples is 1 to 109 . The default value is
10,000.
Exploration mode
This checkbox toggles Exploration mode on or off. The default is off.
Exploration mode is a feature of LogXact that enables you to interactively
improve the network sampling time. Please refer to Chapter 10 for details.
Time for building the network
The range is 1 to 106 . The default is 5 minutes.
The Test specific options tab of the Options dialog box for Test-MCMC is shown
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below.

Options tab for Best Subset Selection
If you have selected Best Subset Selection and if you want to select option that
should be used for finding the best subset, click on Options and you will see a Best
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Susbset tab along with other tabs as shown below.

For details about various input fields on this dialog box please refer to the Section 7.12

4.2.2

Probit Model dialog box

The Probit Model dialog box contains the following items:
Variables
Response
Model Terms
Weight or Group Size
4.2 Binary Response – 4.2.2 Probit Model dialog box
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Toggle Factor on/off
Estimate option
Test option
Options. . .

Each item is described below.
Variables
This is a list of the names of all variables in the current data set.
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Response
Use the Response item in the dialog box to specify which variable in the current LogXact
data set is to be used as the response variable for ungrouped data. For grouped data the
response variable is automatically selected.
Model Terms
Use the Model Terms box to specify the variables to be used as the regression model
terms.
Weight
Use Weight if you have multiple records of data with the same values for the variables in
an ungrouped data set. (For grouped data sets the “Total” variable is automatically taken
as the Group Size variable.) When you have such data, one of the variables in your data
set should contain the frequency count of each distinct record. LogXact will internally
expand each distinct record into the number specified by the Weight variable, prior to
doing the inference calculations. Weight is useful because it reduces the size of a data
set without any loss of information.
Toggle Factor on/off
Use the factor command to convert a K -level categorical variable into K − 1 factor (or
dummy) binary variables. The Toggle Factor on/off button declares to LogXact that
a variable is to be treated as a factor variable.
The Estimate Option
The Estimate option in the Probit Model dialog box estimates all the variables
specified by the Model Terms. It is the default mode of running a regression, so unless
you have previously selected Test, Estimate will automatically be selected. Use the
Toggle Selected for Estimation Yes/No button to select or deselect a model
term for estimation.
The Test Option
The Test option in the Probit Model dialog box tests regression parameters and
4.2 Binary Response – 4.2.2 Probit Model dialog box
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subsets of the regression parameters. Use the Toggle Selected for Testing
Yes/No button to select or deselect a term for testing.
Options . . .
The Options. . . button brings up the Options dialog box. Different tabs and options in
the dialog box are active, depending on the combination of output options selected (Postfit
results and/or Classification table).
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The General tab of the Options dialog box is shown below:

4.2 Binary Response – 4.2.2 Probit Model dialog box

73

black

<<< Contents

* Index >>>

4 The Regression Menu and Dialog Boxes
The Test specific options tab of the Options dialog box is shown below:

Checking the Postfit results checkbox and clicking the Options. . . button, brings
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up the following tab in the Options dialog box for all methods:

Checking the Classification table checkbox and clicking the Options. . . button,
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brings up the following tab in the Options dialog box for all methods:

4.2.3

Complementary Log Log Model dialog box

The Complementary Log Log Model dialog box contains the following items:
Variables
Response
Model Terms
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Weight or Group Size
Toggle Factor on/off
Estimate option
Test option
Selected for Estimation/Testing
Options. . .

Each item is described below.
Variables
4.2 Binary Response – 4.2.3 Complementary Log Log
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This is a list of the names of all variables in the current data set.
Response
Use the Response item in the dialog box to specify which variable in the current LogXact
data set is to be used as the response variable for ungrouped data. For grouped data the
response variable is automatically selected.
Model Terms
Use the Model Terms box to specify the variables to be used as the regression model
terms.
Weight
Use Weight if you have multiple records of data with the same values for the variables in
an ungrouped data set. (For grouped data sets the “Total” variable is automatically taken
as the Group Size variable.) When you have such data, one of the variables in your data
set should contain the frequency count of each distinct record. LogXact will internally
expand each distinct record into the number specified by the Weight variable, prior to
doing the inference calculations. Weight is useful because it reduces the size of a data
set without any loss of information.
Toggle Factor on/off
Use the factor command to convert a K -level categorical variable into K − 1 factor (or
dummy) binary variables. The Toggle Factor on/off button declares to LogXact that
a variable is to be treated as a factor variable.
The Estimate Option
The Estimate option in the Complementary Log Log dialog box estimates all the
variables specified by the Model Terms. It is the default mode of running a regression,
so unless you have previously selected Test, Estimate will automatically be selected.
Use the Toggle Selected for Estimation Yes/No button to select or deselect a
model term for estimation.
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The Test Option
The Test option in the Complementary Log Log dialog box tests regression
parameters and subsets of the regression parameters. Use the Toggle Selected for
Testing Yes/No button to select or deselect a term for testing.
Options . . .
The Options. . . button brings up the Options dialog box. Different tabs and options in
the dialog box are active, depending on the combination of output options selected (Postfit
results and/or Classification table).
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The General tab of the Options dialog box is shown below:
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The Test specific options tab of the Options dialog box is shown below:

Checking the Postfit results checkbox and clicking the Options. . . button, brings
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up the following tab in the Options dialog box:

Checking the Classification table checkbox and clicking the Options. . . button,
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brings up the following tab in the Options dialog box:
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The Polytomous Response submenu contains four items, Unordered Response
. . ., Proportional Odds Model . . ., Adjacent Category Model . . ., and
Continuation Ratio Model . . ..

4.3 Polytomous
Response
4.3.1 Unordered
Response dialog
box
4.3.2 Complementary
Log Log
4.3.3 Adjacent
Category Model
dialog box
4.3.4 Continuation
Ratio

The Unordered Response dialog box contains the following items:
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Variables
Response
Model Terms
Weight or Group Size
Toggle Factor on/off
Estimate option
Test option
Selected for Estimation/Testing
Options. . .
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Each item is described below.
Variables
This is a list of the names of all variables in the current data set.
Response
4.3 Polytomous Response – 4.3.1 Unordered Response dialog box
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Use the Response item in the dialog box to specify which variable in the current LogXact
data set is to be used as the response variable for ungrouped data. For grouped data the
response variable is automatically selected.
Model Terms
Use the Model Terms box to specify the variables to be used as the regression model
terms.
In the dialog box, choose each variable you wish to include in the Model
Terms and click on the  pointing to the Model Terms box. The variables will now
appear in the Model Terms box. For interaction terms, select a set of variables in the
Variables box first, and then click on the → button. To remove a model term, select it
and then click on the  button next to the Model Terms box. To select more than one
variable at a time, as required to specify interaction terms, press and hold down the Ctrl
key and click on the variables.
Weight
Use Weight if you have multiple records of data with the same values for the variables in
an ungrouped data set. (For grouped data sets “Total” is automatically taken as the Group
Size variable.) When you have such data, one of the variables in your data set should
contain the frequency count of each distinct record.
Toggle Factor on/off
Use the factor command to convert a K -level categorical variable into K − 1 factor (or
dummy) binary variables. The Toggle Factor on/off button declares to LogXact that
a variable is to be treated as a factor variable. This is useful whenever you are unwilling to
assume that a categorical variable is ordered in any way. It is then preferable to replace it
with corresponding dummy (binary) variables.
The Estimate Option
The Estimate option in the Binary Logistic Regression dialog box estimates all
the variables specified by the Model Terms. It is the default mode of running a
regression, so unless you have previously selected Test, Estimate will automatically be
selected.
You can select the following ways of computing the estimates:
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Asymptotic provides only the asymptotic estimates (including estimates for the
constant).
Exact provides all the asymptotic estimates and all the exact estimates except the
constant term.
The Exact distribution checkbox is available for Exact.
The Test Option
The Test option in the Binary Logistic Regression dialog box tests regression
parameters and subsets of the regression parameters. Three asymptotic tests are
provided; likelihood ratio, Wald, and unconditional scores. Four exact tests are provided:
probability test, score test with exact variance, score test with asymptotic variance, and
likelihood ratio test. For details refer to Appendix A.
You can select from two methods for the hypothesis tests: Asymptotic and Exact. The
Exact distribution checkbox is only available for Exact.
All three asymptotic tests are computed automatically whenever the Test option is
selected. Only one of the two exact tests is computed by Test. The default is the score
test with exact variance. Under Test-Exact, you can choose any one of the two exact
tests using the Options sub-dialog box. Use the Toggle Selected for Testing
Yes/No button to select or deselect a term for testing.

4.3.2

Proportional Odds Model dialog box

The Proportional Odds Model dialog box contains the following items:
Variables
Response
Model Terms
Weight or Group Size
Toggle Factor on/off
Estimate option
Test option
4.3 Polytomous Response – 4.3.2 Complementary Log Log
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Selected for Estimation/Testing
Options. . .

4.3.3

Adjacent Category Model dialog box

The Adjacent Category Model dialog box contains the following items:
Variables
Response
Model Terms
Weight or Group Size
Toggle Factor on/off
Estimate option
Test option
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Selected for Estimation/Testing
Options. . .

4.3.4

Continuation Ratio Model dialog box

The Continuation Ratio Model dialog box contains the following items:
Variables
Response
Model Terms
4.3 Polytomous Response – 4.3.4 Continuation Ratio
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Weight or Group Size
Toggle Factor on/off
Estimate option
Test option
Selected for Estimation/Testing
Options. . .
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The Count Data submenu contains one item, Poisson Regression . . ..

4.4.1

Poisson Regression dialog box

The Poisson Regression dialog box contains the following items:
Variables
Event
Stratum
Model Terms
Rate Multiplier
Selected for Estimation
Toggle Factor on/off
Estimate radio-buttons
Options. . . button
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Each of these items is explained below.
Variables
This is a list of the names of all variables in the current data set.
Event
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Use the Event item in the dialog box to specify which variable in the current LogXact data
set is to be used as the event variable for ungrouped data.
The Event item can be used in two ways:
For ungrouped data, it is used to notify LogXact that a particular variable is the response
variable.
It is also used for clearing the currently assigned event variable.
To specify the Event variable, select the variable you will use as the event. Then click on
the  pointing to the Response box. It will then appear in the Event section of the
dialog box.
Stratum
LogXact supports two types of asymptotic inference for Poisson regression:
unconditional maximum likelihood inference, usually invoked for unstratified data;
conditional maximum likelihood inference, usually invoked for stratified, or
matched-set data.
The Stratum box determines which type of asymptotic inference will be used. Use the
Stratum box to specify a variable whose distinct values will be used to partition the data
set into independent strata, or matched sets.
Model Terms
Use the Model Terms box to specify the variables to be used as the regression model
terms.
In the dialog box, choose each variable you wish to include in the Model Terms and click
on the  pointing to the Model Terms box. The variables will now appear in the Model
Terms box. For interaction terms, select a set of variables in the Variables box first,
and then click on the → button. To remove a model term, select it and then click on the 
button next to the Model Terms box. To select more than one variable at a time, as
4.4 Count Data – 4.4.1 Poisson Regression dialog box
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required to specify interaction terms, press and hold down the Ctrl key and click on the
variables.
Rate Multiplier
Specifying a Rate Multiplier in the Poisson Regression dialog box is optional. If
omitted, all observed Poisson counts are assumed to arise from populations of the same
size, or from subjects that were observed or exposed for equal amounts of time. If
specified, the rate multiplier adjusts for varying population sizes, varying observation
times, or varying exposure times. The rate multiplier variable may take on nonnegative
values and can be either an integer or a non-integer.
Toggle Factor on/off
Use the factor command to convert a K -level categorical variable into K − 1 factor (or
dummy) binary variables.
The Toggle Factor on/off button declares to LogXact
that a variable is to be treated as a factor variable. This is useful whenever you are
unwilling to assume that a categorical variable is ordered in any way. It is then preferable
to replace it with corresponding dummy (binary) variables.
Estimate radio-buttons
You can select the following ways of computing the estimates:
Asymptotic provides only the asymptotic estimates (including estimates for the
constant).
Exact provides all the asymptotic estimates and all the exact estimates except the
constant term.
Monte Carlo provides all the asymptotic estimates and all the Monte Carlo
estimates except the constant term.
The Exact distribution checkbox is available for Exact.
Options . . .
The Options. . . button brings up the Options dialog box. Different tabs and options in
the dialog box are active, depending on the type of “Estimate” computation method
94
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(Asymptotic, Exact, Monte Carlo) selected.
The General tab of the Options dialog box for all methods is shown below:

4.4 Count Data – 4.4.1 Poisson Regression dialog box
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The Monte Carlo tab of the Options dialog box is shown below:
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4.5.1 Missing Data MLR
4.5.2 Missing Data Logistic
4.5.3 Missing Data Probit
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The Data with Missing Categorical Covariates submenu contains five items:
Multiple Linear Regression . . ., Logistic Model . . ., Probit Model . . .,
Complementary Log Log Model . . ., and Poisson Model . . ..

4.5.1

Multiple Linear Regression dialog box

The Multiple Linear Regression dialog box contains the same items as the
Multiple Linear Regression dialog box under Continuous Response. Refer to
Section 4.1 for details.

4.5.2

Logistic Model dialog box

The Logistic Model dialog box contains the same items as the Logistic Model
dialog box under Binary Response. Refer to Section 4.2 for details.

4.5.3

Probit Model dialog box

The Probit Model dialog box contains the same items as the Probit Model dialog
box under Binary Response. Refer to Section 4.2 for details.

4.5.4

Complementary Log Log Model dialog box

The Complementary Log Log Model dialog box contains the same items as the
Complementary Log Log Model dialog box under Binary Response. Refer to
Section 4.2 for details.

4.5.5

Poisson Model dialog box

The Complementary Log Log Model dialog box contains the same items as the
Complementary Log Log Model dialog box under Binary Response. Refer to
Section 4.2 for details.

4.5 Missing Data – 4.5.5 Missing Data - Poisson
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4.6 Regression
Settings
Why Use Regression
Settings
General Options
Monte Carlo Options

The Settings for Regression. . . menu item is used to view, set, or reset LogXact’s
command parameters. We have provided default values for these parameters that will
work well for most situations. (The Options menu is used to specify the path for your
data and to specify names of files in which to store exact permutation distributions,
redirected output, and output from post-fit computations. It can also be used to select
fonts for output and other text windows. Please refer to the section “The Options Menu” in
the chapter titled “The Cytel Studio Menus” in the Cytel Studio manual.)

Why Use Regression Settings
Use Settings for Regression. . . to:
View and change LogXact’s parameter values for the following:
– Confidence level for interval estimates
– Output parameter specification: odds ratio / risk ratio or beta
– Output p-value specification: one-sided or two-sided
– Iteration limit for asymptotic convergence
– Accuracy of input data
– Memory limit to process each covariate
– Time limit to process each covariate
– Display covariance matrix
Save the current parameter settings for future use
Reset changed parameters to default values

General Options
To bring up the General Options, choose from the menu:
Regression
Settings for Regression. . .
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The General tab of the Options dialog box is shown below:

We now show you how to use the Options dialog box to change or reset each of the
above LogXact parameters.
Confidence level
This parameter sets the confidence level for confidence intervals on the regression
coefficients. You must input a number between 0.000001 and 0.999999. The default
4.6 Regression Settings – General Options
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is 0.95.
Output parameter
The Odds ratio / Risk Ratio option displays estimates of the β s (regression
coefficients) after exponentiation to eβ ; i.e., on the odds ratio scale for Binary
Logistic Regression and risk ratio scale for Poisson Regression. The Beta
option displays estimates of the β ’s without any exponentiation. The default is Beta.
Output p-value
The One-sided option computes one-sided p-values for the parameter estimates
obtained by the Estimate command. The Two option computes two sided p-values
for the parameter estimates obtained by the Estimate command. The default is
Two-sided. A two-sided exact p-value obtained by the Estimate command is
double the corresponding exact one-sided p-value. (Thus it may differ from the
two-sided exact p-value obtained from the Test command.)
Iteration limit for asymptotic convergence
This parameter determines the maximum number of iterations of the
Newton-Raphson algorithm that LogXact will perform for the likelihood-based
inference. The allowable range is 1 to 100 iterations. The default is 20, and that is
usually more than enough. Only rarely will you have to set this parameter to a higher
value. If convergence is not attained within 20 iterations it generally means that
convergence is unattainable for this specific likelihood function. We recommend that
you do not disturb the default upper limit of 20 iterations except for very unusual
situations such as very large data sets, or research and teaching applications.
Accuracy of input data
This parameter sets accuracy through the number of decimal digits to which floating
point data will be rounded prior to performing exact computations. The allowable
range is 0 to 6 decimal places. The default is 3 decimal places. The more decimal
digits carried, the harder it is to generate exact permutation distributions. But
carrying too few decimal digits can cause loss of accuracy.
Memory limit to process each covariate
This parameter allows you to select the amount of memory that is made available for
the computational process. The allowable range is 1 to 1024 Megabytes. The default
100
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is Auto. The choice of Auto will make the program use the maximum necessary or
available amount of memory.
Time limit to process each covariate
This parameter allows you to select the maximum amount of time that is made
available for exact computation. The allowable range is 1 to 1,000,000 minutes. The
default is 15 minutes. You may also choose No limit and the program will run till
the job is completed.
Display covariance matrix
This option specifies that LogXact display the covariance matrix in the output.
inxxDisplay covariance matrix
Save Global Parameters permanently
This option allows you to save the current global settings so that they will
automatically be used in future LogXact sessions. It will not affect options in the
Options sub-dialog box in each Regression dialog box.
Note: Remember that selecting Save Global Parameters Permanently will save
the current settings of your parameters. This will not affect options in the Options
sub-dialog box in each Regression dialog box. If you want to recover the original factory
values you will have to click on Default values to the right of each item in the
Options dialog box, followed by the parameter you wish to restore to its original value.
For example, clicking Default values to the right of the Display item will restore the
number of decimal digits being displayed to the default (factory) value of 4.

Monte Carlo Options

4.6 Regression Settings – Monte Carlo Options

101

black

<<< Contents

* Index >>>

4 The Regression Menu and Dialog Boxes
The dialog box below shows the Monte Carlo options available:

The parameters that you can modify using the Monte Carlo tab of the Options dialog
box are as follows.
Monte Carlo P-value confidence level
This parameter alters the confidence level of the confidence interval bounding the
Monte Carlo estimate of an exact p-value. The range of the parameter is 0.001 to
0.999. The default value of 0.99 corresponds to a 99% confidence interval. In other
words the upper and lower confidence bounds on the Monte Carlo estimates of the
102
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exact p-values that are computed by LogXact will contain the true p-values 99% of
the time.
Random Number seed
This parameter allows you to specify the starting seed for the random number
generator used to sample tables from the reference set. The Clock option reads the
starting seed off the clock on your computer, ensuring that the seed is selected
randomly every time the Monte Carlo option is invoked. Although you do not know
the starting seed in advance, LogXact always prints it out as part of the results to
permit you to replicate the analysis at a later date. The Fixed option enables you
specify a starting seed in in the range 1 to 109 . One reason for specifying the starting
seed yourself would be to replicate Monte Carlo output with the same starting seed.
Clock is the default setting for the Random Number Seed.
Number of Monte Carlo samples
This parameter alters the number of tables sampled from the reference set by the
Monte Carlo algorithm. The range of Number of Monte Carlo samples is 1 to
109 . The default value is 10,000. If you increase this parameter you decrease the
width of the confidence interval containing the Monte Carlo estimate of the exact
p-value.
Markov Chain Monte Carlo Iterations per chain
This parameter allows you to specify the number of iterations to perform for each
Markov Chain. The range is 1 to 106 . The default setting is 100.
Refer to Appendix Section B.1 for details on direct Monte Carlo, and Appendix Section B.2
for details on Markov Chain Monte Carlo.

4.6 Regression Settings
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5

The LogXact Results

There are two locations where LogXact output appears:
The Results workbook
The Log window
When you run a regression by choosing any item in the Regression menu, the formatted
results are displayed in a Results worksheet that is appended to the workbook containing
the data.
The Log window contains all output from the current session. It is a transcript of all the
menu selections, regression models, and options that were used in the current session.
The purpose of this chapter is to describe the Results Workbook window. There are five
types of procedures in LogXact, each with a different output format.

5.1 Continuous
Response Output
5.1.1 Estimates for
Multiple Linear
Regression
5.1.2 Test Results for
Multiple Linear
Regression

There is one regression procedure for Continuous Response: Multiple Linear
Regression.

5.1.1

Estimates for Multiple Linear Regression

If you choose Multiple Linear Regression from the Continuous Response
sub-menu of the Regression menu and select the Estimate option, the parameter
estimates appear in the output.

5.1 Continuous Response Output – 5.1.1 Estimates for Multiple Linear Regression105
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Typical Estimate output for multiple linear regression is displayed below.

5.1.2

Test Results for Multiple Linear Regression

If you choose Multiple Linear Regression from the Continuous Response
sub-menu of the Regression menu, and use the Wald Test option in the MLR
Settings tab of the Options sub-dialog box, results of the hypothesis tests appear in
the output.
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Typical Wald Test output for multiple linear regression is displayed below.

5.2 Binary Response
Output
5.2.1 Estimates for
Logistic Model
5.2.2 Test Results for
Logistic Model
5.2.3 Estimates for
Probit Model
5.2.4 Test Results for
Probit Model
5.2.5 CLogLog
Estimates
5.2.6 CLogLog Tests

There are three regression procedures for Binary Response: Logistic Model, Probit
Model, and Complementary Log Log Model.

5.2.1

Estimates for Logistic Model

If you choose Logistic Model from the Binary Response sub-menu of the
Regression menu and select the Estimate option, the parameter estimates appear in
the output.
Asymptotic Inference for Logistic Model
Clicking the Estimate and Asymptotic options in the Binary Regression:
Logistic Model dialog box produces one line of asymptotic output for each variable in
5.2 Binary Response Output – 5.2.1 Estimates for Logistic Model
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the model. The following items appear on that line of output:
the name of the variable;
a line label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval and p value of the β
coefficient. For unstratified logistic regression (see Chapter 7), these estimates are
obtained by maximizing the unconditional likelihood function, as documented in
Section A.4 of Appendix A. For stratified logistic regression (see Chapter 8), these
estimates are obtained by maximizing the conditional likelihood function, as
documented in Section A.5 of Appendix A.
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Typical Estimate output for asymptotic binary logistic regression is displayed below.

Exact Inference for Logistic Model
Clicking the Estimate and Exact options in the Binary Regression: Logistic
Model dialog box produces one line of exact output for each variable in the model. The
following items appear on that line of output:
the name of the variable;
a line label denoting the type of inference — exact;
the point estimate of the β coefficient. Where possible, this estimate is obtained by
maximizing the conditional likelihood function (CMLE) formed by conditioning on the
observed values of the sufficient statistics corresponding to all the nuisance
parameters. Sometimes this maximization is not possible, because the sufficient
5.2 Binary Response Output – 5.2.1 Estimates for Logistic Model
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statistic of the β being estimated lies at one extreme of its range. In that case the
median unbiased point estimate (MUE) is reported; see Section A.6 of Appendix A
for details. When the MUE is reported, the label MUE appears in the Type column
under the Point Estimate heading in the results.
the exact confidence interval for β and exact p value for β = 0. These estimates are
derived from the exact permutational distribution of the sufficient statistic for β ,
conditional on all the remaining sufficient statistics. See the documentation in
Section A.6 of Appendix A for details.
Typical Estimate output for exact binary logistic regression is displayed below.

Monte Carlo Inference for Logistic Model
Clicking the Estimate and Monte Carlo options in the Binary Regression:
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Logistic Model dialog box produces one line of Monte Carlo output for each variable
in the model. The following items appear on that line of output:
the name of the variable;
a line label denoting the type of inference — Monte Carlo;
the point estimate of the β coefficient. Where possible, this estimate is obtained by
maximizing the conditional likelihood function (CMLE) formed by conditioning on the
observed values of the sufficient statistics corresponding to all the nuisance
parameters. Sometimes this maximization is not possible, because the sufficient
statistic of the β being estimated lies at one extreme of its range.
the Monte Carlo confidence interval for β and p value for β = 0. These estimates are
derived from Monte Carlo estimation of the exact permutational distribution of the
sufficient statistic for β , conditional on all the remaining sufficient statistics. See the
documentation in Appendix B for details. We have shown in Mehta, Patel and
Senchaudhuri (2000) that the Monte Carlo estimates of the exact p-value and exact
confidence interval are unbiased. Therefore these estimates can be brought
arbitrarily close to the corresponding exact quantities by increasing the Monte Carlo
sample size. The precision of the Monte Carlo p-value estimate is captured by its
standard error, which is always displayed to the right of the Monte Carlo p-value
estimate. This standard error can be made arbitrarily small by increasing the Monte
Carlo sample size. Therefore, for all practical purposes, the Monte Carlo estimates
are as accurate as the corresponding exact estimates.

5.2 Binary Response Output – 5.2.1 Estimates for Logistic Model
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Typical Estimate output for Monte Carlo estimation is displayed below.

Note the following features of binary regression results:
1. When the asymptotic estimates fail to exist, the maximum likelihood algorithm fails to
converge and LogXact places ‘?’ characters in appropriate places in the Estimate
worksheet.
2. The label NA, meaning “not available”, appears in the Results window whenever a
particular computation has not been executed. This happens in several places in the
Estimate worksheet:
(a) P mid is not available for the three asymptotic tests (likelihood ratio, Wald, and
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scores), because these tests assume an underlying continuous distribution.
(b) The value of SE(Beta) is not available on the Exact inference lines in the
Results window. Exact inference is based on the permutation distribution of
the sufficient statistic for β , unlike asymptotic inference which is based on the
large sample distribution of β̂ . SE(Beta) cannot be derived from this
permutation distribution, nor is it needed for the subsequent exact confidence
interval and exact p value computations.
(c) The value of SE(Beta) is not available on the Asymptotic lines in the Results
window when the estimates are reported on the odds ratio scale rather than the
log odds ratio scale; i.e., when the Output option in the Options Global
dialog box has been set to Odds. The standard errors for the betas cannot be
converted directly into standard errors for the odds ratios.
(d) If the exact estimates have been requested for some variables in the model but
not for others, the label NA will appear in the output in place of numerical values.
For example, unless we explicitly request an exact estimate for the constant
term in the model, the output will have the label NA next to it.

5.2.2

Test Results for Logistic Model

If you choose Logistic Model from the Binary Response sub-menu of the
Regression menu and select the Test option, results of the parameter tests appear in
the output.
Asymptotic Test Results Selecting the Test and Asymptotic options in the Binary
Regression: Logistic Model dialog box produces the (unconditional or
conditional) likelihood ratio, Wald, and Scores tests. For stratified binary logistic
regression, these tests are based on maximizing the likelihood function, conditional
on the observed values of the sufficient statistics for the stratum-specific constants.
For unstratified logistic regression (see Chapter 7), these results are obtained by
maximizing the unconditional likelihood function, as documented in Section A.4 of
Appendix A. For stratified logistic regression (see Chapter 8), these results are
obtained by maximizing the conditional likelihood function, as documented in

5.2 Binary Response Output – 5.2.2 Test Results for Logistic Model
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Section A.5 of Appendix A. Typical asymptotic Test output for unstratified logistic
regression is displayed below.

Exact Test Results Selecting the Test and Exact options produces the exact
conditional probability test, the exact conditional score test with asymptotic variance,
the exact conditional score test with exact variance, or the likelihood ratio test
depending on the Test you select. Only one of the four Exact tests is computed by
Test. The Options sub-dialog box is used to select one of the exact test options
(please see Page 65). The default is the score test with exact variance. The
underlying statistical theory for these tests is documented in Section A.6 of
Appendix A. These tests are based on the joint permutation distribution of the
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sufficient statistics for the parameters being tested, conditional on the observed
values of the sufficient statistics for all the remaining parameters. Mid - p - values are
also produced from this distribution.
Typical Test output for the exact
conditional score test with exact variance is displayed below.

5.2 Binary Response Output – 5.2.2 Test Results for Logistic Model
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Typical Test output for the probability test is displayed below.

Typical Test output for the exact conditional score test with asymptotic variance is
displayed below.

Typical Test output for the exact conditional score test with exact variance is
116
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displayed below.

5.2 Binary Response Output – 5.2.2 Test Results for Logistic Model
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Monte Carlo Test Results Selecting the Test and Monte Carlo options produces
either the score test with asymptotic variance (the default) or the likelihood ratio test.
The Options sub-dialog box is used to select one of the two Monte Carlo test
options (please see Page 67). The score test with asymptotic variance is computed
using the asymptotic covariance matrix.
Typical Test output for the Monte
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Carlo score test with asymptotic variance is displayed below.

Typical Test output for the Monte Carlo likelihood ratio test is displayed below.

MCMC Test Results Selecting the Test and MCMC options produces the likelihood ratio
test using Markov Chain Monte Carlo. The Options sub-dialog box is used to select
one of the two MCMC test options (please see Page 67). The score test with
asymptotic variance is computed using the asymptotic covariance matrix.

5.2 Binary Response Output – 5.2.2 Test Results for Logistic Model
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Typical Test output for the score test with asymptotic variance using the MCMC
method is displayed below.

Typical Test output for the likelihood ratio test using the MCMC method is displayed
below.

5.2.3

Estimates for Probit Model

If you choose Probit Model from the Binary Response sub-menu of the
Regression menu and select the Estimate option, results of the parameter estimates
120

5.2 Binary Response Output – 5.2.3 Estimates for Probit Model

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

appear in the output.
Typical Estimate output for probit regression is displayed below.

5.2.4

Test Results for Probit Model

If you choose Probit Model from the Binary Response sub-menu of the
Regression menu and select the Test option, results of the hypothesis tests appear in
the output.

5.2 Binary Response Output – 5.2.4 Test Results for Probit Model
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Typical Test output for probit regression is displayed below.

5.2.5

Estimates for Complementary Log Log Model

If you choose Complementary Log Log Model from the Binary Response
sub-menu of the Regression menu and select the Estimate option, results of the
parameter estimates appear in the output.
Typical Estimate output for complementary log-log regression is displayed below.
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Test Results for Complementary Log Log Model

If you choose Complementary Log Log Model from the Binary Response
sub-menu of the Regression menu and select the Test option, results of the hypothesis
tests appear in the output.
Typical Test output for complementary log-log regression is displayed below.

5.2 Binary Response Output – 5.2.6 CLogLog Tests
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5.3 Polytomous
Response
5.3.1 Estimates for
Unordered
Response
5.3.2 Test Results
for Unordered
Response
5.3.3 Estimates for
Proportional Odds
Model
5.3.4 Estimates
for Adjacent
Category Model
5.3.5 Test Results
for Adjacent
Category Model
5.3.6 Estimates for
Continuation
Ratio Model
5.3.7 Test Results for
Continuation
Ratio Model

There are four regression procedures for Polytomous Response: Unordered
Response, Proportional Odds Model, Adjacent Category Model, and Continuation
Ratio Model.

5.3.1

Estimates for Unordered Response

Asymptotic Estimates Clicking the Estimate and Asymptotic options in the
Unordered Response dialog box produces one line of asymptotic output for each
variable in the model.

Exact Estimates Clicking the Estimate and Exact options in the Unordered
Response dialog box produces one line of exact output for each variable in the
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model.

5.3.2

Test Results for Unordered Response

Asymptotic Test Results Clicking the Test and Asymptotic options in the

5.3 Polytomous Response – 5.3.2 Test Results for Unordered Response

125

black

<<< Contents

* Index >>>

5 The LogXact Results
Unordered Response dialog box produces asymptotic hypothesis testing output.

Exact Test Results Clicking the Test and Exact options in the Unordered Response
dialog box produces exact hypothesis testing output.
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Estimates for Proportional Odds Model

Clicking the Estimate option in the Proportional Odds Model dialog box produces
one line of asymptotic output for each variable in the model.

5.3 Polytomous Response – 5.3.3 Estimates for Proportional Odds Model
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5.3.4

Estimates for Adjacent Category Model

Asymptotic Estimates Clicking the Estimate and Asymptotic options in the
Adjacent Category Model dialog box produces one line of asymptotic output for
each variable in the model.

Exact Estimates Clicking the Estimate and Exact options in the Adjacent
Category Model dialog box produces one line of exact output for each variable in
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the model.

5.3.5

Test Results for Adjacent Category Model

Asymptotic Test Results Clicking the Test and Asymptotic options in the Adjacent
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Category Model dialog box produces asymptotic hypothesis testing output.

Exact Test Results Clicking the Test and Exact options in the Adjacent Category
Model dialog box produces exact hypothesis testing output.

130

5.3 Polytomous Response – 5.3.5 Test Results for Adjacent Category Model

black

<<< Contents

* Index >>>
®

LogXact 9
©

5.3.6

Cytel Inc Copyright 2010

Estimates for Continuation Ratio Model

Asymptotic Estimates Clicking the Estimate and Asymptotic options in the
Continuation Ratio Model dialog box produces one line of asymptotic output
for each variable in the model.

Exact Estimates Clicking the Estimate and Exact options in the Continuation
Ratio Model dialog box produces one line of exact output for each variable in the

5.3 Polytomous Response – 5.3.6 Estimates for Continuation Ratio Model
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model.

5.3.7

Test Results for Continuation Ratio Model

Asymptotic Test Results Clicking the Test and Asymptotic options in the
Continuation Ratio Model dialog box produces asymptotic hypothesis testing

132

5.3 Polytomous Response – 5.3.7 Test Results for Continuation Ratio Model

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

output.

Exact Test Results Clicking the Test and Exact options in the Continuation Ratio
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Model dialog box produces exact hypothesis testing output.
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There is one regression procedure for Count Data: Poisson Regression. Output is
generated by making selections in the Poisson Regression dialog box.

5.4.1

Estimates for Poisson Regression

Output is generated by making selections in the Poisson Regression dialog box.

Asymptotic Poisson Regression Estimates
Clicking the Asymptotic option in the Poisson Regression dialog box produces one
line of asymptotic output for each variable in the model. The following items appear on that
line:
the name of the variable;
a line label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval and p value of the β
coefficient. These estimates are obtained by maximizing the unconditional likelihood
function, as documented in Section A.4 of Appendix A.

5.4 Count Data Output – 5.4.1 Estimates for Poisson Regression
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Typical Poisson regression output with asymptotic estimates is displayed below.

Exact Poisson Regression Estimates
Clicking the Exact option in the Poisson Regression dialog box produces one line of
exact output for each variable in the model. The following items appear on that line:
the name of the variable;
a line label denoting the type of inference — exact;
the point estimate of the β coefficient. Where possible, this estimate is obtained by
maximizing the conditional likelihood function (CMLE) formed by conditioning on the
observed values of the sufficient statistics corresponding to all the nuisance
parameters. Sometimes this maximization is not possible, because the sufficient
statistic of the β being estimated lies at one extreme of its range. In that case the
136
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median unbiased point estimate (MUE) is reported; see Chapter 14 for details. When
the MUE is reported, the label MUE appears in the Type column under the Point
Estimate heading in the results. We have found, empirically, that the MUE can
behave rather poorly in terms of obtaining predictive probabilities and a classification
table. The role of the MUE for statistical inference is in need of further research. The
exact confidence interval for β is a far more informative and reliable statistic than the
MUE;
the exact confidence interval for β and the exact p value for β = 0. These estimates
are derived from the exact permutational distribution of the sufficient statistic for β ,
conditional on all the remaining sufficient statistics. See the documentation in
Section A.6 of Appendix A for details.

5.4 Count Data Output – 5.4.1 Estimates for Poisson Regression
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Typical Poisson regression output with exact estimates is displayed below.

Note the following features of Poisson regression results:
1. When the asymptotic estimates fail to exist, the maximum likelihood algorithm, fails to
converge and LogXact places ‘?’ characters in appropriate places in the Estimate
worksheet.
2. The label NA, meaning “not applicable”, appears in the Results window whenever a
particular computation is inappropriate. This happens in two places in the Estimate
worksheet:
(a) The value of SE(Beta) is not available on the Exact inference lines in the
Output window. Exact inference is based on the permutation distribution of
138
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the sufficient statistic for β , unlike asymptotic inference which is based on the
large sample distribution of β̂ . SE(Beta) cannot be derived from this
permutation distribution, nor is it needed for the subsequent exact confidence
interval and exact p value computations.
(b) The value of SE(Beta) is not available on the Asymptotic lines in the Results
window when the estimates are reported on the odds ratio scale rather than the
log odds ratio scale; i.e., when the Output option in the Options Global
dialog box has been set to Odds. The standard errors for the betas cannot be
converted directly into standard errors for the odds ratios.
Monte Carlo Poisson Regression Estimates
Clicking the Monte Carlo option in the Poisson Regression dialog box produces
one line of Monte Carlo output for each variable in the model.

5.4 Count Data Output – 5.4.1 Estimates for Poisson Regression
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Typical Poisson regression output with Monte Carlo estimates is displayed below.
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5.5 Regression with
Missing Values
5.5.1 Multiple Linear
Regression
5.5.2 Logistic Model
5.5.3 Probit Model
5.5.4 Complementary
Log Log Model
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The Regression with Missing Values submenu contains five items: Multiple
Linear Regression . . ., Logistic Model . . ., Probit Model . . .,
Complementary Log Log Model . . ., and Poisson Model . . ..

5.5.1

Multiple Linear Regression

If you choose Multiple Linear Regression from the Regression with
Missing Values sub-menu of the Regression menu, the parameter estimates appear
in the output.

5.5.2

Logistic Model

If you choose Logistic Model from the Data with Missing Categorical
Covariates sub-menu of the Regression menu, the parameter estimates appear in
5.5 Regression with Missing Values – 5.5.2 Logistic Model
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the output.

5.5.3

Probit Model

If you choose Probit Model from the Regression with Missing Values

142

5.5 Regression with Missing Values – 5.5.3 Probit Model

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

sub-menu of the Regression menu, the parameter estimates appear in the output.

5.5.4

Complementary Log Log Model

If you choose Complementary Log Log Model from the Regression with
Missing Values sub-menu of the Regression menu, the parameter estimates appear

5.5 Regression with Missing Values – 5.5.4 Complementary Log Log Model
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in the output.
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5.6 Distribution
worksheet

If you select the Exact (or Monte Carlo or MCMC) radio buttons in a Regression dialog
box, and select the Exact distribution checkbox, the exact distribution appears in
the Distribution worksheet.
A typical Distribution worksheet for Binary Regression:
shown below.

5.7

Postfit worksheet

Cytel Inc Copyright 2010

Logistic Model is

Note that the Postfit worksheet is only available for the three items on the Binary
Response sub-menu of the Regression menu.
If you select the Postfit results checkbox in the Binary Regression:
Logistic Model, Probit Model, or ClogLog Model dialog boxes, the post-fit output
(beta coefficients, variance matrix, Hosmer-Lemeshow test, predictive probabilities, and
various regression diagnostics) appear in a Postfit worksheet. See Appendix D for
5.7 Postfit worksheet
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more details on the output produced by the Postfit item.

A

5.8
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Log file

The Log file is a record of all the Results produced in a session (the duration between
starting and closing of Cytel Studio: LogXact on your computer). The Log window
appends the output of all the jobs you run in a session. The Log file is a text file that can be
edited and saved as a text file with the name you give. The default file name is Output.log.
You can access the Log window by clicking on the menu item Log in the Window menu.

5.8 Log file
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the Display of Results
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In some situations, certain codes (Error or otherwise) may appear in the Results. A list of
these Codes along with their explanation is given below:
Code

Explanation

?

Convergence to the maximum likelihood estimate was not attained

DEGEN

The conditional distribution of the sufficient statistic
for the parameter of interest is degenerate

ERR_INV

The (X’X) matrix is singular

NA

Not Available

NO_MEM

Insufficient memory for computation

NO_TIME

Insufficient time for computation

5.9 Codes Used in the Display of Results
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Continuous Response Regression

6 Multiple Linear Regression (With Advanced Options)
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Multiple Linear Regression (With Advanced
Options)

This chapter describes the method of fitting a multiple linear regression model, with
advanced options, for a selected data set. The regression procedures are performed using
a variance-covariance updating procedure described in Maindonald, J. (1984). The least
squared solution is facilitated by using Cholesky decomposition.

6.1 Available
procedures
6.1.1 Statistical terms
explained
6.1.2 Collinearity
Diagnostics
6.1.3 Residuals
6.1.4 Influence
Statistics
6.1.5 Subset Selection
in Linear
Regression
6.1.6 Examples

The list of procedures covered in this chapter, and a reference for each one is tabulated
below.
PROCEDURES
Regression procedures
Collinearity diagnostics
Residuals and Influence
Subset selection

REFERENCES
Maindonald J (1984)
Belsley D, Kuh E and Welsh (1980)
Cook D and Weisberg S (1982)
Miller AJ (1990)

The procedure available in this section fits a linear model of the form
Y = β0 + β1 X1 + β2 X1 + . . . βk Xk + ε

where Y is the dependent variable (response) and X1 , . . . , Xk are the independent
variables (predictors) and ε N (0, σ 2 ). The multiple linear regression algorithm computes
the estimates β̂0 , β̂1 , . . . β̂k , of the regression coefficients β0 , β1 , . . . , βk , so as to minimize
the sum of squares of residuals, i.e.,

2
(Y − β̂0 − β̂1 X1 − β̂2 X2 − . . . − β̂k Xk )
.
The regression procedure
calculates the estimates of the regression coefficients, their standard errors, p-values,
R 2 and the contribution of each variable to reducing the total sum of squares.
6.1 Available procedures
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performs the Wald test on groups of specified variables.
allows control of multicollinearity criterion (default 0.05) and number of components
for collinearity diagnostics to be displayed (default 2).
computes the fitted values, ANOVA table and variance-covariance matrix of the
coefficients estimates.
computes various types of residuals-unstandardized, standardized, studentized and
deleted.
computes influence statistics-Cook’s distance, DFFIT’s, covariance ratios and hat
matrix diagonals.
provides methods for subset selection.

6.1.1

Statistical terms explained

Some of the statistical terms that appear in the multiple linear regression output are
explained below:

6.1.2

Collinearity Diagnostics

You can obtain Collinearity Diagnostics along the lines of Belsley, D., Kuh, E., and
Welsh, R. (1980), as a part of regression output. Under Collinearity Diagnostics,
the columns represent the variance components (related to principal components in
multivariate analysis) whilst the rows represent the variance proportion
decomposition explained by each variable in the model. The eigenvalues are those
associated with the singular value decomposition of the variance-covariance matrix of the
coefficients (in fact the eigenvalues are the squares of the singular values) whilst the
condition numbers are the ratios of the square root of the largest eigenvalue to all the
rest.
Since two or more variables are required to establish a dependency, it follows that two or
more regression coefficient variances will be adversely affected by high variance
decomposition proportions associated with a particular eigenvalue. It can be shown that
only one high variance proportion in a given column cannot be indicative of a
multicollinearity problem since the variance decomposition matrix of an orthogonal matrix
(the ideal case indicating total independence) consists only of 0’s and 1’s. Thus the broad
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rule for assessing collinearity is that there is an eigenvalue associated with a high
condition index ( > 30, say) and with very high variance decomposition proportion (> 0.5,
say) for two or more regression coefficient variances. Interpretations are less obvious
when there are competing dependencies (two or more near dependencies with the same
condition index values) or two or more near dependencies with one condition index greatly
dominating the others.
The general principle suggested by Belsley, Kuh and Welsh is that near dependencies or
collinearity problems exist if the condition index exceeds some threshold, variously quoted
as 10, 15 or 30. It is suggested that a condition index greater than 30 indicates moderate
to severe collinearity.

Parameters for Collinearity Diagnostics

The parameters you will have to provide

for these diagnostics are detailed below.
Number of collinearity components Enter the number of collinearity components. This
number can be between 2 and the number of degrees of freedom for the model.
When the model is fitted without an intercept, the model degrees of freedom is equal
to the number of predictors in the model. When the model is fitted with an intercept,
the model degrees of freedom is equal to the number of predictors in the model plus
one.
Multicollinearity Criterion The default value is 0.05.The value controls how small the
determinant of the matrix that is inverted to compute the coefficient estimates is
allowed to be. If a finer tolerance is required, decrease this value, a coarser tolerance
can be achieved. This value must be less than 1 and greater than 0.

6.1.3

Residuals

You can obtain the results of various types of residuals which are described in this section.
Unstandardized Residuals These are computed by the formula
Unstandardized residual = Actual response - Predicted response.
Standardized Residuals These consist of residuals divided by their standard deviation.
They have the drawback that they do not have a common standard deviation.
6.1 Available procedures – 6.1.3 Residuals
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Studentized Residuals These are computed by dividing the unstandardized residuals by
quantities related to the diagonal elements of the hat matrix, using a common scale
estimate computed without the i th case in the model. (Cook and Weisberg refer to
this as external studentization). These residuals have t - distributions with (
n-k-1) degrees of freedom, so any residual with absolute value exceeding 3 usually
requires attention. (n is the number of cases).
Deleted (predicted) Residuals The deleted residual for the i th observation is obtained by
fitting the model with the i th observation omitted, using the model to predict the i th
observation and then computing the difference from the actual i th observation. The
sum of squares of these deleted residuals is referred to as the Predicted
Residual Error Sum of Squares (PRESS) statistic and is often used to select
amongst competing regression models. The expression for PRESS is based on the
studentized residuals (see Cook and Weisberg).

6.1.4

Influence Statistics

Cook’s Distance Cook’s Distance is an overall measure of the impact of the i th datapoint
on the estimated regression coefficient. In linear regression, Cook’s distance has,
approximately, an F distribution with k and (n-k) degrees of freedom. A guide to the
influence of the i th observation is given as follows: ( see Bowerman B, O’Connell R
and Dickey D, 1986)
If Di < F(.8,k,n-k) (the upper 20th percentile of the F-distribution having k and
n-k degrees of freedom), then the i th observation should not be considered
influential.
If Di > F(.5,k,n-k) (the 50th percentile of the F-distribution having k and n-k
degrees of freedom), then the i th observation should be considered influential.
If F (.8, k, n − k) ≤ Di ≤ F (.5, k, n − k) then the nearer Di is to F(.5,k,n-k) the
greater the extent of the influence of the i th observation.
DFFIT’s (change in the regression fit) These reflect coefficient changes as well as
forecasting effects when an observation is deleted and are similar to Cook’s distance.

154

6.1 Available procedures – 6.1.4 Influence Statistics

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

Covariance Ratios This measure reflects the change in the variance-covariance matrix
of the estimated coefficients when the i th observation is omitted. The suggestion is
that |covarianceratio − 1| ≥ 3p/n warrants further investigation.
Diagonal of the hat matrix This measure is also known as the leverage of the i th
observation. The diagonal elements sum to the number of parameters being fitted.
Any value greater than 2*p/n suggests further investigation.

6.1.5

Subset Selection in Linear Regression

A frequent problem in LogXact is that of using a regression equation to predict the value of
a dependent variable when we have many variables available to choose as independent
variables in our model. Given the high speed of modern algorithms for multiple linear
regression calculations, it is tempting in such a situation to take a kitchen-sink approach:
why bother to select a subset, just use all the variables in the model. There are several
reasons why this could be undesirable:
It may be expensive (or not feasible) to collect the full complement of variables for
future predictions.
We may be able to measure fewer variables more accurately (for example in surveys).
We may need to delete fewer observations in data sets with missing values of
observations.
Parsimony is an important property of good models. We obtain more insight into the
influence of regressors in models with a few parameters.
Estimates of regression coefficients are likely to be unstable due to multicollinearity
in models with many variables. (Multicollinearity is the presence of two or more
predictor variables sharing the same linear relationship with the outcome variable.)
Regression coeffcients are more stable for parsimonious models. One rough
thumbrule is n ≥ 5(k + 2) (where n = Number of cases and k = Number of variables).
It can be shown that using independent variables that are uncorrelated with the
dependent variable will increase the variance of predictions.
It can be shown that dropping independent variables that have small (non-zero)
coefficients can reduce the average error of predictions. Let us illustrate the last two
points using the simple case of two independent variables. The reasoning remains

6.1 Available procedures – 6.1.5 Subset Selection in Linear Regression
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valid in the general situation of more than two independent variables.

Dropping Irrelevant Variables

Suppose that the true equation for Y, the dependent

variable, is:
Y = β1 X1 + ε

(6.1)

and suppose that we estimate Y (using an additional variable X2 that is actually irrelevant)
with the equation:
Y = β1 X 1 + β 2 X 2 + ε
(6.2)
This equation is true with β2 = 0.
We can show that in this situation, the least squares estimates β̂1 and β̂2 will have the
following expected values and variances:
E(β̂1 ) = β1 , V ar(β̂1 ) =

σ2
 2
2
(1 − R12
) xi1

(6.3)

E(β̂2 ) = 0, V ar(β̂2 ) =

σ2
 2
2
(1 − R12
) xi2

(6.4)

where R12 is the correlation coefficient between X1 and X2 . We notice that β̂1 is an
unbiased estimator of β1 and β̂2 is an unbiased estimator of β2 since it has an expected
value of zero. However the variance of β̂1 is larger than it would have been if we had used
equation 6.1. In that case
σ2
E(β̂1 ) = β1 , V ar(β̂1 ) =  2
(6.5)
xi
.
The variance is the expected value of the squared error for an unbiased estimator. So we
are worse off using the irrelevant estimator in making predictions. Even if X2 happens to
2
be uncorrelated with X1 so that R12
= 0 and the variance of β1 is the same in both models,
we can show that the variance of a prediction based on 6.2 will be greater than that of a
prediction based on 6.1 due to the added variability introduced by estimation of β2 .
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Although our analysis has been based on one useful independent variable and one
irrelevant independent variable, the result holds true in general. It is always better to make
predictions with models that do not include irrelevant variables.

Dropping Independent Variables With Small Coefficient Values

Suppose that
the situation is the reverse of what we have discussed above, namely that equation 6.2 is
the correct equation but we use equation 6.1 for our estimates and predictions ignoring
variable X2 in our model. To keep our results simple, let us suppose that we have scaled
the values of X1 , X2 and Y so that their variances are equal to 1. In this case the least
squares estimate β1 has the following expected value and variance.
E(β̂1 ) = β1 + R12 β2 , V ar(β̂1 ) = σ 2

Notice that β̂1 is a biased estimator of β1 with bias equal to R12 β2 and its Mean Square
Error is given by:
MSE(β̂1 ) = E[(β̂1 − β1 )2 ]
= E[{β̂1 − E(β̂1 ) + E(β̂1 ) − β1 }2 ]
= [Bias(β̂1 )]2 + V ar(β̂1 )
= (R12 β2 )2 + σ 2

If we use equation 6.2, the least squares estimates β̃1 and β̃2 have the following expected
values and variances.

E(β̂1 ) = β1 V ar(β̂1 ) =

σ2
2
(1 − R12
)

E(β̂2 ) = β2 V ar(β̂2 ) =

σ2
2
(1 − R12
)

6.1 Available procedures – 6.1.5 Subset Selection in Linear Regression
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Now let us compare the Mean Square Errors for predicting Y at X1 = u1 , X2 = u2 . For
equation 6.1,

MSE2(Ŷ ) = E[(Ŷ − Y )2 ]
= E[(u1 β̂1 − u1 β1 − ε)2 ]
= u21 MSE2(β̂1 ) + σ 2
= u21 (R12 β2 )2 + u21 σ 2 + σ 2

For equation 6.2,

MSE3(Ŷ ) = E[(Ŷ − Y )2 ]
= E[(u1 β̂1 + u2 β̂2 − u1 β1 − u2 β2 − ε)2 ]
= V ar(u1 β̂1 + u2 β̂2 ) + σ 2
because now Ŷ is unbiased
= u21 V ar(β̂1 ) + u22 V ar(β̂2 ) + 2u1 u2 Covar(β̂1 , β̂2 )
(u21 + u22 − 2u1 u2 R12 ) 2
σ + σ2
=
2
(1 − R12
)

Equation 6.1 can lead
 to lower mean squared error for many combinations of values for
u1 , u2 , R12 , and (β2 σ )2 .
For example, if u1 = 1, u2 = 0,
MSE2(Ŷ ) < MSE3(Ŷ )
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|β2 |
σ

|β2 |
σ
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σ2
2 )
(1−R12

1
.
2
1−R12

2
2
< 1, this will be true for all values of R12
; also if R12
> 0.9, for

|β|
σ

< 2.

In general, accepting some bias can reduce MSE. This bias-variance trade-off generalizes
to models with several independent variables and is particularly important for large values
of p, since in that case it is very likely that there are variables in the model that have small
coefficients relative to the standard deviation of the noise term and also exhibit at least
moderate correlation with other variables. Dropping such variables will improve the
predictions as it will reduce the MSE.
This type of bias-variance trade-off is a basic aspect of most data mining procedures for
prediction and classification.

Algorithms for Subset Selection

Selecting subsets to improve MSE is a difficult
computational problem for large p. The most common procedure for p greater than about
20 is to use heuristics to select “good" subsets rather than to look for the best subset for a
given criterion. The heuristics most often used and available in statistics software are
step-wise procedures. There are three common procedures: forward selection, backward
elimination and step-wise regression.
Forward Selection
Here we keep adding variables one at a time to construct what we hope is a reasonably
good subset. The steps are as follows:
Start with constant term only in subset (S)
Compute the reduction in the sum of squares of the residuals (SSR) obtained by
including each variable that is not presently in R. For the variable, say, i, that gives
the largest reduction in SSR compute
Fi = Maxi ∈S
/

SSR(S) − SSR(S ∪ {i})
σ̂ 2 (S ∪ {i})

6.1 Available procedures – 6.1.5 Subset Selection in Linear Regression
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If Fi > Fin add i to S.
Repeat 2 until no variables can be added.
(Typical values for Fin are in the range [2,4])
Backward Elimination
Start with all variables in R.
Compute the increase in the sum of squares of the residuals (SSR) obtained by
excluding each variable that is presently in R. For the variable, say, i, that gives the
smallest increase in SSR compute
Fi = Mini ∈S
/

SSR(S − {i}) − SSR(S)
σ̂ 2 (S)

If Fi < Fout , then drop i from S.
Repeat 2 until no variable can be dropped.
(Typical values for Fout are in the range [2,4]).
Backward Elimination has the advantage that all variables are included in S at some
stage. This gets around a problem of forward selection that will never select a variable that
is better than a previously selected variable that is strongly correlated with it. The
disadvantage is that the full model with all variables is required at the start and this can be
time-consuming and numerically unstable.
Step-wise Regression (Efroymson’s method)
This procedure is like Forward Selection except that at each step we consider dropping
variables as in Backward Elimination.
Convergence is guaranteed if Fout < Fin (but it is possible for a variable to enter S and
then leave S at a subsequent step and even rejoin S at a yet later step).
As stated above, these methods pick one best subset. There are straightforward variations
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of the methods that do identify several close to best choices for different sizes of
independent variable subsets.
None of the above methods guarantee that they yield the best subset for any criterion
such as adjusted R 2 (defined later). They are reasonable methods for situations with large
numbers of independent variables but for moderate numbers of independent variables the
method discussed next is preferable.

6.1 Available procedures – 6.1.5 Subset Selection in Linear Regression
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All Subsets Regression
The idea here is to evaluate all subsets. Efficient implementations use branch and bound
algorithms (of the type used for integer programming) to avoid explicitly enumerating all
subsets. This is equivalent to doing exhaustive search to identify the best of all possible
2
subsets. We compute a criterion such as Radj
, for each subset then choose the best one.
(This is only feasible if p is less than about 20).
Identifying Subsets of Variables to Improve Predictions The All Subsets regression
(as well as modifications of the heuristic algorithms) will produce a number of subsets.
Since the number of subsets for even moderate values of p is very large we need some
way to examine the most promising subsets and to select from them. An intuitive metric to
compare subsets is R 2 . However since R 2 = 1 − SSR
where SST , the Total Sum of
SST
Squares, is the Sum of Squared Residuals for the model with just the constant term, if we
use it as a criterion, we will always pick the full model with all p variables. One approach is
therefore to select the subset with the largest R 2 for each possible size k, k = 2, ...p + 1.
(The size is the number of coefficients in the model and is therefore one more than the
number of variables in the subset to account for the constant term.) We then examine the
increase in R 2 as a function of k amongst these subsets and choose a subset such that
subsets that are larger in size give only insignificant increases in R 2 .
2
,a
Another, more automatic, approach is to choose the subset that maximizes, Radj
2
2
modification of R that makes an adjustment to account for size. The formula for Radj
is
2
Radj
=1−

n−1
(1 − R 2 ).
n−k

2
to choose a subset is equivalent to picking the subset that
It can be shown that using Radj
2
2
minimizes σ . (Note that it is possible, though rare, for Radj
to be negative.)

Sequential Replacement
In this process, for a given number of variables, variables are sequentially replaced and
replacements that improve performance are retained. This approach basically checks
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whether any of the variables selected in the current model can be replaced with another
variable to give a smaller residual sum of squares.

6.1.6

Examples

Example:Werner data

In this example, let us consider the data from a blood
chemistry study described by Werner M, et al (1985). One of the aims of this study is to
find the relationship between the variable cholesterol and other variables. First, open
the data file WERNER.CYD and then select the menu item
Regression
Continuous Response
Multiple Linear Regression . . .
In the ensuing dialog box, select cholesterol as the response variable and all the
remaining variables (excluding the variable ID), age, height, weight, birthpill,
albumin, calcium and uric_acid as the independent variables. The dialog box will

6.1 Available procedures – 6.1.6 Examples
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look as shown below.

Click on Options button and then the MLR Settings Tab. Choose the options in the
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MLR Settings dialog box as shown in the following screen shot.

Click on the tab Wald Test and select the variables albumin, calcium, and

6.1 Available procedures – 6.1.6 Examples
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uric_acid for carrying out Wald test. The dialog box will look as shown below.

Similarly click on the tab Durbin-Watson Test in MLR Settings tab and select the
variables Age, Height, and Weight to carry out Durbin-Watson test. The dialog box will
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look as shown below.

Click on OK and you will be taken back to Multiple Linear Regression dialog box.
Now click on OK to carry out the procedure.
The results will appear on the screen. All the results, excluding those for Residuals will
be in one worksheet in different tables and the results for Residuals will be in another
worksheet.
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The table titled Terms dropped refers to some essential pre-processing of the data. If a
particular independent variable assumes the same value through out the data set, it is not
really a ’variable’ and has to be dropped. Its presence creates ’singularity’ in the design
matrix X. In the present data set we do not have the problem and hence the entry is ’none’.
Multicollinearity is another possible characteristic of the data which could make the
problem unstable. Again in the present data set , no such difficulty is encountered and
hence the entry ’None’. The multicollinearity diagnostics is discussed below.
The table Summary Statistics gives an overview of the results. If the residual degrees
of freedom are not adequate, we have too many independent variables. In the present
case the residual d.f. value is 173. The data size is quite big relative to the number of
independent variables. Multiple R-squared tells you the fraction of the total variation
explained by the selected set of independent variables. In this case the value is 0.2523.
If the data under study has high collinearity (multicollinearity) , estimates of regression
coefficients become volatile and less dependable. To check this simply we examine the
‘condition numbers’ (they indicate extent of spread in eigen-values of X’X). A very large
condition number is a warning. Montgomery et al recommend use of 100 as indicative of
moderate concern while a value of 1000 is a alarm trigger (Montgomery, Peck, and Vining,
2003, page 339). For this model, the number is 114.32. Thus, it may be pertinent to take
corrective step such as centering the data.
6.1 Available procedures – 6.1.6 Examples
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The ANOVA table shows that the total degrees of freedom are 180 (1 d.f for intercept in a
total of 181 observations), 7 independent variables give rise to 7 d.f. for regression and
the remaining 173 d.f. are assigned to error . The very low p-value shows that the model
fitted is ‘significant’. We have to reject the null hypothesis that all regression coefficients
are zero.
The Wald test, carried out to check if coefficients of three independent variables (Albumin ,
calcium and uric acid) are zero, shows that the p-value is very small and the hypothesis
stands discredited.

Example: Supervisor Performance Data

In this example, we will illustrate the use
of Best Subset Selection option available in LogXact. The data of this example have
been adapted from Chaterjee, Hadi and Price. These data are from a large financial
organization. The dependent (outcome) variable is an overall measure of supervisor
effectiveness. The independent (predictor) variables are clerical employees’ ratings of
these same supervisors on more specific attributes of performance. All ratings are on a
scale of 1 to 5 by 25 clerks reporting to the supervisor. These ratings are answers to
survey questions given to a sample of 25 clerks in each of 30 departments. The purpose
of the analysis was to explore the feasibility of using a questionnaire for predicting
effectiveness of supervisors, thus saving the considerable effort required to directly
measure effectiveness. The variables are answers to questions on the survey and are
described below:
Y Measure of effectiveness of supervisor
X1 Handles employee complaints
X2 Does not allow special privileges
X3 Opportunity to learn new things
X4 Raises based on performance
X5 Too critical of poor performance
X6 Rate of advancing to better jobs
Open the data set TRAINING.CYD which contains the above data. The screen will look as
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shown below.

Click on the menu item Regression->Continuous Response->Multiple Linear
Regression and specify the model
y ∼ x1 + x2 + x3 + x4 + x5 + x6
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in the model dialog box as shown in the screen shot given below.
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Click on OK. The results will appear as shown below.

Now again click on the menu item
Regression
Continuous Response
Multiple Linear Regression . . .
In the ensuing dialog box, click on the button Options and then on the tab MLR
Settings. In the settings dialog box, check the check box against the option Use Best
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Subset. The settings dialog box will look as shown below.
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Click on the tab Best Subset Selection. The dialog box will appear as shown below.

With the default option of Backward Elimination as the subset selection type and with
other settings as same, click on OK. You will be taken back to the model dialog box. Click
again on OK. The following results will appear on the screen.

You can check, for this example, that if you select forward selection or exhaustive
6.1 Available procedures – 6.1.6 Examples
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search, you will obtain the same results as for backward elimination shown above.
Now try the subset type option stepwise selection. The results will be as shown
below.

Notice that the step-wise heuristic fails to find the best subset for sizes of 4, 5, and 6
variables. The R 2 values obtained for these numbers of variables are less than the
corresponding values obtained under exhaustive search. The Forward and Backward
heuristics do find the best subsets of all sizes and so give identical results as the All
2
Subsets algorithm. The best subset of size 3 consisting of X1 , X3 maximizes Radj
for all
the algorithms. This suggests that we may be better off in terms of MSE of predictions if
we use this subset rather than the full model of size 7 with all six variables in the model.
This example also underscores the fact that we are basing our analysis on small data sets.
Small data sets make our estimates of R 2 unreliable.
A criterion that is often used for subset selection is known as Mallow’s Cp . This criterion
assumes that the full model is unbiased although it may have variables that, if dropped,
would improve the MSE. With this assumption we can show that if a subset model is
unbiased, E(Cp) equals the number of parameters k +1, the size of the subset. So a
reasonable approach to identifying subset models with small bias is to examine those with
values of Cp that are near k + 1. Cp is also an estimate of the sum of MSE (standardized
by dividing by σ 2 ) for predictions (the fitted values) at the x-values observed in the training
set. Thus good models are those that have values of Cp near k+1 and that have small k
(i.e. are of small size). Cp is computed from the formula: Cp = σSSR
+ 2(k + 1) − n, where
2
f ull

σf2ull is the estimated value of σ 2 in the full model that includes all the variables. It is
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important to remember that the usefulness of this approach depends heavily on the
reliability of the estimate of σ 2 for the full model. This requires that the data set contain a
large number of observations relative to the number of variables. We note that for our
example only the subsets of size 6 and 7 seem to be unbiased as for the other models Cp
differs substantially from k. This is a consequence of having too few observations to
estimate σ 2 accurately in the full model.
2
and Cp all select the
Finally, a useful point to note is that for a fixed size of subset, R2 , Radj
same subset. In fact, there is no difference between them in the order of merit they
ascribe to subsets of a fixed size.
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Logistic Regression for Unstratified Data

Consider a set of independent binary random variables, Y1 , Y2 , . . . Yn . Corresponding to
each random variable, Yj , there is a (p × 1) vector xj = (x1j , x2j , . . . xpj ) of explanatory
variables (or covariates). Let πj be the probability that Yj = 1. Logistic regression models
the dependency of πj on xj through the relationship


πj
log
(7.1)
= γ + xj β ,
1 − πj
where γ and β ≡ (β1 , β2 , . . . βp ) are unknown parameters. We usually refer to γ as the
constant term. The word “unstratified” appears in the title of this chapter because there is
only one constant term in the model. This distinguishes it from the model considered in
the next chapter where the data are gathered from several strata and a different constant
term is fitted to each stratum. This chapter shows how you can use LogXact for inference
about the parameters of the above model.

7.1 Purpose of this
Chapter

The purpose of this chapter is to illustrate how to use the LogXact software for unstratified
binary logistic regression using both asymptotic and exact inference. The asymptotic bias
corrected estimates (Firth (1993)) and confidence intervals of the estimates using profile
likelihood method (Venzon and Moolgavkar (1988)) based on the normal score function
and the penalized score function are also available using LogXact. All of these are
accomplished by analyzing four data sets. Each analysis is self-contained and highlights
different statistical capabilities of LogXact. Since the goal is to start using the software, the
emphasis is on producing and interpreting the output, rather than on the theory underlying
unstratified logistic regression. All theoretical details and mathematical formulae are fully
documented in Appendix A and Appendix D.
The four data sets analyzed in this chapter, and the goals of each analysis are listed below:
NTP.CYD — Data from the National Toxicology Program The objective of this analysis
is to become familiar with all the statistical commands for unstratified logistic
regression. You will learn how to specify a model, estimate its parameters, compute
7.1 Purpose of this Chapter
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one and two-sided confidence intervals, perform one and two-sided hypothesis tests,
declare factor variables, and perform simultaneous hypothesis tests on subsets of
the model parameters. This example reinforces the tutorial in Chapter 3.
OSTEO.CYD — Osteogenic Sarcoma Data The objective of this analysis is to
understand how the exact method of inference works for hypothesis testing and
parameter estimation. In addition, the reasons why the maximum likelihood method
fails, while the exact method produces parameter estimates, confidence intervals,
and p-values are explained through this example.
AML.CYD — Acute Myeloblastic Leukemia Data The primary objective of this example
is to illustrate goodness of fit in LogXact. The importance of grouping the data by
distinct values of the covariate vector, prior to computing goodness of fit statistics like
the deviance or the residuals, is highlighted. Finally this example demonstrates how,
by rounding the number of decimal digits, or otherwise categorizing the covariates,
one can greatly reduce the computational burden imposed on the exact inference
procedures.
ESR.CYD The primary objective with this data is to demonstrate the usefulness of the
bias corrections of the estimates. The confidence intervals of the estimates based on
penalized profile likelihood method are also demonstrated using this data.
All four data sets have been provided to you as part of the LogXact software. Make sure
you know the name of the directory in which they are stored before working through this
chapter.

7.2 Summary of
Results

Results are created by the Test and Estimate items in the Binary Regression:
Logistic Model dialog box, their various modifiers, and the settings of the Global
parameters prior to invoking the Binary Regression: Logistic Model dialog box.
1. Clicking the Estimate and Asymptotic options produces one line of asymptotic
output for each variable in the model. The following items appear on that line of
output:
the name of the variable;
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a line-label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval and p-value of the β
coefficient. These estimates are obtained by maximizing the unconditional
likelihood function, as documented in Section A.4 of Appendix A.
2. Clicking the Test and Asymptotic options produces the likelihood ratio, Wald, and
scores tests with asymptotic variance, based on maximizing the unconditional
likelihood function. These tests are documented in Section A.4 of Appendix A.
3. Clicking the Test and Exact options produces either the exact conditional
probability test or the exact conditional scores test or the exact conditional likelihood
ratio test, depending on the setting of the Type of Test switch. These tests are
documented in Section A.6 of Appendix A. All the tests are based on the joint
permutation distribution of the sufficient statistics for the parameters being tested,
conditional on the observed values of the sufficient statistics for all the remaining
parameters. Mid-p-values are also produced from this distribution.
4. Clicking the Test and Monte Carlo options produces Monte Carlo estimate of the
exact Score test or the Likelihood Ratio test.
5. Clicking the Test and MCMC options produces a Markov Chain Monte Carlo estimate
of the Likelihood Ratio test.
6. Clicking the Estimate and Exact options produces two lines of output for each
variable in the model. The first line contains the asymptotic output and the second
line contains the exact output of each variable. The following items appear on the
second line:
a line-label denoting the type of inference — exact;
the point estimate of the β coefficient. Where possible, this estimate is obtained
by maximizing the conditional likelihood function (CMLE) formed by conditioning
on the observed values of the sufficient statistics corresponding to all the
nuisance parameters. Sometimes this maximization is not possible, because the
sufficient statistic of the β being estimated lies at one extreme of its range. In
that case the CMLE does not exist and so the median unbiased point estimate
(MUE) is reported; see Section A.6 of Appendix A for details. When the MUE is
7.2 Summary of Results
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reported, the label MUE appears in the Type column under the Point Estimate
heading in the results. We have found, empirically, that the MUE can behave
rather poorly in terms of obtaining predictive probabilities and a classification
table. Thus we urge that it be used with caution. The role of the MUE for
statistical inference is in need of further research. The exact confidence interval
for β is a far more informative and reliable statistic than the MUE;
the exact confidence interval for β and exact p-value for β = 0. These estimates
are derived from the exact permutational distribution of the sufficient statistic for
β , conditional on all the remaining sufficient statistics. See the documentation in
Section A.6 of Appendix A for details.
7. When the asymptotic estimates fail to exist, the maximum likelihood algorithm, fails to
converge and LogXact places ‘?’ characters in appropriate places on the output
screen.
8. The label NA, meaning “Not Applicable”, appears in the Results window whenever a
particular computation is inappropriate. The value of SE(Beta) is not available
when the estimates are reported on the odds ratio scale rather than the log odds
ratio scale; i.e., when the Output option in the Options Global dialog box has
been set to Odds. The standard errors for the betas cannot be converted directly into
standard errors for the odds ratios.
9. Selecting the Estimate and Monte Carlo options produces the Monte Carlo
estimate output same as Estimate and Exact options with an additional result of
standard error of the P-value.
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We are grateful to Greg Dinse of the National Institute of Environmental Health Sciences
for providing this example. Two hundred female rats were treated with varying doses of
Acid Red 14 and observed for the presence of adenocarcinoma tumors in the large
intestine. (See U.S. National Toxicology Program, Technical Report No. 405, page 167,
1991). There were four dose groups: 0 ppm, 150 ppm, 300 ppm, and 600 ppm. To test for
a dose-response trend while adjusting for the fact that some animals could be censored
out by death, a logistic regression model was adopted in which the dependent variable is
the presence (RESP=1) or absence (RESP=0) of tumors, and the covariates are dose and
survival time (in months).
The data are stored in a file NTP.CYD in the subdirectory Data of the LogXact installation
directory. Bring the data into LogXact by choosing from the menu,
File
Open
and then selecting NTP.CYD in the Data subdirectory. The first few records of the data
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set are displayed below

This data set contains 200 observations of which you can only see the first few. You may
use the scroll bar or the ↓ and Pg Dn keys to move through the data set. Pressing
Ctrl End or moving all the way down the scroll bar, takes you to the last record in the
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data set, where you can view the last few records.

Neither the top records nor the bottom records show any tumors, i.e., RESP = 0 for all
these records. Perhaps the entire data set has very few tumors. You can explore this
possibility with the Crosstabulate command. Choose from the menu:
DataEditor
View as Table with Scores . . .
and select RESP as the Row variable and DOSE as the Column variable. Click on the Row
option under Scores to uncheck it. Click on OK. The data are cross-tabulated in a two-way
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layout of response versus dose.

It is now clear that there are only 4 tumors among 200 animals, and 3 of them (75%)
occurred at the top dose of 600 ppm. Thus there does appear to be a dose response
relationship, but the data are sparse and the inference must be adjusted for survival time
through the logistic regression model
log(

πj
) = γ + β1 × DOSE j + β2 × SU RV I V ALj .
1 − πj

This model is expressed as
RESP = DOSE + SURVIVAL
To specify the above model, close the Table View and choose from the menu:
Regression
Binary Response 
Logistic Model . . .
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You will see a dialog box titled Binary Regression: Logistic Model, listing three
variables, dose,resp and survival in the Variables section. Select resp as the
Response variable. Next, select dose and survival as the variables to be included as
the Model Terms. Now the Binary Regression: Logistic Model dialog box
should look as shown below:
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In the above dialog box, RESP is selected as the Response variable. The Model Terms
section shows that the two variables in the model are dose and survival. The dialog
box also shows that there is no Stratification variable, i.e., the constant term will be
estimated instead of being conditioned out by the conditional likelihood method (see
Appendix A). There is also no Weight variable. To estimate the parameters you would
click on the Estimate option. Click the Exact option if you want the exact estimates in
addition to the asymptotic ones. For the present compute the asymptotic estimates only,
by clicking OK, accepting the Estimate and Asymptotic default options. LogXact
displays the following results:

The Results window contains the results of any statistical procedures that were run
during the current model fit. We now document the contents of the window.
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The Results Window
The first section is called Basic Information. In this section, LogXact displays the
name of the data file and the model used; confirms that Stratum and Weight were not
used when estimating the model parameters; and, shows that this data set has 200
observations, classified into 49 distinct model-specific groups. (As explained in
Section D.1 of Appendix D, a model-specific group comprises all the observations with the
same values for the covariate vector corresponding to the current model.)
The second section is Summary Statistics. This section displays the deviance and its
degrees of freedom, and the likelihood ratio statistic and degrees of freedom for testing
the null hypothesis that the response probability of each observation is 0.5, i.e., all the
model parameters, including the constant term, are simultaneously 0. The likelihood
ratio statistic has a chi-squared distribution under the null hypothesis and may be used to
test for overall significance of the model. (See Section D.2 of Appendix D for details.) For
the present example, the worksheet displays a value of 20.28 on 46 df for the deviance,
and a chi-squared value of 242.47 on 3 df for the likelihood ratio statistic, thereby rejecting
the null hypothesis that all the parameters of the model are 0. As documented in D.3, the
deviance statistic measures twice the difference between the log maximum likelihood of
the saturated model and the log maximum likelihood of the current model. The observed
value of 20.2821 when referred to a chi-squared distribution on 46 degrees of freedom is
not statistically significant. This confirms that we have a good fit, i.e., we cannot reject the
null hypothesis that the additional parameters needed to saturate the current model are
equal to 0.
The last section, Parameter Estimates, displays the Model Term, Point
Estimate and the Confidence Interval and P-value for Beta. The Model
Term shows, there are two covariates, dose and survival, in the model. The next three
columns( the Point Estimate) shows MLE as Type, estimates and standard error of
Betas. For dose the estimate of Beta is 0.0068 and for survival the same is 0.1161.
The next four columns shows the confidence interval type, confidence interval of Beta
and the P-value( 2*1-sided) when Beta is 0. Here the P-values for dose and survival
are 0.0890 and 0.4897 respectively.
7.3 Animal Toxicology – Test Results
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Test Results
Suppose you wish to test the null hypothesis that the parameter corresponding to DOSE in
the model 7.2 is equal to 0. Choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the Binary Regression: Logistic Model dialog box, click the Test option and
choose the Exact option. Then, select DOSE to be tested by clicking the Toggle
Yes/No button.
At first, the Work in Progress box appears, showing how the estimation is
progressing. Then, LogXact displays the following Results window:

The title Hypothesis testing Tests <DOSE = 0 > appears near the bottom of the
Test worksheet. Below that, you can see the results of four tests, three asymptotic and
one exact, of the null hypothesis that the regression parameter corresponding to DOSE is
0. Since a single parameter is being tested, this is a 1 degree of freedom test. All four
tests are two-sided. The three asymptotic tests are based on the likelihood ratio, Wald,
and unconditional scores statistics , respectively. They are documented in Section A.4 of
Appendix A. Notice that the p-value based on the likelihood ratio test (0.0548) is almost
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half the magnitude of the p-value based on the Wald test (0.0890). This discrepancy
between two tests that are supposed to be asymptotically equivalent is an indication that
the overall response rate (4/200) might be too low for the asymptotic theory to hold. The
last line displays the exact p-value based on the conditional scores test with exact variance
(0.1125). The conditional scores test with exact variance is documented in Section A.6 of
Appendix A. The mid-p-value, a variant of the exact p-value corrected for the discreteness
of the test statistic, is also documented in the same section of Appendix A.
Now suppose you are interested in a simultaneous test that the parameters corresponding
to both DOSE and SURVIVAL in model (7.2) are equal to 0. This 2 df test is invoked by
choosing,
Regression
Binary Response 
Logistic Model . . .
Click the Test and Asymptotic options, add SURVIVAL to the Model Terms. Use the
Toggle Selected for Estimation or Testing button in the Model Terms box
to select SURVIVAL for testing. Note that DOSE has already been selected for testing
since it was used in the previous model. Click OK .
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LogXact displays the following Results window:

Again there is a substantial difference between the Wald and Likelihood ratio tests,
suggesting that the asymptotic results may not be valid. To compute the exact conditional
scores test, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
Click on the Test and Exact options. (Notice that you do not need to select the Model
Terms, because you had selected them when you ran the asymptotic test.) The exact
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output is as follows:

The exact conditional scores test has a p-value of 0.1134 and is much closer to the
likelihood ratio test than it is to the Wald test.
LogXact computes the Scores test using asymptotic variance as well as conditional exact
variance (see Appendix A). When the asymptotic variance is used the test statistic is same
as asymptotic test statistic. The Scores statistic using conditional exact variance may not
be equal to the asymptotic test statistic. By default LogXact uses conditional exact
variance to compute the exact p-value when conditional score test is requested. In the
above example, to perform the Score test with asymptotic variance click the Options
button and then choose Score test with asymptotic variance.
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LogXact displays the following result:

Next suppose, you are interested in computing the exact p-value to test the above
hypothesis (i.e. dose=survival=0) by using the Likelihood ratio statistic. To do so click on
the Options button and then check the radio button Likelihood Ratio Test and
then click OK . Make sure dose and survival are toggled yes and then click OK .
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LogXact displays the following result window:

Monte Carlo and Markov Chain Monte Carlo results:
To see the Monte Carlo and the Markov Chain Monte Carlo Methods first choose from the
menu
Regression
Binary Response 
Logistic Model . . .
Select resp as the response variable and choose dose and survival in the model.
Click the Test and Monte Carlo radio buttons and toggle dose ’yes’ to test the
hypothesis dose=0. Now click OK.
LogXact displays the following result window:
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With Test and Monte Carlo options, LogXact performs either the Score test with
asymptotic variance or the Likelihood Ratio Test. By default when Test and Monte
Carlo are chosen, LogXact computes Monte Carlo estimate of the exact p-value using
Likelihood Ratio test. You can change the statistic by clicking the Options button
and then selecting Score statistic with asymptotic variance. The MCMC
method is available only for the Test option. When MCMC is selected then the test type
is Likelihood Ratio test.

Estimation Results
The estimation output currently displays the asymptotic point estimates, confidence
intervals, and two-sided p-values for the parameters corresponding to DOSE and
SURVIVAL. These statistics were computed by the unconditional maximum likelihood
method documented in Section A.4 of Appendix A.
Let us look at the individual items computed as estimation output. Specifically, look at the
output corresponding to DOSE in the Estimate worksheet. Compare this output with the
results in the Test worksheet. Notice first that only the asymptotic output is displayed,
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since the Exact option was not selected when you selected the Estimate option. The
MLE for the β coefficient, its standard error, its confidence interval, and the p-value are all
displayed. Each of these items is defined in Section A.4 of Appendix A. The asymptotic
p-value is obtained from the Wald test. Thus you can see that this quantity (0.0890)
matches the 1 df Wald test p-value in the results of the Test. You can switch from
displaying the regression parameters on the log scale (the default) to displaying them on
the odds ratio scale by using the Output item in the Options - General parameters
settings dialog box, documented on page 100. To do this choose from the model dialog
box Options and then click on the tab General. In the ensuing parameters dialog box,
select Odds for the Output parameter . If you re-run the estimation, the parameter
estimates are all transformed by exponentiation into odds ratios.

Now return to the default display by choosing from the model dialog box Options, clicking
7.3 Animal Toxicology – Estimation Results
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on the General tab and then selecting Beta as the Output parameter. Next
suppose you wish to compute the exact estimates of the model parameters. Choose from
the menu:
Regression
Binary Response 
Logistic Model . . .
and click on the Estimate and Exact options The Results window now contains the
results of the exact inference.

The point estimate, exact confidence interval, and exact p-value are obtained as
documented on page 632 of Appendix A, Section A.6. Two aspects of this output are
worth clarifying:
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1. The β coefficient has a different point estimate on the exact line than it does on the
asymptotic line in the Results window, because it is estimated from a conditional
likelihood function in the first case and from the unconditional likelihood function in
the second.
2. The exact p-value for DOSE is different from that displayed earlier when you ran the
exact test on DOSE. The two p-values are defined differently. The former is simply
double the exact one-sided p-value, while the latter is obtained by searching the
sample space for all values of the test statistic greater than the one observed (see
equation (A.39).
Since we are only interested in a positive trend, it is appropriate to perform one-sided
tests. Choose from the menu:
Regression
Binary Response 
Logistic Model . . .
Select the Estimate and Exact options. Click on the Options button and then the
General tab, and select One-sided as the Output p-value to specify one-sided
tests. Click on OK to close the Options dialog box. Now estimate the model once more
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by clicking OK. The following output is obtained.

It is interesting to note that the exact p-value for the trend parameter (DOSE) is statistically
significant at the 5% level asymptotically, but is not statistically significant for the exact
test. Note also that since we specified One-sided p-values, LogXact reports one-sided
p-values as well as corresponding one-sided confidence bounds. The formulae for the
one-sided p-values and confidence bounds are documented in Appendix A. Since the
remaining analyses will all be two-sided, re-set this option by choosing options button in
the model dialog box, then selecting the General parameters settings dialog box and
then selecting Two-sided as the Output p-value.

Factor Variables
Suppose you did not want to exploit the natural ordering of the DOSE variable. Since this
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variable assumes four discrete values (0, 150, 300, and 600 ppm), you could replace it by
three dummy variables.
Choose from the menu:
Regression
Binary Response 
Logistic Model . . .
Select DOSE in the Variable box and click on the Toggle Factor button. Notice when
you do this that the symbol <fa> appears to the right of DOSE in the Model Terms section
of the Binary Regression: Logistic Model dialog box. The Factor command
has effectively converted DOSE into three dummy variables:
DOSE_0 = 1 if DOSE = 0, 0 otherwise;
DOSE_150 = 1 if DOSE = 150, 0 otherwise;
DOSE_300 = 1 if DOSE = 300, 0 otherwise.
Model (7.2) is now replaced internally by the expanded model:

log(

πj
) = γ + β1 × DOSE _0j + β2 × DOSE _150j +
1 − πj
β3 × DOSE _300j + β4 × SU RV I V ALj .

(7.3)

Select the Estimate and Exact options in the dialog box and click on OK . The
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following output is obtained:

The data are so sparse and imbalanced that when DOSE is treated as a factor variable, the
MLE’s don’t exist. The reasons for non-existence are discussed in Appendix F. However,
the exact estimates of the Logistic regression parameters do exist and have been
estimated by the methods of Section A.6 in Appendix A. You may now perform a 3 df test
of the null hypothesis that the three beta coefficients corresponding to the three dummy
variables for DOSE are simultaneously equal to 0, i.e., there is no dose effect. To do this
choose:
Regression
Binary Response 
Logistic Model . . .
Select DOSE in the Variable box and click on the Toggle Factor button. Select the
Test and Exact options, and toggle the selection of variables so that only DOSE<fa> is
selected. Click on Options and select Score test with exact variance as the
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type of test. Run the test. Observe the results in the Results window as shown below:

Since the MLE’s don’t exist, the likelihood ratio and Wald tests cannot be computed.
However, the exact conditional scores test reveals that DOSE, when treated as a factor
variable, is not statistically significant. We lost some information, and hence some power,
by treating an ordinal variable as if it were a factor variable.

Monte Carlo Results
In order to illustrate the application of Monte Carlo method in Logistic Regression let us
proceed as follows:
Choose from the the menu
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box , choose RESPONSE as the response variable and DOSE and
SURVIVAL as the model terms. Choose Estimate and Monte Carlo options in the
bottom left hand side of the dialog box. Press OK.
7.3 Animal Toxicology – Monte Carlo Results
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After the computations are completed the results appear in the screen as shown below:

The above Monte Carlo results were obtained using the computer Clock time as the
Random number seed. Hence these Monte Carlo values may be different from the
values you will get in your computer.
The seed for the random number generator used here is listed in the output.
It will be worth comparing the Monte Carlo results with the results obtained using the
Exact option.
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In a 46-patient study of non-metastatic osteogenic sarcoma (Goorin et al., 1987), the
investigators were interested in determining the predictors for a three-year disease-free
interval (DFI3). The covariates of interest were GENDER, any osteoid pathology (AOP),
and lymphocytic infiltration (LYINF). The data are displayed below, one covariate at a time,
and overall.
Osteogenic Sarcoma Data: by Covariate

DFI3
No
Yes
Total

Lymphocytic Infiltration?
No
Yes
0
17
10
19
10
36

DFI3
No
Yes
Total

DFI3
No
Yes
Total

7.4 Osteogenic Sarcoma

Gender
Female Male
2
15
13
16
15
31

Total
17
29
46

Total
17
29
46

Any Ostoid Pathology?
No
Yes
4
13
17
12
21
25

Total
17
29
46
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Osteogenic Sarcoma Data; Overall
DFI3 LYINF GENDER AOP COUNT
1
0
0
0
3
1
0
0
1
2
1
0
1
0
4
1
0
1
1
1
1
1
0
0
5
1
1
0
1
3
1
1
1
0
5
1
1
1
1
6
0
1
0
1
2
0
1
1
0
4
0
1
1
1
11
Marginally, the effect of LYINF on DFI3 is certainly statistically significant; all subjects with
no lymphocytic infiltration had a three-year disease-free interval. Unfortunately, if this
covariate is included in the logistic regression model, along with GENDER and AOP, the
maximum likelihood estimates of the regression parameters do not exist. All the
conventional logistic regression packages fail on this data set. Exact conditional inference,
as discussed in Section A.6 of Appendix A, is possible, however, and does provide new
insight about the data.
Bring the file OSTEO.CYD into LogXact. Choose from the menu,
File
Open . . .
In the ensuing dialog box, select the OSTEO.CYD file in the data subdirectory of the
LogXact installation directory. You can now examine the data in the DataEditor window,
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which appears as follows:

Now to run a binary logistic regression choose from the menu:
Regression
Binary Response 
Logistic Model . . .
Select DFI3 as the Response variable, AOP, GENDER, and LYINF as the variables in the
Model Terms. Specify COUNT as the Weight variable. To estimate the model
parameters by the exact method, click on the Estimate and Exact options and click on

7.4 Osteogenic Sarcoma

209

black

<<< Contents

7

* Index >>>

Logistic Regression for Unstratified Data
OK . The following Results window is displayed.

The asymptotic estimates do not exist, but the exact ones do. Notice that the LYINF
variable is marginally significant (p=0.0742), an insight that would be lost without the exact
inference.
The default in LogXact is not to provide an exact estimate for the constant term unless
specifically requested. This saves on unnecessary and often laborious computing. In the
present example, if you wish to obtain an exact estimate of the constant term, choose
from the menu:
Regression
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Binary Response 
Logistic Model . . .
In the dialog box, select the %Const term in the Model Terms list by clicking on it. Toggle
the Selected for Estimation button in the Model Terms box for this term from No
to Yes. Click on OK . This time when you scroll down the Results window, you will see
the estimates for the constant term.

To gain some insight into why the asymptotic method failed, view a two-way cross
tabulation of DFI3 by LYINF. This is accomplished through the View as Table
command. Click on the editor window and choose:
DataEditor
View as Table with Scores. . .
and select DFI3 as the Row and LYINF as the Column. Select COUNT as the Frequency.
Click on the Row and Column Scores checkboxes to deselect them. Click on the OK
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button. You will see the following window:

Notice that the cell with DFI3=0 and LYINF=0 is empty. This causes problems with the
maximum likelihood estimation, which now regards LYINF as a perfect predictor of DFI3
and attempts to set the corresponding β parameter to −∞. Consequently, maximum
likelihood is unable to produce either the p-value or the confidence interval for this
parameter. Exact inference resolves the problem. To see the exact output once more, click
anywhere on the Results window or choose it from the Window item on the main menu
bar.
In addition to producing a p-value of 0.0742, the exact method also produces a confidence
interval for the LYINF coefficient. The extreme outcome results in an infinite lower bound,
but there is a finite upper bound of 0.16, implying that, with 95% confidence, the odds ratio
for a three-year disease-free interval with LYINF=1 relative to LYINF=0 cannot exceed
exp(0.16) = 1.17. To view the regression parameters on the odds ratio scale rather than on
the log scale, choose from the model dialog box Options, then select the General
parameters settings tab and then select Odds ratio as the Output parameter. Now
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rerun the model by choosing from the menu:
Regression
Binary Response 
Logistic Model . . .
and clicking the OK button. The Results window below shows all the regression
coefficients and their confidence intervals on the odds ratio scale.

It would be interesting to generate the permutation distribution of the sufficient statistic for
LYINF conditional on fixing the sufficient statistics for the other covariates at their
observed values.
To see this, choose from the main menu:
Regression
Binary Response 
Logistic Model . . .
Click on the Test and Exact options and then select LYINF as the only variable to test in
the Model Terms box. Next select the Exact distribution option and click OK .
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The exact p-value as displayed in the Results window below is 0.0606.

This p-value is based on the conditional scores test described in Section A.6 of
Appendix A. Notice that it is different from the exact p-value of 0.0742 displayed by the
Estimate command. The latter p-value is obtained by first calculating the exact
one-sided p-value and then doubling it. To see how the two methods differ look at the
permutation distribution of the sufficient statistic for LYINF. Click on the Exact
Distribution node in the Navigator to view the distribution.

Let t1 , t2 , t3 , t4 be the sufficient statistics corresponding to LYINF, GENDER, AOP, and the
constant term, respectively. Note that ti is just the sum of covariate-i values over all
subjects with a three-year disease-free interval. Thus t1 = 19, t2 = 16, t3 = 12, and t4 = 29.
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The distribution of counts,
c(t1 , t2 = 16, t3 = 12, t4 = 29)

for all possible values of t1 (which range from 19 to 26) are shown in the column “Counts”.
This column and all the others are documented on page 632 in Appendix A.
It is interesting to notice:
There are nearly 800 million binary sequences of the yj values for t2 = 16, t3 = 12,
and t4 = 29. And yet they all “club” into barely eight distinct values of t1 . A good
algorithm must exploit this clubbing, because exhaustive enumeration of all possible
binary sequences would be computationally explosive.
The exact conditional distribution of T1 is extremely asymmetric. Normal
approximations would not work well, though Edgeworth and saddlepoint
approximations might be worth trying.
The observed value, t1 = 19, is at the minimum of its range. This is the reason for the
failure of the maximum likelihood method to produce estimates of the regression
parameters.
Exact inference about the parameter corresponding to LYINF is now straightforward. The
exact one-sided p-value for testing β1 = 0 is the value in the “Probability” column, at
LYINF = 19, i.e.,
p = 0.0371
This p-value is doubled to 0.0742 and then displayed in the ESTIMATION OUTPUT
screen. On the other hand, the two sided p-value displayed in the TESTS OUTPUT screen
is computed from the conditional scores test. It is the sum of probabilities of all values of t1
for which the corresponding conditional scores are greater than or equal to the observed
conditional score of 4.5415, and works out to
0.0370909 + 0.0220101 + 0.00151663 + 0.0000244977 = 0.0606

Since t1 is at its minimum value, the lower 95% confidence bound for β1 is −∞. The upper
7.4 Osteogenic Sarcoma
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95% confidence bound, β+ , is the solution to
c(19, 16, 12, 29)e19β+
= 0.025 .
26
t1 β+
t1 =19 c(t1 , 16, 12, 29)e

Binary search rapidly yields β+ = 0.16. If you want to compute a one-sided confidence
interval and one-sided p-value, choose from the menu:
Options
Global . . .
and select One-sided as the P-value. Then repeat the above analysis.
Exercise: The conditional distributions of the other sufficient statistics and the
corresponding conditional scores tests can be obtained similarly. Try to obtain them in
LogXact.

Monte Carlo Results
In order to illustrate the Monte Carlo method in logistic regression
Choose from the menu
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box, choose DFI3 as the response variable and LYINF, GENDER
and AOP as the model terms and COUNT as the weight variable. Choose the Estimate
and Monte Carlo options. Press OK.
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After the computations are completed, the results appear as shown below:

The above Monte Carlo results were obtained using the computer Clock time as the
Random Number Seed. Hence these Monte Carlo values may be different from the
values you obtain on your computer. It is worth comparing the Monte Carlo results with
the results obtained with the Exact option.

7.5 Acute Myeloblastic
Leukemia Data
Fitting the Model
Post-Fit Analysis
Exact Estimates

Santner and Duffy (1989, page 230) analyzed the remission rates of 27 acute
myeloblastic leukemia (AML) patients through a logistic regression model with two
covariates, the percent labeling index (LI), and the highest recorded patient temperature
(TEMP). The data are tabulated below. The binary response variable is STATUS, which
assumes a value of 1 if the patient is in remission, 0 if the patient has relapsed.
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Patient
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27

STATUS
1
1
0
0
1
0
1
0
0
0
0
0
0
0
0
1
0
0
0
1
0
0
1
0
1
1
0

LI
1.9
1.4
0.8
0.7
1.3
0.6
1.0
1.9
0.8
0.5
0.7
1.2
0.4
0.8
1.1
1.9
0.5
1.0
0.6
1.1
0.4
0.6
1.0
1.6
1.7
0.9
0.7

TEMP
.996
.992
.982
.986
.980
.982
.992
1.020
.990
1.038
.988
.982
1.006
.990
.990
1.020
1.014
1.004
.990
.986
1.010
1.020
1.002
.988
.990
.986
.986

We shall use this data set to illustrate two features of LogXact. First, we will use it to
compute goodness of fit statistics. The analysis will highlight the need to group the data
prior to generating these statistics. Second, we illustrate how to ease the computational
burden and excessive memory demands of the exact estimation and testing procedures,
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by categorizing the covariates. Such categorization can sometimes make the difference
between solving a problem or running out of memory before the exact computations are
completed.

Fitting the Model
The data are in a file named AML.CYD in the subdirectory Data of the LogXact installation
directory. Choose from the menu:
File
Open . . .
Select the file AML.CYD. After you click on OK , you can examine the file in the
CaseEditor.
The first few records of the AML.CYD data set are displayed below:
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Santner and Duffy fit a logistic regression model to the STATUS variable with two new
covariates, LNLI and ITEMP. LNLI is the natural logarithm of LI, and ITEMP is an
indicator variable assuming the value 1 if T EMP ≤ 1.002, 0 otherwise. It is easy to create
these two variables in the DataEditor: just click on the header row of the first two empty
columns to name them. This procedure is fully documented in Cytel Studio manual
chapter on “Data Editors".
1. Move over to column 4 of the data worksheet and double-click on the header. Type in
the name of the variable as LNLI and click OK . With the cursor at that header,
choose: DataEditor
Transform Variable . . . In the ensuing dialog box create the transformation
LNLI = Ln(LI) by selecting the LN function and the variable LI. Click OK . The
LNLI column is filled with the natural logarithm of LI.
2. Move over to column 5 of the worksheet and double-click on the header to create a
new variable ITEMP. With the cursor at that header, choose from the menu:
DataEditor
Transform Variable . . .
and use the recode function to compute:
ITEMP = RECODE(TEMP, [0,1.002]=1, (1.002,2]=0)
(See Chapter 3 for a description of the RECODE function.) The ITEMP column is
filled in with the desired indicator variable.
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The DataEditor worksheet now looks as shown below, with the two new variables:

Fit the model
STATUS = LNLI + ITEMP
Choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the dialog box, select LNLI and ITEMP as the Model Terms, and select STATUS as
the Response variable. Then accept the default Estimate and Asymptotic options,
and click OK.
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You will see the following results:

The main point to note from this output is that the number of groups is 17, while the total
number of observations is 27. Evidently several observations share the same values for
the covariate vector (LNLI, ITEMP). Santner and Snell comment on this aspect of the
data at the bottom of page 231, but they do not exploit it for their goodness of fit analysis.
We shall show that this omission causes them to identify an observation as influential
when in fact it is not influential.

Post-Fit Analysis
Now that we have fit a model to the data, let us obtain regression diagnostics so we can
evaluate the fit. To do so, choose from the menu:
Regression
Binary Response 
222
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Logistic Model . . .
Select Postfit Results from the dialog box.
Now when you estimate a model, the post-fit output from that model will be generated. A
detailed list of the precise items in the post-fit output is documented on page 679 of
Appendix D. Click on the Estimate and Asymptotic options, and the OK button, to
re-estimate the current model and generate the post-fit estimation.

Before examining this file let us return to the issue of grouping.
Recall that although the data consisted of 27 observations, there were only 17 groups
identified under the MODEL window of the Results window. We can use our editors to
create these 17 groups. This is done in the following steps:
1. Go to the Case data worksheet. Then eliminate from the worksheet the variables not
7.5 AML Data – Post-Fit Analysis
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in the current model (LI and TEMP) with the Delete Variable item on the
DataEditor menu. For example, to eliminate LI from the worksheet, move the
cursor to the LI column. Then choose Delete Variable. The LI column will
disappear. Similarly eliminate the TEMP column. Your data worksheet should now
look as shown below:

You are going to group the data in this worksheet with the Convert to GroupData
command. But before you do so, scroll down the worksheet and take a look at
observations #8 and #16. Both of them have the same covariate vector,
(LN LI, I T EMP ) = (0.6418539, 0). LogXact will group these two observations
together for purposes of computing regression diagnostics. This is in keeping with
the recommendations of Hosmer and Lemeshow (1989, page 152), and is fully
explained in Appendix D. Unfortunately the leverage calculations performed by
Santner and Duffy (1989, page 258) did not group the data. As a result they
concluded that observations #8 and #16 are very influential, based on the
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approximate Cook’s distance. We shall see that when observation #16 is grouped
with observation #8, this group is not all that influential.
2. Group the data by choosing from the menu:
DataEditor
Convert to Group Data . . .
The following dialog box appears:

There are three variables( STATUS, LNLI and ITEMP) in the Variables section.
Select STATUS as Response and then click OK . Now, a new Group Data
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worksheet with 17 grouped records of data appears.

If you look at record #8 in the Group Data worksheet, you will notice that it has
grouped together observation #8 and observation #16 from the ungrouped data set.
Let us now examine the post-fit file. Click on the Regression Diagnostics tab in the
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workbook or the Regression Diagnostics node in the Navigator.

See page 679 of Appendix D for detailed documentation of the contents of the post-fit file.

Note the following items of information:
the group size, observed response, and expected response, in each group;
the Pearson residual for each group (not shown here, scroll to the right).
the Pregibon (1981) β leverage value for each group;
the value of the covariate vector (LNLI,ITEMP) for each group.
It is evident that the 10th group is not very influential. Nor is its Pearson residual large.
This group is made up of observations #8 and #16 from the original ungrouped data. We
stated earlier that Santner and Duffy (1989, page 258) concluded, based on the
approximate Cook’s distance, that observations #8 and #16 were the two most influential
observations. This is clearly not the case when the two observations are grouped
together, as indeed they should be.
Looking at the screen more closely, we notice that the 15th group is the only one with a
large Pearson residual and a large β . This group has only one observation in it. It is
observation #24 from the ungrouped data set. Santner and Duffy (1989, page 258) had
7.5 AML Data – Post-Fit Analysis
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concluded that observation #24 may be an outlier. Our post-fit output appears to support
that conclusion.

Exact Estimates
We have not so far obtained the exact estimates for the parameters of the regression
model
STATUS = LNLI + ITEMP
To do so we have only to choose from the menu:
Regression
Binary Response 
Logistic Model . . .
Select LNLI and ITEMP as the Model Terms, and click the Estimate and Exact
options. When you click OK , the results will be as displayed below:

They show clearly that the asymptotic results are unreliable. Notice that the exact p-value
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is 7 times smaller than the corresponding asymptotic p-value for LNLI.
Although LogXact did indeed compute the exact answers, it used a substantial amount of
memory to do so. On a different data set (or a different model) it might conceivably have
run out of memory before it could produce the exact results. One command that controls
the size of problems LogXact can handle is the Accuracy of Data item in the
Options Global dialog box, the decimal accuracy setting for the covariates. This
command is documented on page 100. If you bring up the Options Global dialog box,
you will notice that the default decimal accuracy for all the covariate values is 3 decimal
digits. This means that the values of LNLI were rounded to 3 decimal digits before
running the LogXact engines. What if we had chosen to preserve the value of LNLI to 4
decimal digits instead?
From the model dialog box, select the button Options, then select General parameters
settings tab and then type 4 for the Accuracy of Input. Notice that the accuracy of
the data is set to 4 in the dialog box. Now estimate the model again. The results are the
same as before, but the memory and time used to compute the results are greater than for
3 decimal accuracy.
We could go in the opposite direction and reduce the decimal accuracy relative to the
LogXact default of 3 decimal digits. Let us try to lower the accuracy to 1 decimal digit only.
From the model dialog box, select the button Options, then select General parameters
settings tab and then type 1 for the Accuracy of Input. Then run the estimates, by
choosing from the menu:
Regression
Binary Response 
Logistic Model . . .
and selecting the Estimate and Exact options before clicking OK . The results are
displayed below, and don’t differ much from the previous ones. This shows that increasing
the accuracy of the floating point covariates can lead to costly increases in CPU time.
Often it will make the problem computationally infeasible. Conversely, decreasing the
7.5 AML Data – Exact Estimates
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decimal accuracy of the floating point covariates could be one way to solve a previously
infeasible exact problem.

7.6 Receiver
Operating Characteristic
(ROC) Curve
7.6.1 Terms Explained
7.6.2 Example:ROC
curve

As part of post-fit diagnostics, you can obtain the computated results that are required
for producing an ROC curve. Before we discuss ROC curve in detail a few of the technical
terms like sensitivity and specificity need to be explained.
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7.6.1

Terms Explained

Consider the example of a medical test carried out on a person to determine whether the
person is suffering from HIV disease. Based on the test result, can we compute the
probability that the person has the disease. The following table shows the possible
alternatives that can occur.
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Test Positive
Test Negative

Event (Disease Present)
Correct Event Prediction
(a)
Incorrect Event Prediction
(c)
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Non-Event (Disease Absent)
Incorrect Non-Event Prediction
(b)
Correct Non-Event Prediction
(d)

Suppose a, b, c and d denote the number of persons for whom the test results were as
shown in the above table. Then we can define Sensitivity and Specificity of the
test as given below.
Sensitivity of a test is defined as the proportion of Correct Event predictions in the
population having the event.
a
Sensitivity= a+c

Specificity of a test is defined as the proportion of Correct Non-Event predictions in the
population having the non-event.
d
Specificity = b+d

In other words, Sensitivity is a measure of True Positive and Specificity is a measure
of True Negative of the test. The measure False Positive is given by
1-Specificity or 1- True Negative of the test.
When is a test positive?
Deciding on whether a test is positive or not may involve obtaining the value of a single
prognostic variable and checking whether the value is more than or less than a
pre-defined cut point. Or the test may involve several prognostic variables. A statistical
model like binary logistic regression may be used in such a situation, to
estimate the probability of the disease. If the estimated probabilty is more than a
pre-defined cut point, the test may be taken to be positive for the presence of the disease.
For each such cut point of the probability, the sensitivity and specificity will vary. An ROC
curve is a graphical representation of the trade off between False Positive and True
Positive for various values of the cut point probabilty.
7.6 ROC Curve – 7.6.1 Terms Explained
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Let us use HIV data discussed in Section 3.2 and construct an ROC curve.

7.6.2

Example:ROC curve

Open the data set HIV.CYD. Select the menu item
DataEditor
Convert to Group Data …
In the ensuing dialog box specify HIV as the response variable and FREQ as the weight
variable. Click on OK and in the next box confirm the conversion by clicking on YES. Now
the screen will present the group data as shown below.

There are eight groups in these data, one group each for a unique combination of the
values of the covariates CD4 and CD8. The column titled Resp % shows the observed
proportions of events in each group. Corresponding to each of these observed proportion,
we will compute the expected probability of event using a binary logistic regression model
involving the two covariates. Further, we will use the expected probability values as the cut
points for doing the necessary computations in constructing an ROC curve. First select
the menu item
Regression
Binary Response
Logistic Model …
In the ensuing dialog box, select HIV as the response variable, CD4 and CD8 as the model
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terms and FREQ as the Group Size variable. Click on the check box against Post Fit
Results. The dialog box will look as shown below.

Click on Options button and then select the Post Fit tab. In the ensuing dialog box,
tab click on the check box for ROC curve and keep other default selections. The Post Fit
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tab will look as shown below.

Click on OK. You will be taken back to the model dialog box. Click again on OK. You will see
the results on the screen and there is a worksheet node containing these results. You will
also see two new worksheet nodes Regression Diagnostics and ROC-Curve. The
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contents of Regression Diagnostics worksheet node are as shown below.

Notice the column titled ProbResp containing the Estimated Response probabilities
computed from the fitted model. These probability values are used as the cut points for
carrying out the computions that are in ROC-Curve worksheet, which is shown below.

Let us examine how the computations for ROC-Curve are carried out. First take the cut
point probability as 0.0102508, the first value in the column ProbResp from
Regression Diagnostics results. The rule in using this cut point is that for any
individual in the data set, compute the expected probability for response and if this
probability is ≥ 0.0102508, allot that individual as Response or Event. These expected
or predicted probabilities are already computed and are shown in the column titled
ProbResp. We can tabulate the prediction results for this rule as shown below.
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Cut Point: z= 0.010251
Rule: An individual is ‘Response’ or ‘Event’ if ProbResp is ≥ z.
Since for all the groups, ProbResp ≥ 0.010251, all the individuals in all the groups are
predicted as ‘Response’.

GrpSize
2
13
7
3
12
7
2
1

Observed
Resp Non-Resp
0
2
0
13
2
5
1
2
4
8
4
3
2
0
1
0

Model
ProbResp
0.010251
0.051587
0.11625
0.222194
0.408579
0.625565
0.783934
0.97876

Predicted
Resp Non-Resp
2
0
13
0
7
0
3
0
12
0
7
0
2
0
1
0

By comparing the Predicted figures and Observed figures, we can tabulate ‘Predicted
Correct’ numbers as shown below.

GrpSize
2
13
7
3
12
7
2
1

Observed
Resp Non-Resp
0
2
0
13
2
5
1
2
4
8
4
3
2
0
1
0

Model
ProbResp
0.010251
0.051587
0.11625
0.222194
0.408579
0.625565
0.783934
0.97876

Predicted
Resp Non-Resp
2
0
13
0
7
0
3
0
12
0
7
0
2
0
1
0

Predicted Correct
Resp Non-Resp
0
0
0
0
2
0
1
0
4
0
4
0
2
0
1
0

By subtracting ‘Predicted Correct’ numbers from ‘Predicted’ numbers, ’predicted Incorrect’
numbers can be obtained as shown below.
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GrpSize
2
13
7
3
12
7
2
1
Total

Observed
Resp Non-Resp
0
2
0
13
2
5
1
2
4
8
4
3
2
0
1
0

Model
ProbResp
0.010251
0.051587
0.11625
0.222194
0.408579
0.625565
0.783934
0.97876

Predicted
Resp Non-Resp
2
0
13
0
7
0
3
0
12
0
7
0
2
0
1
0

Cytel Inc Copyright 2010

Predicted Correct
Resp Non-Resp
0
0
0
0
2
0
1
0
4
0
4
0
2
0
1
0
14
0

Predicted
Resp N
2
13
5
2
8
3
0
0
33

The figures in the last line ‘Total’, 14, 0, 33 and 0 are what you saw in the first row of ROC
table.

Test Positive
Test Negative

Event (Disease Present)
Correct Event Prediction
(a=14)
Incorrect Event Prediction
(c=0)

Non-Event (Disease Absent)
Incorrect Non-Event Prediction
(b=33)
Correct Non-Event Prediction
(d=0)

a
14
Sensitivity= a+c
= 14+0
=1
d
0
Specificity = b+d
= 33+0
=0

Hence,
1 - Specificity = 1 − 0 = 1
The above values of Sensitivity and (1-Specificity), 1 and 1 are what you see in the first
row of ROC table.
If you carry out similar computations for the fifth group with the cut point of z = 0.408579
you will get the following results.
7.6 ROC Curve – 7.6.2 Example:ROC curve
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GrpSize
2
13
7
3
12
7
2
1
Total

Observed
Resp Non-Resp
0
2
0
13
2
5
1
2
4
8
4
3
2
0
1
0

Model
ProbResp
0.010251
0.051587
0.11625
0.222194
0.408579
0.625565
0.783934
0.97876

Predicted
Resp Non-Resp
0
2
0
13
0
7
0
3
12
0
7
0
2
0
1
0

Predicted Correct
Resp Non-Resp
0
2
0
13
0
5
0
2
4
0
4
0
2
0
1
0
11
22

Predicted
Resp N
0
0
0
0
8
3
0
0
11

The figures in the last line ‘Total’, 11, 22, 11and 3 are what you saw in the fifth row of ROC
table.

Test Positive
Test Negative

Event (Disease Present)
Correct Event Prediction
(a=11)
Incorrect Event Prediction
(c=3)

Non-Event (Disease Absent)
Incorrect Non-Event Prediction
(b=11)
Correct Non-Event Prediction
(d=22)

a
11
Sensitivity= a+c
= 11+3
= 0.785714
d
22
Specificity = b+d = 22+11 = 0.666667

Hence,
1 - Specificity = 1 − 00.666667 = 0.333333
The above values of Sensitivity and (1-Specificity), 0.785714 and 0.333333, respectively,
are what you see in the fifth row of ROC table.
You have just seen the computations required to obtain the results shown in the ROC
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table, for 2 cut points. In a similar way, you can check the computations for the remaining 6
cut points.
Now you are ready to plot the ROC curve. It is common to see ROC curve drawn with the
x-axis representing (1-Specificity) and y-axis representing Sensitivity. Click on
the worksheet node ROC-Curve. You will see the contents of ROC-Curve file on the
screen. Select the menu item
Plots
Simple Scatter …
In the ensuing scatter plot dialog box, choose the variable 1-Specificity as the
variable on x-axis and the variable Sensitivity as variable on y-axis.
Click on the check box against Connect points by line. The dialog box will look as

7.6 ROC Curve – 7.6.2 Example:ROC curve
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shown below.
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Click on OK and you will see the ROC Curve as shown below.

As mentioned earlier the quantity ‘1-Specificity’ indicates ’False Positive’ rate and
‘Sensitivity’ indicates ‘True positive’ rate. In the ideal case, ‘1-Specificity’ should be 0 and
‘Sensitivity’ should be 1. In practice it is difficult to achieve this ideal case. But what is
aimed at in practice is to get an ROC curve as steep as possible, by improving the
prediction probability model.
The formulas that are used in the program to compute the various quantities that appear in
the ROC Curve worksheet are given in section D.5.
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7.7 ROC Curve vs
Classification Table

Similar to ROC Curve computations, LogXact also provides Classification Table
estimates. Though in both the types of analysis, we get information on Sensitivity and
Specificity estimates, they differ in the following way:
1. The classification error estimates computed in ROC Curve for any observation is
biased because the model used was fitted with data that included that observation.
In Classification Table, this bias is eliminated by reestimating the model parameters
after leaving out each observation one at a time and then classifying the observation
based on new estimates. Theses new estimates are actually produced as one step
approximations from the computations carried out for the complete data and no
separate models are fitted. The formulas used are listed in Appendix E.
2. Classification Table uses Bayes’ theorem and computes posterior probabilities in
classification, using prior probabilities and probabilities of events.
In section 7.8, an Example is given in obtaining Classification Table in LogXact.

7.8 Classification
Table

You can obtain classification table information using the Classification table
option. After opening the data set HIV.CYD, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box, define the model HIV=CD4+CD8 with FREQ as the weight
variable. Click on the check box for the Classification table option. The dialog box
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will look as shown below.

Click on the Options button, and then on the Classification Table tab. In the
ensuing dialog box, specify the set of values for Prior Probabilities and
Probability of Events. You can specify these values as discrete values, by entering
each value in the box against ‘Discrete value’ and then clicking on  to post it on the right
side box. If your set of values is a range of equidistant values, then you can specify the
starting value (From), the ending value (To) and the step value (Step) and then click on .
LogXact will compute the individual values in the range and display them on the right side
7.8 Classification Table
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box. You are allowed to specify some values as discrete and some as a range. For the
current example the values were entered as shown in the screen shot given below.

For each combination of the values of ‘prior probability’ and ‘probability of event’, LogXact
would produce classification results. Click on OK and you will be taken to the previous
dialog box which is the model dialog box. Click on OK in the model dialog box and you will
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obtain the classification table as shown below.

7.9 Exact Prediction
7.9.1 Asymptotic
Prediction versus
Exact Prediction

After opening the data set HIV.CYD, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box, define the model HIV=CD4+CD8 with FREQ as the weight
variable. Click on the check box for Exact Prediction. The dialog box will look as
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shown below.

Click on the Options button and then on the tab Exact Prediction. You will be
presented with a spread sheet with the names of the covariates appearing on the column
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headings, in a dialog box as shown below.

There is also a check box for “Include input data for prediction”. By clicking on this check
box, you will be requesting for exact prediction for each unique combination of covariate
values included in the input data. Additionally, you can request exact prediction for one or
more combination of values of the covariates, by specifying them in the spreadsheet. For
this example, click on the check box and also specify a combination of values not found in
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the input data, CD4=0 and CD8=1. The dialog box will look as shown below.

Click on OK and you will be taken to the previous dialog box. Click again on OK. The
regression estimates and the exact prediction values will be shown in separate sheets.
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The exact predictions sheet will appear as shown below.

Notice that for all the combinations of values of the covariates that you had requested, you
got the predicted probability values and their confidence intervals under both exact and
asymptotic methods. Under column B, the Exact Fit Status values are all 0 indicating that
no special computational problem was encountered in computing exact prediction
probability values for each of the combination of covariate values shown in columns I and
J. Columns C, D and E show, respectively, the point estimate, lower confidence limit and
upper confidence limit of asymptotic prediction probabilities. Similarly, the exact prediction
probability values are given in columns E, G and H.

7.9.1 How Asymptotic Prediction method differs from Exact Prediction
Method
Let us take the example of making prediction for the combination of covariate values,
cd4=1 and cd8=2.
In the data editor, define four new variables, cd4x=cd4-1, cd8x=cd8-2, cd4y=cd4-3 and
cd8y=cd8-3. Now fit the three models:
Model 1: hiv = %const + cd4 + cd8
Model 2: hiv = %const + cd4x + cd8x
Model 3: hiv = %const + cd4y + cd8y
by both asymptotic and exact methods.
7.9 Exact Prediction – 7.9.1 Asymptotic Prediction versus Exact Prediction
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Asymptotic method results
The asymptotic method results are:
Model 1: hiv = 0.5132 − 2.542cd4 + 1.659cd8
Model 2: hiv = 1.289 − 2.542cd4x + 1.659cd8x
Model 3: hiv = −2.136 − 2.542cd4y + 1.659cd8y
Notice that the slope coefficients are the same in all the three models but the intercept
terms differ. From model 1, we get,
e(0.5132−2.542(1)+1.659(2))
θ = P (hiv = 1|cd4 = 1, cd8 = 2) = (1+e
(0.5132−2.542(1)+1.659(2)) ) = 0.784.
When cd4=1 and cd8=2 , cd4x=0 and cd8x=0. So from model 2 we compute,
e(1.289−2.542(0)+1.659(0))
θ = P (hiv = 1|cd4x = 0, cd8x = 0) = (1+e
(1.289−2.542(0)+1.659(0)) ) = 0.784.
When cd4=1 and cd8=2 , cd4y=-2 and cd8y=-1. So from model 3 we compute,
e(−2.136−2.542(−2)+1.659(−1))
θ = P (hiv = 1|cd4y = −2, cd8y = −1) = (1+e
(−2.136−2.542(−2)+1.659(−1)) ) = 0.784.
The probability values (θ ) derived from all the three models are the same. This property of
asymptotic method is explained in the Appendix C. But under Exact method, similar
property does not hold good as we will see in the following section.
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Exact method results
The exact method results are:
Model 1: hiv = 0.4749 − 2.388cd4 + 1.592cd8
Model 2: hiv = 1.202 − 2.388cd4 + 1.592cd8
Model 3: hiv = −2.084 − 2.388cd4 + 1.592cd8
Notice that the slope coefficients are the same in all the three models but the intercept
e(0.4749−2.388(1)+1.592(2))
terms differ. From model 1, we get, θ = (1+e
(0.4749−2.388(1)+1.592(2)) ) = 0.781.
When cd4=1 and cd8=2 , cd4x=0 and cd8x=0. So from model 2 we compute,
e(1.202−2.388(0)+1.592(0))
θ = (1+e
(1.202−2.388(0)+1.592(0)) ) = 0.769.
When cd4=1 and cd8=2 , cd4y=-2 and cd8y=-1. So from model 3 we compute,
e(−2.084−2.388(−2)+1.592(−1))
θ = (1+e
(−2.084−2.388(−2)+1.592(−1)) ) = 0.751.
Unlike in the asymptotic method, the above three values of θ are not the same. Which
value out of these three values represent θ ?
From what is explained in Appendix C, the value of θ derived from model 2, which is
0.5459 is the right value.
To restate what is explained in Appendix C, to estimate the value of θ for X = X0 , do the
following: Define a new set of covariates X = X − X0 and then fit a model Y = α + β X
eα
and then find the value of θ as (1+e
α ) as we have done in the above example.
7.10 Firth
Procedure
7.10.1 Examples

Since the MLE is only asymptotically unbiased, various methods have been proposed to
reduce the bias. One such approach is due to Firth (1993), which reduces the bias in the
MLE by introducing a small bias into the score function. The general idea is to remove the
O(n−1 ) term in the expression for the bias of the MLE. This is accomplished by calculating
the posterior mode based on Jeffrey’s prior. Firth (1993) makes the point that bias
reduction is not always desirable in generalized linear models, however, as the variance
7.10 Firth Procedure
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may be inflated by more than the squared bias is reduced, which would cause the mean
squared error to increase. This is apparently not the case in logistic regression, however,
as bias reduction and variance reduction seem to go hand in hand (Copas, 1988).
Firth (1993) did not consider separation or near separation and the improvement over the
MLE under these conditions has seemingly not been discussed in the literature. (We have
recently been researching this, however.). One advantage of the Firth estimator is that it
exists when there is complete separation or quasicomplete separation. This is partly
because it is not a bias adjustment of the MLE, such as subtracting the O(n−1 ) bias term
from the MLE, as discussed by Firth (1993). Such an estimator would of course not exist if
the MLE did not exist. The Firth estimator, however, always exists because it is equivalent
to splitting each observation into a 0 and a 1 (of course the original observation will be one
of these) with appropriate iteratively updated weights, and applying maximum likelihood.
This removes separation, if it exists, so the Firth estimator will always exist (see Heinze
and Schemper, 2002).

7.10.1

Examples

Three Examples are discussed in this section.

Example-1

The Firth estimator performs well under separation and near separation
and we will illustrate the improvement over the MLE by using a well-known dataset that
was originally given by Collett and Jermain (1985) and is also found in Collett (2002). The
response variable was erythrocyte sedimentation rate (ESR), which is used as an
indicator of infections and certain types of diseases. The lower the ESR value the better,
and as so often happens in medical applications, the continuous response variable was
dichotomized with less than 20 assigned a value of zero and at least 20 assigned a value
of one. The two predictor variables are Fibrinogen and γ -globulin. The data were obtained
in a study performed by the Institute of Medical Research, Kuala Lumpur, Malayasia. The
study was performed to attempt to determine if a patient’s ESR value is a valuable
diagnostic by trying to determine if there is a relationship between ESR and the two
predictors, since the latter are commonly elevated in the presence of inflammatory
diseases. The results for the Firth estimator are automatically produced when either the
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Asymptotic or the Exact option in LogXact is invoked. To see the Firth estimates for the
Collett dataset in comparison with the MLEs and exact estimates, proceed as follows. The
data are stored in a file Esr.cyd in the subdirectory Data of the LogXact installation
directory. Open this dataset using File menu. The first few records of the data set are
displayed below

To obtain the logistic regression results, select from the menu
Regression
Binary Response
Logistic Model
Then in the dialog box, select esr for the Response and fibrinogn and gam_glob for
7.10 Firth Procedure – 7.10.1 Examples
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the model terms and make sure that “Yes” appears in the Estimate column corresponding
to each model term. The default asymptotic method is Maximum Likelihood Estimate.
Select Exact and click on OK. The output that results is as follows.

Now again go back to the model dialog box and specify the same model. Click on the
button Options and choose the asymptotic method - Penalized MLE for bias
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correction (Firth’s method) as shown below.

Click on OK to return to the model dialog box and click again on OK to run the model. You
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will get the results as shown below.

We can see that for fibrinogn, MLE and Firth estimates differ more than do the Exact
and MLE estimates, although this is reversed for gam_glob.
Collett (2002) identified two outliers, which were observations 15 and 23. A completely
different picture emerges when these observations are deleted from the dataset and
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analysis is carried out as before. The new results will be as shown below.

The estimates using Firth is shown below:
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Notice the fact that the asymptotic p-values for fibrinogn for the Firth and ML estimates
differ by an order of magnitude, with the p-value for the latter inflated because the
standard error for the point estimator is inflated by the near separation that results when
the two outliers are removed. Since the fibrinogn predictor is important, as evidenced for
example by the fact that the Exact p-value is quite small or by a simple scatterplot, we
want to use an estimation approach that shows the variable to be important. To see the
scatterplot, select
Plots
Simple Scatter
and then select fibrinogn for ’Variable on X-axis’ and esr for ’Variable on Y-axis’. The
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plot that appears is as follows.

Although the Firth procedure should be preferred over ML and it is a suitable alternative to
Exact method when the latter is not computationally feasible (the Firth procedure requires
the same computational effort as ML), there are certain data configurations for which the
Firth results should be used with caution. For example, Firth procedure asymptotic
p-values will often be misleading when there is separation or near separation as the
standard errors of the estimators will be inflated. Furthermore, the procedure is equivalent
to creating two pseudo-observations with appropriate iterated weights and then applying
ML. These observations tend to remove the separation or near separation, which has the
effect of inflating p-values and consequently causing predictors to look weaker than they
really are.
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Thus, under conditions for which ML should not be used, Firth asymptotic p-values should
not be used, either. Our research shows, however, that the Firth estimators perform well in
terms of bias and mean squared error, and will generally be preferred over both ML and
the median unbiased estimator (MUE) produced by Exact method when there is
separation. This, however, is in terms of bias and mean squared error, not in terms of
p-values as Exact method produces exact p-values that will be reasonable under near
separation and separation.
Accordingly, although we believe that Firth should be used except under extreme near
separation, which will not be encountered very often, a different hypothesis testing
approach may have to be used to assess predictor significance when the Firth procedure
is used, such as looking at differences between likelihood ratio statistics for subset models.

Example-2

Both ML and Exact methods were applied to the dataset on 27 AML
patients in Section 7.5. Since Firth will be superior to both ML and Exact methods in terms
of bias and mean for most datasets, we should investigate whether Firth should be used
for this dataset. Unlike the analysis in Section 7.5, we will not dichotomize the patient
temperature variable (TEMP) so as to make it easier to illustrate certain salient points and
also because dichotomizing continuous variables, although a common practice especially
in medical applications, does constitute a loss of information.

We will also perform the analysis using the percent labeling index (LI) both untransformed
and transformed with a logarithmic transformation, whereas in Section 7.5, only the latter
was used.
To see the Firth estimates for the AML dataset in comparison with the MLEs and Exact
estimates, proceed as follows. The data are available in the file AML.CYD in the DATA
subdirectory of your LogXact installation directory. Open this data file and fit the binary
logistic regression model Status=%const+TEMP+LI. The output with the untransformed
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TEMP and LI variables is given below.
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We can observe that the ML and Firth parameter estimates differ noticeably, whereas the
ML and Exact estimates are close (The Exact estimate of the constant is not given
because the distribution is degenerate). A thumbrule that we have derived from several
simulation experiments is that Firth is better than MLE when all fitted values under MLE
are between 0.1 and 0.9.
The fitted values are obtained by checking postfit results under Output in the
model dialog box, then clicking on Regression Diagnostics. This produces the ML
fitted values, which are shown below.

Notice that five of the fitted values (labeled ProbResp) are less than 0.1, whereas there is
no fitted value above the 0.9 threshold value at the other extreme. (Note: Care should be
exercised to select ProbResp and not ExptResp because each numerical value of the
latter is the value of ProbResp multiplied times the number of occurrences of the
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corresponding combination of covariate values.) Consequently, there is some question as
to whether or not Firth should be used. Note, however, that these very small fitted values
occur at large values of TEMP and small values of LI. Firth would probably be suitable for
other (TEMP, LI) combinations and might even be suitable for the combinations that
produce the small fitted values.
Much more research is needed to determine when Firth estimates would be suitable and
we are engaged in such research.
The objectives of a particular logistic regression analysis (classification, log odds ratios,
ROC curve, etc.) should be kept in mind in trying to select a particular type of estimator,
as the choice may not make much difference for certain objectives. For example, 6 of the
27 fitted responses are misclassified for both Firth and ML. When in doubt, it is a good
idea to use two or more estimators and compare the results. Subject matter knowledge
might then be combined with the numerical results in possibly arriving at a clear
preference for the results obtained using one particular estimator.

Example-3

Only the Exact method was applied to the OSTEO.CYD dataset on 46
patients in Section 7.4 because the ML solution did not exist due to the quasicomplete
separation on the LYINF factor. Since Firth is also now an option in LogXact, there is the
obvious question of which estimator to use, not only for this dataset but for datasets in
general that exhibit either quasicomplete separation or complete separation.
This is not an easy question to answer because both Firth and Exact are undermined by
these conditions. Specifically, there is too much shrinkage in the Firth estimator and the
MUE estimator in Exact method is also not an ideal estimator.
The parameters are of course unknown but we can see how the two estimators perform in
terms of fitting the observed responses. Therefore, the results for all three estimators for
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this dataset are shown below.
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Estimates using Firth is shown below:

Since all of the asymptotic p-values exceed 0.05 (except for the constant) we might be
tempted to conclude that no covariate is important. Such a conclusion would be extremely
counterintuitive, however, because we would not expect a study to be performed in which
all of the variables selected for inclusion in the study turn out to be unimportant.
We should remember that asymptotic p-values can be misleading, and this can be
especially true when the covariates are correlated. We can see from inspection of the data
and/or by performing an appropriate test that there is some correlation between the
covariates, which means that the p-values will not be the same when one or more of the
covariates are used in a reduced model. The nonexistence of the ML solution when there
are binary covariates does not mean that there is a perfect predictor or combination of
predictors, as will be the case when there is separation with continuous predictors. On the
contrary, a binary predictor that prevents a ML solution could actually be a poor predictor.
To illustrate, assume a single binary covariate with 12 values: two zeros followed by 10
ones. Let the corresponding response values be two zeros followed by five ones followed
by five zeros. The covariate clearly has little predictive value (unless we are interested in
predictions at the covariate value of zero) and a logistic regression run with these values
produces a Firth asymptotic p-value of 0.42 and also a high likelihood ratio p-value, yet the
7.10 Firth Procedure – 7.10.1 Examples
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ML estimate does not exist because of the quasicomplete separation.
For the current example, the LYINF predictor is what causes the ML solution to not exist.
This can be seen by looking at the data that were given in Section 7.4 or simply by
observing that the Exact solution for the coefficient of that predictor is the MUE. Consider
the following table, which was produced using Tabulate in the Basic Statistics menu.

Look first at LYINF = 1. There are 19 Y-values that are 1 and 17 that are 0 – almost an
even split. Thus, for 36 of the 46 patients, LYINF is of no help as a predictor. So even
though it is a perfect predictor for the other 10 patients, overall it is not a good predictor.
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We receive a similar message when we construct the table for GENDER.

As with LYINF, only one of the levels of GENDER is of any predictive value, yet when we fit
a model using only the GENDER covariate, all three asymptotic p-values (here the ML
solution exists) are less than 0.05, and the likelihood ratio p-value for the model is slightly
greater than 0.01, both for Firth and for ML, as can be seen below. (Note that the Firth
asymptotic p-value for GENDER is less than half of its value when all of the covariates
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were used in the model. Thus, p-values for the full model can be misleading.)

The results using Firth and exact methods are shown below:
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We observe that there is very little difference between the MLE and CMLE estimates for
GENDER and no difference for the constant, but Firth differs considerably from both.
Similarly, the asymptotic p-values for MLE and CMLE differ very little. Since the 2 x 2 table
indicates that both the likelihood ratio and asymptotic p-values are misleading, it is highly
desirable to consider the fitted values. We consider GENDER first. Since the 2 x 2 table is
for 0-1 data, the application of logistic regression using ML to such a table will give fitted
values that are equal to the observed proportions. That is, the fitted value is 0.516 for
GENDER = 1 and 0.817 for GENDER = 0. If we use a nominal cutoff of 0.5 for the fitted
values for classification purposes, there would be 17 misclassified patients out of the 46,
or 37%, and almost the same number if the proportion of Y = 1 values is used as the
threshold value, as has been suggested in the literature. (The fitted values are only
slightly different when Firth and Exact are used and the misclassification percentage is the
same.) The bottom line is that sixteen Y = 1 values have fitted values only slightly greater
than 0.5 and fifteen Y = 0 values have fitted values only slightly less than 0.5. Thus, there
is a poor fit, contrary to the impression created by the hypothesis tests. This does not
happen with continuous covariates.
Essentially the same problems occur when Firth is used with LYINF as the covariate, as
the misclassification rate is also 37% and 19 Y =1 values have a fitted value of only 0.527.
Thus, neither LYINF nor GENDER is a strong predictor, as the 2 x 2 tables show. The Firth
and Exact (CMLE) solutions won’t always be as close as they were for this example, but
7.10 Firth Procedure – 7.10.1 Examples
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Firth does provide a sensible alternative to CMLE when the latter is not computationally
feasible or practical. When both estimators can be used, a judicious approach would be to
use both and compare the results. If different conclusions are reached, which may not
occur very often, subject matter knowledge might be used to select one set of results.

7.11 Profile
Likelihood Based
Confidence Intervals
7.11.1 ESR data

Classical Wald’s confidence intervals are based on the asymptotic normality of the
maximum likelihood estimate of a parameter. However, in case of small samples, the
properties of the estimator can be very different. A symmetric shape of the likelihood
function allows use of Wald’s intervals, while an asymmetric shape may result into
inaccurate confidence intervals. A more robust construction of confidence intervals is
derived from the asymptotic χ 2 distribution of the generalized likelihood ratio test.
We have seen in Section 7.10 that Firth’s estimator is recommended whenever there is a
problem of separation, and is a better alternative to Exact when the latter is not
computationally feasible. The problem of separation also leads to inflated standard error
which results into an infinite or large Wald’s confidence intervals. In such situations, the
confidence intervals based on profile likelihood method are a way out. Heinze and
Schemper (2002) shows that the confidence intervals based on profile likelihood are often
preferable to Wald’s confidence intervals. Heinze (2006) demonstrate that the confidence
intervals based on penalized likelihood equation show excellent behavior in terms of the
coverage probability and the higher power.
The following example includes the confidence intervals based on profile likelihood
method for MLE and PMLE estimates.

7.11.1

Example 1: ESR Data

We use the data set of Example 1 from Section 7.10 ESR.cyd which stores the values of
binary response on erythrocyte sedimentation rate (ESR) modelled by two predictors
Fibrinogen and γ - globulin. The data were obtained in a study performed by the Institute
of Medical Research, Kuala Lumpur, Malaysia. The study was performed to determine if
there is a relationship between ESR and the two predictors. To obtain the confidence
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intervals for MLE’s of parameters based on profile likelihood method, proceed as follows.
Open this data set using File menu. Select from the menu
Regression
Binary Response 
Logistic Model . . .
Then in the dialog box, select esr for the Response and fibrinogen and gam_glob for
the Model terms and make sure that " Yes" appears in the Estimate column corresponding
to each model term. Select the default Asymptotic method. Click on the Options button
and choose the MLE and Profile Likelihood under Confidence Interval as shown below.
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Click on OK to return to the model dialog box and click again on OK to run the model.
You will get the results as shown below.

We will now obtain the profile likelihood based confidence intervals for Firth. To do this, for
the same data set select from the menu

Regression
Binary Response 
Logistic Model . . .
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Then in the dialog box, select esr for the Response and fibrinogen and gam_glob for
the model terms and make sure that " Yes" appears in the Estimate column corresponding
to each model term. Select the default Asymptotic method. Click on the Options button
and choose the Penalized MLE for bias correction (Firth’s Method) and Profile Likelihood
under the Confidence Interval as shown below.

Click on Ok to return to the model dialog box and click again on OK to run the model. You
will get the results as shown below.
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The effective use of profile likelihood based confidence intervals can be seen from the
following where we obtain the confidence intervals for Odds Ratio. Open the same file
esr.cyd. Select as before, the esr as Response and the other two variables as the
Model Terms. Choose the estimates using the exact method. Next click on Options. Go
to the General tab. You will get the following dialog box.

274

7.11 Profile Likelihood Based Confidence Intervals – 7.11.1 ESR data

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

Click the Odds Ratio. Click OK. Next click go the Test Specific Options dialog box
and as before check for the Penalized MLE (Firth) and Profile Likelihood. Click Ok.
LogXact shows the following output:
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Note that for fibrinogn, the Wald’s confidence interval is (0.8812, 21.52) which contains
unity while the profile likelihood interval (1.194, 33.64) does not. Notice the p value using
exact for this covariate is 0.0271, indicating the effect of Fibrinogn as significant in
determining the esr. The same is reflected in the confidence interval using profile
likelihood method.
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Trial and error procedure for reducing the number of explanatory variables can be time
consuming especially when the number of variables is large. Newly developed option of
finding best subset in LogXact 9, tries to remedy this situation. The method adopted is
described in an article by Lawless, J.F. and Singhal (1978).
We will explain the use of best subset option with the help of an example. The data set
MYELOMA.cyd, stored in DATA folder in the installation directory of LogXact contains
survival times of 65 multiple myeloma patients with 15 concomitant variables. The data
are presented in an article by Krall, J.M., Uthoff, V.A. and Harley J.B. (1975). Open this
data set using file menu. The first few columns and rows of this data set are displayed in
the following image.
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Invoke the menu
Regression
Binary Response 
Logistic Model . . .
Binary Regression: Logistic Model dialog box will open up. In Perform tab you
will see options displayed one below one another for : Estimation of a model, Testing of
multiple hypotheses and Best subset selection. Choose the option Best Subset
Selection. Select status as Response variable. Select all the variables from
haemogll to sercalci (in all 15) as model terms. Please note that %Const term will
always be selected as the model term when you are performing best subset selection.
Note that Best Subset selection option is not available for stratified data. If you select any
variable as stratum variable then the best subset option will get disabled. You will also
see that all the options in Output are also grayed out as they are not available for best
subset selection. You can only get the asymptotic computations along with the best
subset. The dialog box containing the inputs will look as shown below.
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To input the parameters related to best subset selection procedure click on the Options
button. Options window will appear as shown below.
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By default Best Subset tab will be highlighted. Below is a brief description of entities that
appear in this window and inputs for example we are illustrating.
Model terms. All the model terms selected in the previous window appear
automatically in this column.
Force Inclusion. Select the check boxes in front of the model terms that you
want included in the best subset regardless of any criteria for their inclusion.
Suppose we want fracture to be included in the best subset. Check the box in
front of that variable.
Size of Subset. Enter the size of best subset that you desire. This number must
be greater than number of forced inclusion terms and less than the number of model
terms. Suppose we want to have 7 variables in our best subset. Input 7 in this window.
Number of best subsets. Input the number of best subsets required. This
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number must be between 1 and 20. According to the selected criteria, LogXact9 will
list best subset, then second best and so on. Enter 1 for our example.
Stepwise Selection Options. These options are applicable to only step-wise
selection. In step-wise selection, in adding and eliminating variables, an F-like
statistic is calculated for the regression. For a variable to come into the regression,
the F-like value must be greater than F to enter (the default is 3.84). For a variable to
leave the regression, the F-like value must be less than F to omit (the default is 2.71).
The value you set for F to enter must be greater than the value you set for F to omit.
For this example we will not use these quantities.
Subset Selection Type. These provide various methods you can employ to
select best subset. For detailed description of these methods please refer to the
Subsection 6.1.5 in Chapter 6.
1. Backward elimination. This method involves starting with the full model
eliminating variables one after another starting with the least significant. This
method can be time consuming if you have a large number of terms in the full
model.
2. Forward selection. This method involves starting with no terms in the
model and adding variables one after another starting with the most significant.
3. Sequential replacement. At any given stage, variables in the model are
sequentially replaced and replacements that give maximum improvement are
retained.
4. Stepwise selection. This method is similar to forward selection but
variables can be added to deleted at intermediate stage. F to enter and F to
omit become relevant only in case of this procedure.
5. Exhaustive search. This method searches for all combinations of model
terms for best subset. This can be quite time consuming if the number of
variables are large.
Select Forward selection method radio button for now. Your screen will look like this.
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Click on OK and system will return to binary logistic regression input window. Click on OK
in this window. LogXact 9 will provide two outputs. One will be regression output under
asymptotic option and the following best subset output option.
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Below we discuss the entities commonly printed in the output of best subset.
No. of variables. This column lists the number of variables in the best subset.
RSS. It is the residual sum of squares. It is a measure of discrepancy between data
and logistic model.
Cp . For definition of Mallows Cp we refer the reader to Subsection 6.1.6 in Chapter 6.
Probability. This is the probability of the proposition that a given subset is
acceptable. If Probability < .05, we can rule out that subset.
Variables. Next columns give variables included in the best subset at that
particular stage.
The variables to be included in best subset are intercept and 6 variables in the last row of
the output given earlier which are uria, haemogll, sex, myeloid, sercalci, and
lymphocy.
Along with the best subset output, StatXact 9 also provides Output for estimation of
parameters under ’Asymptotic" option.
7.12 Best Subset Selection for Logistic Regression
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Logistic Regression for Stratified Data

This chapter illustrates how to use LogXact for logistic regression on stratified binary data
with covariates. Suppose there are N strata, with binary responses in each of them. Let
the i th stratum have mi responses and ni − mi non-responses. For all 1 ≤ i ≤ N, and
1 ≤ j ≤ ni , let Yij = 1 if the j th individual in i th stratum responded; 0 otherwise. Define
πij = Pr(Yij = 1 | xij ) where xij is a p-dimensional vector of covariates for the j th
individual in the i th stratum. The logistic regression model for πij is of the form


πij
log
= γi + xij β ,
(8.1)
1 − πij
where γi is a stratum specific scalar parameter and β is a (p × 1) vector of parameters
common across all N strata.
We are usually interested in inferences about β , and regard the γi ’s as nuisance
parameters. LogXact provides both asymptotic and exact inference for the β parameters.
The asymptotic inference is based on maximizing the partially conditional likelihood
function (see chapter 1). In this approach, one conditions on the sufficient statistics for
the γi parameters and thereby eliminates them from the likelihood function. This approach
is documented in Section A.5 of Appendix A. The exact approach is based on generating
the exact permutation distribution of the sufficient statistics for the parameters of interest,
conditioning on the observed values of the sufficient statistics for all the remaining
parameters. This approach is documented in Section A.6 of Appendix A.
8.1 Purpose of this
Chapter

In this chapter we will illustrate logistic regression for stratified data through the following
four data sets:
SCHIZO.cyd — Birth Complications and Schizophrenia This is a simple example of
stratified data involving only one covariate. Its primary objective is to clarify the
difference between unconditional maximum likelihood inference, conditional
maximum likelihood inference, and conditional exact inference. The key lies in
understanding how the Stratification command works. This command, unlike
the other statistical commands of LogXact, has not been encountered so far.
8.1 Purpose of this Chapter
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BIOMET.cyd — Cross-over Clinical Trial of Analgesics This example builds on the
experience gained in the previous example by analyzing a data set with more than
one covariate.
TRIESTE.cyd — Radiation and Lung Cancer A common feature of the previous two
data sets is the fact that the binary outcomes were correlated. The conditional
methods of this chapter provide a way to handle some correlated binary data for
small data sets. However, these methods are not restricted to correlated outcomes.
Their primary application has been to the analysis of matched sets with uncorrelated
binary outcomes. They were popularized for this application by Breslow and Day
(1980). This data set is derived from a classic case-control study of involving 18
matched sets with one case and several controls in each matched set. All
observations are independent.
The example highlights the fact that there can be
striking differences between the unconditional and conditional approaches when
there are a large number of matched sets with only a few observations in each
matched set.
GOLD.cyd — Female Assistant Professors In the three previous data sets each
stratum had either one response and several non-responses, or several responses
and one non-response. LogXact is not restricted to these special situations. It can
handle the general case of mi responses and ni − mi non-responses in stratum i .
This example deals with the general case.

8.2 Summary of
LogXact Results

LogXact writes the results of running a test or estimate in the Results window. If you
were to choose from the menu:
Regression
Binary Response 
Logistic Model . . .
and then run a test or estimate, LogXact will generate the results in the Results window.
The Results window contains all the results from the current model fit. See Chapter 5 for
details on the Resultsworkbook.
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1. Selecting the Test and Asymptotic options in the Binary Regression:
Logistic Model dialog box produces the likelihood ratio, Wald, and Scores tests,
based on maximizing the likelihood function, conditional on the observed values of
the sufficient statistics for the stratum-specific constants. These tests are
documented in Section A.5 of Appendix A.
2. Selecting the Test and Exact options produces either the exact conditional
Probability test, the exact conditional Scores test, or the exact conditional Likelihood
ratio test, depending on the Type of Test you selected in the Options dialog box
after clicking on the Options button. These tests are documented in Section A.6 of
Appendix A. Both tests are based on the joint permutation distribution of the
sufficient statistics for the parameters being tested, conditional on the observed
values of the sufficient statistics for all the remaining parameters. Mid-p-values are
also produced from this distribution.
3. Selecting the Test and Monte Carlo options produces the Monte Carlo estimate of
either the exact conditional Score test or the exact conditional Likelihood Ratio test.
4. Selecting the Test and MCMC options produces the Markov Chain Monte Carlo
estimate of the Likelihood Ratio test.
5. Selecting the Estimate and Asymptotic options produces one line of asymptotic
Results for each variable in the model. The following items appear on that line of
Results:
the name of the variable;
a line-label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval, and p-value of the β
coefficient. These estimates are obtained by maximizing a conditional likelihood
function. The likelihood function being maximized is only partially conditional. We
condition on the observed sufficient statistics for the stratum specific constants
only. Other nuisance parameters are estimated rather than being conditioned
out of the likelihood function. Refer to Section A.5 of Appendix A for details.
6. Selecting the Estimate and Exact options produces one line of exact Results for
8.3 Running a Statistical Test
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each variable in the model. The following items appear on that line of Results:
the name of the variable;
a line-label denoting the type of inference — exact;
the point estimate of the β coefficient. Where possible, this estimate is obtained
by maximizing the conditional likelihood function (CMLE) formed by conditioning
on the observed values of the sufficient statistics corresponding to all the
nuisance parameters. Notice that this conditional likelihood function is in general
not the same as the conditional likelihood function being maximized to obtain the
point estimate of β on the asymptotic line of the Results. The latter likelihood is
conditioned on the sufficient statistics for the stratum specific constants only,
whereas this likelihood is conditioned on the sufficient statistics for all the
parameters (other than the one being tested).
Sometimes this maximization is not possible, because the sufficient statistic of
the β being estimated lies at one extreme of its range. In that case the median
unbiased point estimate (MUE) is reported. See Section A.6 of Appendix A for
details. When the MUE is reported a label with an arrow << pointing towards
the point estimate appear on the screen;
the exact confidence interval and exact p-value of β . These estimates are
derived from the exact permutational distribution of the sufficient statistic for β ,
conditional on all the remaining sufficient statistics. See the documentation in
Section A.6 of Appendix A for details.
7. When the asymptotic estimates fail to exist, due to non-convergence of the maximum
likelihood algorithm, LogXact places “?” characters in appropriate places on the
Results window.
8. When the memory requirements for doing an exact computation are exceeded,
LogXact places a NO MEMORY sign at the appropriate place in the Results window.
9. If the number of cases in a stratum is very large, floating point values that are out of
the machine’s range may have to be computed. This may result in a run-time error
condition.
10. The label NA, meaning “Not Applicable”, appears in the Results window whenever a
particular computation is inappropriate. The value of SE(Beta) is not available
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when the estimates are reported on the odds ratio scale rather than the log odds
ratio scale; i.e., when the Output option in the Options Global dialog box has
been set to Odds. The standard errors for the β ’s cannot be converted directly into
standard errors for the odds ratios.
11. Selecting the Estimate and Monte Carlo options produces Monte Carlo
estimate output same as the Estimate and Exact options with an additional result
of standard error of the P-value.
8.4 Birth Complications We thank Dr. Armando Garsd for providing this example. A case-control study (Garsd,
1988) was designed to determine the role of birth complications in schizophrenics. The
and Schizophrenia
sample consisted of 7 families with several siblings per family. An individual within a family
Monte Carlo Results
was classified either as normal or schizophrenic. A “birth-complications index” was
available for each individual, ranging in value from 0 (uncomplicated birth) to 15 (severely
complicated birth). The data are displayed below:
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Family
ID
1
1
1
1
1
1
1
2
2
3
3
3
4
4
5
5
5
6
6
7
7

Birth-Complications
X
15
7
6
5
3
2
0
2
0
9
2
1
2
0
6
3
0
3
0
6
2

Number of Siblings
Normal Y Total
0
1
1
1
0
1
1
0
1
1
0
1
2
0
2
3
0
3
1
0
1
0
1
1
1
0
1
0
1
1
1
0
1
1
0
1
0
1
1
4
0
4
1
0
1
0
1
1
0
1
1
1
0
1
2
1
3
0
1
1
1
0
1

Is there a positive correlation between the chance of schizophrenia and the
birth-complications index? The data do indeed suggest some such tendency. But the
numbers are small, and the magnitude of the effect appears to vary across families. This
is an ideal situation for exact logistic regression on matched sets. Treating each family as
a separate matched set, one can model πij, the probability of schizophrenia for the j th
sibling in the i th family in terms of the birth-complications index, xij :


πij
log
= γi + βxij .
1 − πij
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We eliminate nuisance parameter γi , corresponding to the family effect, by conditioning on
the total number of schizophrenics within each family. We then estimate β by the
conditional methods discussed in Sections A.5 and A.6 of Appendix A.
Choose from the menu,
File
Open
Select the SCHIZO.cyd file in the subdirectory Data in your LogXact installation directory.
The data will now appear:
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After you have examined the data in the editor, choose from the main menu:
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box, select y as the Response variable, strat as the Stratum
variable, and x as the Model Term. Then, since we wish to estimate the parameters, click
on the Estimate and the Exact buttons before clicking OK .
At first, the Work in Progress box appears, showing how the estimation is
progressing. The Work in Progress box is described in Chapter 9.
In a few seconds, the following results appear in the Results window.
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The Estimate Results display the name of the data file, the model, weight variable, the
stratum variable, the number of informative strata (here, the number of families), the
number of terms in the model, the total number of observations in the data set,
observations rejected and the total number of groups or the distinct covariate
combinations in the dataset. The next section, under the headings Summary
Statistics, displays the deviance and its degrees of freedom, and Likelihood ratio
statistic and its degrees of freedom.
The Likelihood ratio statistic has a chi-squared distribution under the null hypothesis and
may be used to test the over all significance of the model. For the present example,
Likelihood ratio statistic is 5.1997 with df = 1 and the P-value is 0.0226.
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In the last section i.e. in the Parameter Estimates , you can see the conditional
asymptotic and exact point estimate, confidence interval, and the p-values for the
regression coefficient corresponding to birth complications index. The asymptotic and
exact P-values are 0.0528 and 0.0333. The formulae for computing these results are given
in Sections A.5 and A.6 of Appendix A.
Now rerun the model by choosing from the menu:
Regression
Binary Response 
Logistic Model . . .
followed by the Test and Exact choices in the dialog box.
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The following details concerning the above results might be helpful to know more about
how LogXact works.
The asymptotic p-value is based on the Wald test, and so it matches the Wald test
p-value.
The exact p-value for the Estimate is obtained by doubling the tail area of the
permutation distribution of the sufficient statistic for the coefficient being tested. Thus
it will not in general equal the exact p-value for the Test. The latter p-value is defined
by equation (A.39) in Appendix A.
To see the distinction between the two exact p-values, it will be helpful to examine the
permutation distribution of the sufficient statistic for birth complications index
conditional on the remaining sufficient statistics. To save this distribution to a file,
choose from the menu:
Regression
Binary Response 
Logistic Model . . .
and click on the Exact distribution check box. Now rerun the exact test
procedure. To see the permutation distribution go to the Exact Distribution tab
in the active workbook.
You now see a partial view of this conditional distribution as shown below:
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The observed conditional score is 6.328. (The conditional score is defined precisely
by equation (A.38) in Appendix A.) The exact p-value based on the conditional
scores test is then the sum of probabilities of all the values of X whose
corresponding scores equal or exceed 6.328. This p-value is reported in the
Results window as 0.0167. Next, the observed value of the sufficient statistic is 37.
Twice the tail area of the permutation distribution of X to the right of X = 37 is 0.0333.
This p-value is reported in the Results window.
Notice that there is no estimate for the constant term in the Results window. There
were seven stratum-specific constants in the model, corresponding to the seven
families. However, the conditional logistic regression approach is to eliminate these
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constants from the likelihood function by conditioning on their sufficient statistics, i.e.,
the number of schizophrenia cases in each family. (Note: Although for this data set
there was only one case and ni controls per family, the software can handle the
general case of mi cases and ni controls for the i th matched set.) In contrast,
unconditional logistic regression would create six dummy variables for the seven
levels of the stratum variable and estimate all the parameters of the model:

πj
= γ + βxj +
λl ulj ,
1 − πj
l=1
6

log

where ulj = 1 if the j th observation belonged to family l , and 0 otherwise. We can
create such a model and estimate its parameters. Choose:
Regression
Binary Response 
Logistic Model . . .
Remove STRAT as the Stratum variable, click on the Toggle Factor option for
STRAT, select STRAT as a model term. To obtain the estimates, click on the
Estimate and Exact options.
The Work in Progress box appears, showing how the estimation is progressing.
Then, the Results window is displayed as follows:
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Now rerun the exact test for the variable X. Choose:
Regression
Binary Response 
Logistic Model . . .
In the dialog box, click on the Test option. Toggle the Selected for Testing
Yes/No button to choose X for testing. You can examine all the estimates of the
stratum-specific constants in the results. The following points are worth noting about
the Results:
1. The asymptotic estimates of the beta coefficient, the confidence interval, and the
p-value have all changed. These were obtained by maximizing the unconditional
likelihood function (A.16) instead of the conditional likelihood function (A.28) in
Appendix A.
2. The exact point estimate, confidence interval, and p-value for the coefficient of X
is unchanged relative to what was obtained by the stratified inference performed
earlier. (You can confirm this by scrolling up to the previous model in the
Results window.) As explained in Section A.6 of Appendix A, the exact
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inference is always conditional, regardless of whether the stratified or
unstratified option is invoked by LogXact. In both cases the statistics on the
Exact line of the variable X are derived from the permutation distribution (A.43)
discussed in Appendix A.
3. The exact conditional scores p-value for the coefficient of X, displayed in the
Results window, is the same for the stratified and unstratified models. Again,
the exact inference is always conditional. For both the stratified and unstratified
cases, the exact p-value is given by equation (A.39) in Appendix A.

Monte Carlo Results
To illustrate the Monte Carlo method in logistic regression, choose from the menu
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box , choose Y as the response variable and X as the model term.
Choose strat as the Stratum variable. Click on the Estimate and Monte Carlo
options. Click OK .
After the computations are completed the results appear as shown below:
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The above Monte Carlo results were obtained using the computer Clock time as the
Random number seed. Hence these Monte Carlo values may be different from the
values you will get in your computer. It is instructive to compare the Monte Carlo results
with the results obtained using the Exact option.

8.5 Cross-Over
Clinical Trial of
Analgesic Efficacy
Monte Carlo Results

The data below are taken from a three-treatment, three-period cross-over clinical trial. The
three drugs are A=New Drug, B=Aspirin, C=Placebo; the primary end-point was analgesic
efficacy, here dichotomized as 0 for relief and 1 for no-relief. See Snapinn and Small
(Biometrics, 42, 583-592, 1986) for details.
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Patient
1
7
2
8
3
9
4
10
5
11
6
12

Drug
Sequence
ABC
ABC
BCA
BCA
CAB
CAB
CBA
CBA
ACB
ACB
BAC
BAC

Cytel Inc Copyright 2010

Response
P1 P2 P3
0
1
1
0
1
1
0
1
1
0
0
0
1
0
0
1
0
1
1
0
1
1
0
0
0
0
0
0
1
0
1
0
0
0
0
1

The question to be addressed is whether the three treatments are different. We answer
this question by including treatment as the primary covariate in a stratified logistic
regression model. In this model, treatment is included as an unordered categorical
covariate at three levels and, hence, with two degrees of freedom. We regard each patient
as a stratum. Within each such stratum there are three observed responses, one at each
of the three time periods P1, P2, and P3. It is assumed that observations from the same
patient are conditionally independent given the stratum effects. See Jones and Kenward
(Statistics in Medicine, 6, 555-564, 1987), Kenward and Jones (Statistics in Medicine,
10, 1607-1619, 1991). A carry-over term is included in the model with four levels and
three degrees of freedom. The first level corresponds to the first period, in which there is
no carry-over. Hence one degree of freedom of the carry-over term is associated with the
comparison of the first period and the average of the second and third periods. In other
words the three degrees of freedom for this term include the two for carry-over effect and
one of the two degrees of freedom for the period effects. The remaining one degree of
freedom for the period effects is aliased with the other effects because of the small size of
the data set. Thus we have omitted separate terms for the period effect from the model.
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The data set, recoded in a form suitable for analysis by LogXact, is available in a file
named BIOMET.CYD. To open this data set, choose from the menu:
File
Open
Select the BIOMET.CYD file in the Data subdirectory of the LogXact installation directory.
The following data appears:

Notice that each stratum has three responses. The three drugs are coded 1, 2, and 3. The
three periods are also coded 1, 2, and 3. The carry-over variable is coded 0 if the
observation occurs in the first period, 1 if the subject has just crossed over from
treatment A, 2 if from treatment B, and 3 if from treatment C. The “History” variable may be
ignored.
To obtain the estimates, choose from the menu:
Regression
Binary Response 
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Logistic Model . . .
In the dialog box, specify STRAT as the Stratum variable and RESP as the Response
variable. Choose DRUG and XOVER as the Model Terms. Since there is no reason to
expect the DRUG or XOVER variables to have any natural ordering, specify that they are
factor variables by clicking the Factor option. Then, estimate the regression coefficients
by clicking on the Estimate and Exact options. Click on OK.
The Work in Progress box appears, showing how the estimation is progressing. Then,
the following Results window is displayed.
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You may examine the results more carefully in the output. To perform a 2-df test that there
is no drug effect, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the Binary Logistic Regression dialog box, click on the Test and Exact
options. Declare DRUG as a factor variable by clicking on Toggle Factor On/Off .
Select strat as a stratum variable. Select DRUG<fa> in the Model Terms section for
testing, using the Selected for Testing Yes/No toggle button. Click on OK.
The Work in Progress box appears, showing how the estimation is progressing. Then,
the following results are displayed.

There are wide variations among the three asymptotic tests, a clear indication that the
asymptotic methods might not be valid. The exact p-value for DRUG is between the Wald
and Likelihood Ratio p-values.
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In order to compute the exact P-value in hypothesis testing , LogXact uses conditional
Score, Probability and Likelihood ratio statistics. For Score test there are two options,
Score with asymptotic variance and Score with exact variance, available
in LogXact. By factory default, LogXact uses Score with exact variance to
compute the exact P-value when Test and Exact options are chosen. In the case of
Score with asymptotic variance option LogXact uses asymptotic variance to
compute the Score statistic, therefore, in this case the test statistic is same as asymptotic
Score statistic. In case of Score with exact variance LogXact uses conditional
exact variance to compute the Score statistic. Therefore, the test statistic with variance
might be different from that of the asymptotic variance. You may examine this by doing the
following:
Choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box, choose RESP as the response variable, STRAT as the stratum
variable, DRUG and XOVER as the model terms and then select Test and Exact options.
Next, select DRUG in the Model Terms section for testing, using the Selected for
Testing Yes/No toggle button and then click OK.
After the computations are completed the results appear as shown below:
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In the above result, asymptotic Score statistic is 6.4759 and the corresponding P-value is
0.0109. Also the exact Score statistic with exact variance is 6.0525 and the corresponding
exact P-value is 0.0150.
Again, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
The following dialog box appears:
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Click on the Options button and then select Score test with asymptotic
variance and then click OK. Next make sure DRUG is selected for testing and then click
OK.
LogXact shows the following screen:
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In the above result the asymptotic Score statistic and the exact Score statistic are equal
(6.4759) and the exact P-value is 0.0150.

Monte Carlo Results
In order to illustrate the Monte Carlo method in logistic regression, choose from the menu
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box, choose RESP as the response variable and DRUG and XOVER as
the model terms. Click on toggle factor on/off to make DRUG and XOVER as
factored variables. Choose the Estimate and Monte Carlo options. Press OK.
After the computations are completed the results appear as shown below:
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The above Monte Carlo results were obtained using the computer Clock time as the
Random Number Seed. Hence these Monte Carlo values may be different from the
values you will get in your computer.
To perform a test that there is no drug effect, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the Binary Regression: Logistic Model dialog box, click on Test and Monte
Carlo options. Select STRAT as a stratum variable and DRUG and XOVER as the Model
Terms. Select DRUG in the Model Terms section for testing, using the Selected for
Testing Yes/No toggle button. Now, click on Options button.
You get the following dialog box:
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Select Score test with asymptotic variance and then click OK. Next, Press OK.
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LogXact displays the following screen:

In the above result, the exact Score statistic is same as the asymptotic Score statistic, as
both of them are using asymptotic variance to compute the test statistic. The Monte Carlo
P-value is 0.0154.

8.6 Radiation and
Lung Cancer
Monte Carlo Results

We thank Dr. Alexander Walker for the use of this data set. Stanta and Walker (1986)
reported on a case-control study to assess the risk of developing lung cancer in women
who had previously suffered from breast cancer. The covariates were radiation therapy for
breast cancer and smoking history. The data consisted of 18 matched sets containing a
total of 18 cases of lung cancer and 52 controls. The matching was based on age and
date of diagnosis of the breast cancer. The data are displayed next:
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Case
Stratum Indicator None
1
Case
1
Control
0
2
Case
0
Control
0
3
Case
0
Control
1
4
Case
0
Control
0
5
Case
1
Control
0
6
Case
0
Control
0
7
Case
0
Control
0
8
Case
0
Control
0
9
Case
0
Control
1
10
Case
0
Control
1
11
Case
0
Control
1
12
Case
0
Control
0
13
Case
0
Control
3
14
Case
0
Control
0
15
Case
0
Control
1
16
Case
0
Control
1
8.6 Radiation
17 and Lung
Case Cancer0

Smoking and Radiation History
Radiation Alone Smoking Alone
0
0
3
0
0
0
1
0
1
0
2
0
0
0
3
0
0
0
3
0
0
0
2
0
1
0
3
0
0
0
3
0
1
0
2
0
1
0
1
1
0
1
1
1
1
0
3
0
0
1
0
0
0
0
2
0
0
0
2
0
1
0
2
0
0
0

Both
0
0
1
0
0
0
1
0
0
0
1
1
0
0
1
0
0
0
0
0
0
0
0
0
0
0
1
1
1
0
0
0
1
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This data set is available in the file named TRIESTE.CYD. Bring the data by choosing from
the menu:
File
Open
and selecting the TRIESTE.CYD file.
Fit the two-variable logistic regression model
CASE = RADIO + SMOKE
to the above data, but adjust for the stratum effect by declaring STRAT to be a stratum
variable. To do all this, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box:
Select CASE as the Response variable
Select RADIO and SMOKE as Model Terms
Select STRAT as the Stratum variable
Click on the Estimate and Exact options
In this approach the 18 stratum-specific constants are not estimated. Instead they are
eliminated from the conditional likelihood function. Next, perform an unconditional logistic
regression analysis. This time you will actually estimate the stratum specific constants
along with the coefficients of RADIO and SMOKE from the unconditional likelihood function.
To do this, you must add STRAT to the model and declare it to be a factor variable. To
accomplish this, choose from the main menu:
Regression
Binary Response 
Logistic Model . . .
8.6 Radiation and Lung Cancer
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In the Binary Logistic Regression dialog box:
Select CASE as the Response variable
Select RADIO, SMOKE, and STRAT as the Model
Click on the Factor option for STRAT
Click on the Estimate and Asymptotic options
You could choose the Exact option instead of Asymptotic. But that would consume a
large amount of memory. In any case it is unnecessary, since it would yield the very same
exact estimates as were obtained when STRAT was excluded from the model but used as
a stratification variable. See Appendix A, Section A.6 for an explanation.
The purpose of this exercise is to compare the β coefficient for the SMOKE variable
obtained from the conditional and the unconditional analyses. The results are tabulated
below:
Inference Type
Unconditional MLE
Conditional MLE
Conditional Exact

Point Estimate for SMOKE
4.8
3.0
2.97

95% C.I. for SMOKE
(1.99 to 7.63)
(0.95 to 5.11)
(0.98 to 6.75)

Notice that there are large differences in the point and interval estimates of β from the
conditional and unconditional analyses. These differences would be even more
pronounced if expressed on the odds ratio scale. On the other hand the point and interval
estimates obtained by the conditional asymptotic and conditional exact methods are fairly
close. Based on the arguments put forward by Breslow and Day (1980), we would
conclude that the conditional estimates are more appropriate than the unconditional ones
for these data.

Monte Carlo Results
In order to illustrate the application of Monte Carlo method in Logistic Regression
procedure let us proceed as follows:
Open the file TRIESTE.cyd in the data editor. Choose from the menu
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Regression
Binary Response 
Logistic Model . . .
In the ensuing dialog box, choose case as the response variable, strat as the stratum
variable, radio and smoke as the model terms.
Choose Estimate and Monte Carlo options in the bottom left hand side of the dialog
box. Press OK.
After the computations are completed the results appear in the screen as shown below:

The above Monte Carlo results were obtained using the computer Clock time as the
Random Number Seed. Hence these Monte Carlo values may be different from the
values you obtain on your computer.
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8.7 General mi to
ni − mi Matching

All the examples considered so far in this chapter dealt with the special case of only one
response or one non-response in each stratum. LogXact is not restricted to this special
case. It can handle the general case of mi responses and ni − mi non-responses in the i th
stratum (or matched set) without any difficulty. Work out the example in Section 17.11 of
Chapter 17. This is an interesting example of possible sex discrimination among college
teachers. The data are stratified by time period to account for a possible cohort effect.
Within each stratum there are an arbitrary number of responders (faculty members who
were hired at the Assistant Professor level) and non-responders (faculty members who
were hired at the Lecturer level). Covariates include gender, age, and college degree.
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Handling Large Data Sets using Factory
Defaults

Exact logistic regression is computationally challenging even for small or moderately sized
data sets. In the case of exact logistic regression, the ability of LogXact to analyze your
data depends upon a variety of factors, including your sample size, the number of
covariates you want to include, whether your covariates are continuous or discrete,
whether or not your data are balanced (i.e., the subjects in your sample are distributed
roughly evenly across the different covariate groups), and the percentage of positive
outcomes, or “successes,” observed among the observations. The current version of
LogXact contains a variety of algorithmic improvements including more powerful exact
algorithms, use of network based Monte Carlo sampling (Mehta, Patel and Senchaudhuri,
2000) and use of Markov Chain Monte Carlo sampling (Forster, McDonald and Smith,
1996). These advances, combined with improved microcomputing power, allow LogXact
to handle larger and more complex data sets that was not previously possible. However,
even with advancing technology, researchers will still often encounter situations where
they cannot easily analyze their data using exact methods. We strongly recommend that
when solving large problems, researchers should close down all other applications
running in their computers so as to provide LogXact with the maximum computer
resources. To aid investigators in maximizing the capabilities of LogXact for large data
sets, this chapter discusses
1. the engineering behind how LogXact handles large data sets,
2. LogXact’s Work in Progress message box, which allows you to track the
progress of a particular job when the analysis is taking a relatively longer amount of
time, and
3. practical strategies for you to consider when you are struggling to obtain an exact
analysis of your data.
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9.1 How LogXact
Handles Large Data
Sets

The theory behind exact conditional logistic regression is explained in detail in
Appendix A. You may refer to the appendix for more detail, but a precise understanding of
this methodology is not important for the purposes of this chapter. It suffices to know that
while an exact analysis is desirable in many settings, it is also computationally more
demanding. Conventional logistic regression, based on maximizing the unconditional
likelihood function, enjoys widespread use because estimates and hypothesis tests for the
model coefficients can be easily obtained numerically. Exact logistic regression, on the
other hand, requires the enumeration of all possible permutations of the vector of binomial
responses (also known as the y-vector) that meet certain criteria imposed by your
observed data. We often refer to the collection of all these y-vectors as the “reference set.”
Each additional explanatory variable that you include in your logistic regression model
imposes one additional constraint on the reference set. Generating and storing the
reference set of y-vectors can consume a considerable amount of memory and computing
time. That is why LogXact may eventually be incapable of performing exact inference as
you continue to add covariates to your model.
When we carry out an analysis in LogXact the “gold standard” is to generate exact
estimates of model parameters by enumerating (implicitly or explicitly) all the y-vectors in
the reference set. However, where the exact inference is computationally infeasible, the
next best alternative is to obtain unbiased estimates of the exact results. Such estimates
can be obtained by direct Monte Carlo sampling of y-vectors from the reference set, rather
than enumerating all of them. The standard errors of these Monte Carlo estimates can be
made arbitrarily small by increasing the number of Monte Carlo samples. Thus, for all
practical purposes, direct Monte Carlo estimates are as good as exact estimates as long
as we take a sufficiently large number of Monte Carlo samples. (See Mehta, Patel and
Senchaudhuri 2000, for details.) Often, however, even direct Monte Carlo sampling is
computationally infeasible. To handle this eventuality, LogXact also provides an option for
Markov chain Monte Carlo (MCMC) sampling using the algorithm described in Forster,
McDonald and Smith (1996). It should be stressed, however, that whereas direct Monte
Carlo sample is completely reliable and converges, as the sample size increases, to the
exact results, this MCMC sampling algorithm can be rather unreliable. We do not
recommend the use of this method except as a tool for researchers. Towards the end of
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Direct Monte
−→
Carlo

Most
Memory
Required
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Markov Chain
Monte Carlo
(Testing only)

Least
−→ Memory
Required

Most
Reliable
Inference

Least
−→ Reliable
Inference
Figure 9.1: The methods used by LogXact to carry out a conditional logistic regression, in
descending order of both necessary computer memory and the reliability of the resulting
tests and parameter estimates.
the present chapter we will present two examples of MCMC, one of which produces a
misleading result whereas the other produces the correct result. Unfortunately there is no
way of knowing whether the MCMC result is correct or incorrect, except by comparison to
the results from an exact or direct Monte Carlo analysis of the same data set. Monte Carlo
and MCMC sampling are explained in more detail in Appendix B. Figure 9.1 illustrates
how the exact, direct Monte Carlo and MCMC methods compare in terms of their
accuracy and memory requirements.
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A rough rule of thumb for estimating what type of analysis is possible (Exact or Direct
Monte) given the complexity of data set/model and the capacity of available computer is
shown below:
A Rough Rule of Thumb
Applicable to using
* Computer having a RAM capacity of : 1GB
* Data set having unique covariate groups to a maximum of: 200
In Model
Type of Covariates No.of Covariates Recommended Procedure
All Binary
≤7
Exact
All Binary
8-12
Monte Carlo
If the covariates are a mixture of binary, ordinal or continuous types, then for the
purpose of applying the above thumb rule, you may count the covariates as follows:
One ordinal or continuous variable with m levels=(m-1) binary variables
An indication of the amount of time it will take to complete Direct Monte Carlo analysis can
be got from the following table. These are empirical estimates obtained from analyzing 5
to 10 randomly generated data sets of 300 observations for each combination of the table
parameters. All the covariates used in the models are of binary type. The response
variables are designed to have 10% of their values as 1 and the remaining values as 0.
Any increase in the percentage of 1’s in the response variable is likely to increase the time
taken for analysis.
Time to test one covariate (using 10,000 Monte Carlo samples)
on an 1 GB RAM; 500 MHz computer
No.of
No.of Covariate Patterns *
Covariates
in Model
25
50
100
200
8
1-5 min
1-5 min
5-10 min
10-20 min
9
1-5 min
5-15 min
15-45 min 30-90 min
10
5-20 min 15 min to 2 hrs 1 to 8 hrs 1 to 30 hrs
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* This is the number of unique covariate vectors in the model (see Hosmer-Lemeshow,
1989, page 136).
Please note that the thumb rule and the time estimates given above are only broadly
indicative, especially for continuous and ordinal covariates. The difficulty of solving a
problem is determined by several characteristics of the data, not just the number of
covariates, their levels and the number of covariate patterns. The number and
configuration of non-zero elements in the distinct covariate patterns is one such
characteristic whose effect is difficult to analyze. Other such data set characteristics are
the number of responses, the imbalance between groups, and the spacing between
values of continuous variables.

9.2 Example with UTI
Data
9.2.1 Important settings
9.2.2 Adjusting Time
and Memory
Settings
9.2.3 Work in Progress
Box
9.2.4 Continuing with
the UTI Data
Example
9.2.5 Direct Monte
Carlo Sampling

We now highlight some very important aspects of exact, direct Monte Carlo and MCMC
sampling as implemented in LogXact with the help of a specific computationally
challenging data set. Table 9.1 summarizes data from a University of Michigan study
regarding risk factors for first-time urinary tract infection (UTI) among 437 college women.
There are nine binary risk factors of interest, including age ≥ 24 (AGE=1), has current sex
partner (CURRENT=1), use of diaphragm (DIA=1), use of oral contraceptive (OC=1), has
long term sex partner (PASTYR=1), engaged in vaginal intercourse (VI=1), use of condom
(VIC=1), use of lubricated condom (VICL=1), and use of spermicide (VIS=1). (All
covariates representing prophylactic use refer to use during two weeks prior to diagnosis
of UTI). The table shows the number of cases of UTI out of the total number of women
within each unique covariate group. Note that there are 55 unique covariate groupings.
Let us fit a logistic regression model for the log odds of infection with nine covariates,
AGE, CURRENT, DIA, OC, PASTYR, VI, VIC, VICL, VIS, and a constant term.
Suppose we are interested in estimation and hypothesis testing for the coefficient of DIA.
LogXact will build up a reference set of y-vectors by imposing nine total constraints; one
constraint for each of the covariates in the model other than DIA, and one constraint for
the constant term. Furthermore, this reference set will be built in 55 stages, representing
the 55 unique covariate groupings displayed in Table 9.1. The actual building up of the
9.2 UTI Examples
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group
id
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age

1
0
2
0
3
0
4
0
5
0
6
0
7
0
8
0
9
0
10
0
11
0
12
0
13
0
14
0
15
0
16
0
17
0
18
0
.
.
.
.
.
.
44
1
45
1
46
1
47
1
48
1
49
1
50
1
51
1
52
1
53
1
54
1
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55
1

current

dia

oc

pastyr

vi

vic

vicl

vis

infected/total

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1
1
.
.
.
0
1
1
0
0
0
0
0
0
0
1
1

0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
.
.
.
1
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
.
.
.
0
0
0
1
1
1
1
1
1
1
1
1

0
0
0
0
0
0
0
1
1
1
1
1
1
1
1
0
0
0
.
.
.
1
0
0
0
0
1
1
1
1
1
0
0

0
0
1
1
1
1
1
0
1
1
1
1
1
1
1
0
1
1
.
.
.
1
0
1
1
1
0
1
1
1
1
0
1

0
0
0
1
1
1
1
0
0
0
1
1
1
1
1
0
1
1
.
.
.
1
0
0
0
1
0
0
0
1
1
0
0

0
0
0
0
0
1
1
0
0
0
0
0
1
1
1
0
1
1
.
.
.
1
0
0
0
1
0
0
0
0
1
0
0

0
1
0
0
1
0
1
0
0
1
0
1
0
1
1
0
0
1
.
.
.
1
0
0
0
1
0
0
1
0
1
0
0

1/10
0/1
0/4
4/4
1/2
0/4
3/13
1/18
7/16
1/1
10/12
2/2
9/13
8/14
1/1
1/80
1/1
1/3
.
.
.
1/1
1/18
0/1
0/12
0/1
0/3
4/6
0/1
3/4
0/1
0/7
1/1
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reference set or network in this manner can be seen in the Work in Progress
message box which is discussed in the Example of the next section.
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9.2.1

Default Settings

We first describe the important default settings used in LogXact. These settings can be
changed through Options-General and Options-Monte Carlo accessed from the
Binary Logistic Regression Model dialog box. (See Chpater 4).

Important default settings for Exact and Direct Monte Carlo

The important
default settings for carrying out Exact and direct Monte Carlo analyses are indicated in the
following Table:

Type of
Analysis
Exact
Direct
Monte

Important Settings for Exact and Direct Monte Carlo
Options available in the
Options available in
’Advanced Options’ for
Global Dialog Box
Binary Logistic Regression Dialog Box
Total Time
(network
Time
Number of
building+
(network Monte Carlo Exploration
evaluation) Memory building) samples
Mode
15 min
Auto
N/A
N/A
N/A
15 min

Auto

5 min

10,000

No

N/A: Not Applicable
Auto: Maximum Free memory Available
The Options-General dialog box shown below indicates the default General
Parameters settings:
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The Options-Monte Carlo dialog box shown below indicates the default Monte Carlo
Parameters settings:
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In the next section, we will discuss the above options settings and in Chapter 10, we will
discuss them further through examples in sections 10.3 & 10.4.
NOTE: Since the CPU time required to solve a problem and the amount of memory
available to LogXact both depend upon the power of your personal computer as well as
other programs that you may have simultaneously running, your results for this and
subsequent examples may vary from what you see here. It will nevertheless be instructive
to go through the examples in this section.
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Adjusting Time and Memory Settings

Often, an exact solution to your problem may not be possible simply because LogXact
cannot solve the problem within the user-specified time constraint, or because LogXact is
restricted to using a lower amount of computer memory than is actually available or the
actual memory available in the computer is not sufficient to solve the problem. The default
time limit in LogXact is 15 minutes. The default memory limit in LogXact is Auto, thus
permitting LogXact to access all the memory currently available on your computer.
Obtaining an exact solution may be as simple as allowing LogXact to take more time or to
use more memory by changing the appropriate Options-Parameters. To demonstrate,
bring the data set UTI.CYD into LogXact by choosing from the main menu:
File
Open . . .
and selecting UTI.CYD as the filename in the \DATA subdirectory of the directory in which
you have installed LogXact. Estimate the coefficients of the logistic model for the log odds
of UTI:
UTI = AGE+CURRENT+DIA+OC+PASTYR+VI+VIC+VICL+VIS,
Bring up the dialog box for specifying the model by choosing from the menu:
Regression
Binary Response
Logistic Model . . .
Since UTI.CYD contains Grouped Data, you will notice in the model dialog box, that the
variable UTI has automatically been selected as the Response variable and also the
variable GRPSIZE as the Group size variable. In this dialog box, choose AGE, CURRENT,
DIA, OC, PASTYR, VI, VIC, VICL, and VIS as Model Terms. Specify that you wish to
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obtain an exact estimate for DIA only. The dialog box should now look as shown below.
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Next, bring up the Options-General dialog box by clicking on Global. . . .

Now look at the default values for Memory Limit and Time Limit which are Auto and
15 Min respectively. Keep these default settings without any change and click on OK to
close the Global Parameters dialog box.
Now click OK in the Binary Regression:
analysis.

Logistic Model dialog box to start the

9.2 UTI Examples – 9.2.2 Adjusting Time and Memory Settings

329

black

<<< Contents

9

* Index >>>

Handling Large Data Sets using Factory Defaults
Immediately a Work In Progress message box comes up as shown below:

The information contained in the Work in Progress message box needs a detailed
explanation, which is done in the following section.

9.2.3

The Work in Progress Message Box

The Work In Progress message box appears whenever you initiate an exact or Monte
Carlo procedure. Some of the information that it contains may seem rather cryptic.
However, even if you have only a cursory understanding of its contents, the Work in
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Progress box can provide you with valuable updates on the progress of your job.
Reading this section and working through the example you started with should arm you
with enough information to track your own analyses more effectively, thus enabling you to
utilize or customize LogXact in whatever way needed to achieve success in finding
solutions for your models.
The Work In Progress message box is divided into two parts: Upper Message
Area showing <action1>[<term>] and Lower Message Area showing
<action2>[<message>]. We describe these parts in the following two sections.

Upper Message Area:

The <action1> tells you which inferential procedure you
have chosen; either Estimating or Hypothesis Testing. When the <action1> is
Estimating, <term> tells you which of the model covariate terms LogXact is currently

9.2 UTI Examples – 9.2.3 Work in Progress Box
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estimating.
The Upper Message Area additionally contains two bars or meters: a time meter,
and a memory meter. The time and memory meters respectively tell you how close you
are proportionally to reaching the maximum time limit imposed for processing the current
model term and the maximum memory limit imposed on the current job.
When your analysis comes to a halt, it is because either of these two meters has reached
its limit (100%). If the time or memory meters have reached 100%, then LogXact has not
successfully found a solution for the coefficient of <term>. If it is the time meter, then you
may increase the Time Limit through the Fixed or No limit radio buttons in the
Options- General Parameters dialog box. If it is the memory meter, then you may
opt to increase the Memory Limit in the Options-General Parameters dialog box
through the Auto or Fixed radio buttons. If the Auto option is enabled, LogXact will
automatically assign the maximum amount of memory currently available to your
computer.
In the time and memory meters you will find specific information regarding time and
memory usage.
Time Meter:

In the time meter you will see these items.
Elapsed Time >=: this is a lower bound on the hours, minutes and seconds
elapsed thus far during the computation;
Max Minutes: this is the time limit specified in the Options-General
Parameters dialog box .
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The user may decide whether to impose a time limit for each covariate by choosing either
the No limit or Fixed options in the Options-General Parameters dialog box.
The default setting is 15 minutes. The Options-General Parameters dialog box
can be accessed by clicking on the Options. . . button in the Binary Regression:
Logistic Model dialog box.
Memory Meter:

In the memory meter, you will see these items.
Max memory used: this is the maximum amount of physical memory consumed
thus far.
Max MB: this is the Memory limit to process each covariate setting in the
Options-General Parameters dialog box, or the amount of memory actually
available to your computer, whichever is smaller, in MB units. The default memory
setting is Auto which permits LogXact to access all the memory currently available
to it.

Lower Message Area:

This portion of the Work in Progress dialog box gives us a
progress report on the actual computing that is currently going on inside the algorithm.
Depending on the current status of the algorithm, one of the following messages is
displayed:
Network building
We stated in Section 9.1 that in order to perform exact inference, LogXact must build
a reference set of y-vectors using a data structure that we refer to as a “network”.
The technical details of what constitutes a network are beyond the scope of this
chapter. Refer to Mehta, Patel and Senchaudhuri (2000) for details. The
computations in most situations become progressively harder as the network building
9.2 UTI Examples – 9.2.3 Work in Progress Box
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proceeds. As LogXact builds the network, the message box within the Network
building Phase section of the Work in Progress message box tells you the
progress of network building process.
Evaluating Network Once the network has been constructed, LogXact must
process it one final time to extract the exact probability distribution of the test statistic
from the network. During this part of the computations the box within the
Evaluating Network section displays the current stage of the final processing. It
is possible for LogXact to run out of memory at this stage. If that happens the results
will show NOMEM.
If you select the Monte Carlo radio button instead of the Exact radio button in the
Binary Regression: Logistic Model dialog box, the Work in Progress
message box will initially display Network building Phase . But once a suitable
network has been built, the algorithm begins Monte Carlo sampling from the network.
At this stage the message will say Monte Carlo Sampling Phase. The number
of Monte Carlo samples to be taken are specified in the Options → Monte Carlo
dialog box.

The Skip and Stop Buttons

You can interrupt an on going job by clicking on the
Skip or Stop button at the bottom of the Work in Progress dialog box. The Skip
command skips the job for the current term selected and moves to processing next term.
The Stop command stops the entire job. LogXact won’t skip or stop the job immediately,
however, but will trigger an interrupt message to the operating system after completing
some internal calculations. These internal calculations cause a delay in skipping or
stopping the job. Sometimes the delay is not noticeable while at other times, for more
difficult computational problems, the delay might be several minutes. If the delay in
skipping or stopping the job turns out to be high, you might be tempted to interrupt it by
pressing Ctrl + Alt + Del . This should be done only in emergencies because it will leave
behind a residue of temporary files on your hard disk that will then need to be cleaned up
by you. See Section 10.8 for details.

334

9.2 UTI Examples – 9.2.3 Work in Progress Box

black

<<< Contents

* Index >>>
®

LogXact 9
©

9.2.4

Cytel Inc Copyright 2010

Continuing with the UTI Data Example

You can see in the Upper Message Area, that we are estimating the coefficient for DIA.
The time, and memory meters allow you to measure overall job progress. With a memory
limit of 635 MB, the memory meter moves toward the maximum. Eventually, memory
available becomes insufficient and you see a message box as shown below:

Now for this example, click No and proceed to set up Monte Carlo analysis for the
covariate DIA.
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9.2.5

Direct Monte Carlo Sampling

Bring up the Binary Regression: Logistic Model dialog box again, click the
Estimate and Monte Carlo radio buttons. For this example, we will estimate only the
coefficient of DIA. Make sure in the Selected for Estimation column of the Model
Terms box that all other model terms besides DIA are listed as No. The dialog box should
appear as shown below:

336

9.2 UTI Examples – 9.2.5 Direct Monte Carlo Sampling

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

Click OK to start the analysis. The Work In Progress message box will appear on the
screen. Initially the message box will give the details of the Network building Phase
as shown below:

The above message box shows that the maximum time limit for net work building phase is
5 minutes, which is the default setting. Within this time limit, LogXact will build a network
upto an optimum size. This network will then be used for Monte Carlo sampling. In this
example, at around 4 minutes of the network building phase, LogXact determined that the
optimum network to be used for sampling phase was the network that was built within the
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first minute. So at around 4 minutes of the network building phase, LogXact stops the
network building phase and directly proceeds to the Monte Carlo sampling phase. All this
information is conveyed through the following Work In Progress message box:

Notice the maximum time limit which appears as 15 minutes. This is the default time limit
for the total job, you are running. Also LogXact has estimated that it will take 3 minutes
beyond the current elapsed time of 5 minutes to complete the job.
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When the job is completed (in about 11 minutes), the results appear as shown below:

LogXact has computed a Monte Carlo estimate of the exact p-value along with a standard
error for the estimate. The standard error was based on a Monte Carlo sample size of
10,000 which is the default specification. We could decrease the standard error further by
specifying a larger Monte Carlo sample size in the Monte Carlo Parameters dialog
box. This dialog box may be invoked by clicking on Options → Monte Carlo. Compare
the above results obtained by direct Monte Carlo with the Exact method results shown
9.2 UTI Examples – 9.2.5 Direct Monte Carlo Sampling
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below.( These exact results were obtained using a 2 GB RAM capacity computer. The
memory utilized was 1.7 GB and the time taken for the analysis was 11 hr 15 min.)

You can see from the above results, how close the direct Monte results (using 200 MB
memory and 11 minutes of analysis time) are to the Exact method results (using 1700 MB
memory and more than 11 hrs of analysis time). For example, the point estimate and the
p-value from Monte Carlo are within 3.0% and 0.17% of the exact values. In fact you could
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have improved the Monte Results accuracy even further by easily increasing the Monte
Carlo samples setting from 10,000 to 100,000 or more in the Advanced options dialog box.
We can estimate the time it would take to do this. The estimate for 100,000 samples is the
sum of the network building time (4 min) plus 10 times the sampling time for 10,000
samples (7 min). This works out to 74 minutes, about one tenth of the time required for the
exact procedure. This is the power of the direct Monte Carlo algorithm built into LogXact.
More examples of large data sets are discussed in the following sections.

9.3 Diarrhea Study
Risk Factors Associated
with Acute
Diarrhea in
Hospitalized
Patients.
Opening a LogXact
Data File
Model Specification
Estimating using the
Exact Algorithm

The data set-DIARRHEA.CYD-that will be used in this tutorial is briefly introduced here.

Risk Factors Associated with Acute Diarrhea in Hospitalized Patients.
Jaffe and Chang (1994) gathered data on 2493 hospitalized patients. During their hospital
stay, 60 of these patients (2.4%) contacted clostridium difficile-induced diarrhea,
an uncommon clinical illness that occurs in long-term hospitalized patients exposed to
antibiotics. These investigators wished to fit, to their data, the following logistic regression
model for the probability of getting the diarrhea, based on ten potential risk factors:
diarrhed = aged + bactrpod + cdiffprod + cephalexd + clindamd + gentaivd +
losd + scuoccud + sexd + tgcephd
All the variables are dichotomous and assume the value 1 if the factor is present, zero
otherwise. Thus the dependent variable diarrhed assumes the value 1 if diarrhea was
present, 0 otherwise. The ten independent variables consist of two demographic variables,
five clinical variables and three environmental variables. The two demographic variables
are aged (aged over or under 50 years) and sexd (male or female). The five clinical
variables are the antibiotics tgcephd (use of third generation cephalosporins); clindamd
(use of clindomycin); cephalexd (use of cephalexin); bactrpod (orally administered
bactrim); gentaivd (intravenous administration of gentamycin). The latter two antibiotics
were included to test for their ability to protect the patient from the disease. Finally three
enviromental variables losd (> 1week length of hospital stay), cdiffprod (the role of
physical proximity), and scuoccud (intensive care unit exposure) were also added to the
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model.
In this example, we will be testing whether the coefficient for variable (scuoccud =
exposure to an intensive care unit) is significantly different from zero.

Opening a LogXact Data File
To open this file in LogXact, choose from the main menu:
File
Open . . .
In the ensuing dialog box, select the file DIARRHEA.CYD from LogXact data directory and
click OK . The DIARRHEA.CYD file is brought into LogXact and the data window appears
as shown below:

Model Specification
In the Regression->Binary->Logistic dialog box, specify the regression model.
Select diarrhed as the Response variable and select clindamd, cephalexd,
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bactrpod, gentaivd, losd, cdifprod, scuoccud, sexd and tgephd as the Model
Terms. Select Estimate and Exact options. Select scuoccud as the variable for
estimating by using the Toggle Model Terms… button. Now the dialog box should
appear as shown below.

.
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Estimating using the Exact Algorithm
Now click on the OK button. Immediately, the Work in progress message box
appears as shown below:

After about 14 minutes into network building process, the task of network building is not
completed. The memory availability is insufficient and the information in the Work In
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Progress message box appears as shown below:

As done in the previous example, click on No and proceed to carry out Monte Carlo
analysis.
In the Binary Regression: Logistic Model dialog box, choose the options
Estimate and Monte Carlo and click on OK. Immediately, the Work In progress

9.3 Diarrhea Study – Estimating using the Exact Algorithm
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message box appears as shown below:

After about 4 minutes of network building, LogXact decides on the optimum network to
use for Monte Carlo sampling and switches the processing to Monte Carlo sampling
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phase. This can be seen in the following Work In Progress message box:

After about 12 minutes of processing, the analysis is done and the results appear as

9.3 Diarrhea Study – Estimating using the Exact Algorithm
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shown below:
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This section discusses an application in a Gene-Environment Interaction Study. The data
of this study was provided by Dorota Gertig, David Hunter, and Donna Spiegelman (2000)
of the Harvard School of Public Health. The data set-GENE.CYD-that will be used in this
chapter is briefly introduced here.

Study Details
The data set for this case-control study involves 144 cases of colon cancer and 627
controls. The model of interest is
CASE = AGECAT + GENE + EXP + (GENE×EXP)
where CASE is the binary indicator variable for colon cancer cases versus controls; GENE
is the binary indicator variable for presence of a mutation; EXP is the binary indicator
variable for exposure to the environmental agent; AGECAT is a five-level ordered
categorical variable representing age groups. GENE×EXP is the interaction term between
GENE and EXP.
In this genetic study, among other aspects, we are interested in estimating the coefficients
of AGECAT factor variables and testing their statistical significance.

Opening a LogXact Data File
To open this file in LogXact, choose from the main menu:
File
Open . . .
In the ensuing dialog box, select the file GENE.CYD in the LogXact data directory, and click
OK . The GENE.CYD file is brought into LogXact and the data window appears as shown

9.4 Gene-Environment Interaction Study – Model Specification, Estimation andTesting349

black

<<< Contents

9

* Index >>>

Handling Large Data Sets using Factory Defaults
below:

Model Specification, Estimation and Testing
To fit a logistic regression model, choose from the menu:
Regression
Binary Response
Logistic Model . . .
In the ensuing Binary Regression: Logistic Model dialog box, select CASE as
the Response variable. Select AGECAT and make it a factor variable by clicking on
Toggle Factor On/Off button. Model the case response rate as a function of 4
covariate terms. Select AGECAT<fa>, EXP, GENE, and EXP*GENE as the Model Terms.
These terms should now appear in the Model Terms section of the Binary Logistic
Regression dialog box. Select Estimate, and Exact options. Select the term for
estimating as AGECAT<fa> by using the Toggle … bar. Now the dialog box should
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appear as shown below.

.
Click on OK . The Work In Progress message box shows up first for the factor
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variable AGECAT_0 as shown below:

.
Within a minute, the network building phase gets over and the Evaluation phase begins.
After a few minutes, the memory used reaches 99% of the maximum. The program tries to
complete the Evaluation phase using the maximum available memory. After 15 minutes,
the time limit gets over. Just before 15 minutes, the Work In Progress dialog box looks
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as shown below:

.
LogXact is unable to complete the analysis for AGECAT_0 and it automatically switches to
the analysis of next factor variable AGECAT_1. Now stop the analysis by clicking on the
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Stop button. You will get a dialog box as shown below:

.
Click on Yes to stop the analysis. After this is done, the job will get over soon and the
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Results sheet will appear as shown below:

.
In the above Results sheet, you may notice against the term AGECAT_0, ERROR:
Insufficient time is shown and aginst other factor variables ERROR: User Break
is shown.
Now run Monte Carlo analysis instead of exact under the same factory settings.
In the Binary Logistic Regression dialog box, choose estimate and Monte
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Carlo options as shown below:

.
Click on OK . The Work In Progress message box shows up first for the factor
variable AGECAT_0 followed by the messages for AGECAT_1, AGECAT_2, and AGECAT_3.
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After a few minutes, the results appear as shown below:

Notice that the Monte Carlo algorithm was able to estimate Agecat_0, Agecat_1,
Agecat_2, and Agecat_3 in just 6 minutes, while the exact algorithm was unable to
estimate Agecat_0 in 15 minutes!
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9.5 Markov Chain
Monte Carlo

When the memory availability is very low relative to the computational requirements of the
problem, it will not be possible even to carry out Monte Carlo Testing. In this situation, the
only option for exact inference is to use MCMC procedure for Testing. For illustration let us
use the UTI example of section 9.2.
Now open the data set UTI.CYD. For the purpose of this section we will use only a subset
of this section. This subset corresponds to all the observations for which the covariate
VI=1. For making this selection do the following:
Choose from the menu
DataEditor
Filter cases. . .
In the ensuing dialog box, click on the tab If condition and specify the condition as
VI=1 either by directly typing or through Build Expression facility. The screen will look
as shown below:
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Click on OK. Next you will see in the data editor, all the cases having vi=0 marked for
exclusion from the analysis. Now choose from the menu
Regression
Binary Response
Logistic Model . . .
In the ensuing dialog box, define the model as
UTI = AGE + CURRENT + DIA + OC + PASTYR + VIC + VICL + VIS,
Notice that the covariate VI is not appearing in the model. Now choose DIA as the model
term for testing. Next, select the the options Test and MCMC and check the choice box for
Exact Distribution. Before you click on OK to start the MCMC analysis, click on
Options-General and change the setting for Time Limit to No Limit as the time
required for carrying out MCMC analysis with 10,000 samples (i.e.the default setting of
9.5 Markov Chain Monte Carlo
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10,000 randomly started chains, each of length 100.) may take more than the default time
limit of 15 minutes. The dialog box will look as shown below:

Click on OK . The Work in Progress dialog box will show the progress of the
generation of MCMC samples. After about 20 minutes, the results will appear as shown
below:
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The p-value obtained, 0.8967 appears to very high when compared to the asymptotic
score test p- value of 0.0257. Now carry out Exact and direct Monte Carlo analyses and
then compare their results with this result from MCMC analysis. As MCMC analysis is
available only for Likelihood Ratio test, carry out both Exact and direct Monte Carlo
analyses for the Likelihood Ratio test by specifying it in the Advanced dialog box.
Also make sure that you check the choice box for Exact distribution when carrying
out Exact and direct Monte carlo analyses. It will also be a good idea to save the
distribution files by specifying the distribution file names in Global
parameters-More. . . dialog box.
The results obtained from the analyses under Exact, Monte Carlo and MCMC options
are displayed below:
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Notice that p-values obtained under Exact (0.0314) and direct Monte Carlo (0.0297) are
small and nearly equal, whereas the p-value under MCMC (0.8967) differs substantially
from both of them. Since the exact p-value is the gold standard, we must conclude that,
for this example, the MCMC method has failed. This failure of MCMC method with this
data set is because the state space of the y-vectors in the reference set does not
constitute an irreducible Markov chain.
Another way of comparing the analysis results under the three methods is to examine the
actual distribution of the likelihood ratio statistic produced by them. Such a comparison is
displayed below:
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Notice that the two distributions under Exact and direct Monte Carlo methods are very
similar. But the distribution of the statistic under MCMC method is quite different. This
clearly demonstrates that, for this example, the MCMC method has failed
Although, for the UTI example, the MCMC method failed to produce the correct
distribution, there are situations in which MCMC does work correctly. For example,
consider the data set in the file named Osteo.cyd located in the \data sub-directory of the
directory in which you have installed LogXact. This data set was discussed in detail in
Chapter 7, Section 7.4. Fit the exact logistic regression model
DFI3 = AOP + GENDER + LYINF
to this data set. Remember to include COUNT at the Weight variable in the Binary
Logistic Regression dialog box. Generate the exact, direct Monte Carlo and Markov
Chain Monte Carlo distributions, of the likelihood ratio statistic for the testing the LYINF
covariate. Use a Monte Carlo sample size of 10000 for the latter two distributions. The
three distributions are displayed one below the other. Notice that for this example, both the
direct Monte Carlo distribution and the MCMC distribution closely resemble the exact
distribution.
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Exact Distribution

Exact Distribution (Monte Carlo Estimates)

Exact Distribution (MCMC Estimates)
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We recommend that you read Chapter 9 before this chapter. In Chapter 9, we saw a few
examples of large data sets for which the Monte Carlo method was applied under the
factory default settings. The factory settings have been selected after considerable
experimentation. However, there are situations in which Monte Carlo analysis takes a very
long time to complete if we do the analysis using the factory default settings. In these
situations, settings can often be tuned to match the data set and model needs, to produce
answers in a reasonable amount of time. In this chapter, we will be discussing tuning the
settings in LogXact for solving large data set problems.

10.1 Direct Monte
Carlo Sampling with
Advanced Options

You have seen how you can specify Global options for operational parameters like time
and memory, for carrying out Exact or direct Monte Carlo analyses. The time and memory
requirements for Exact analyses are rigid. But for direct Monte Carlo, these requirements
are far less rigid and you can have good control over the Monte Carlo process by having
LogXact make time predictions for you.
The major differences between the Exact and Monte Carlo algorithms are:
Network building: Exact requires building a complete network; direct Monte Carlo can
function even with a partial network
Network evaluation: Exact requires complete evaluation of the full network; direct Monte
Carlo samples from the full or partial network
Under direct Monte Carlo, you can control how complete the network will be by specifying
the time to build the network in the Options. The longer the time specification, the more
complete will be the network (subject to the memory available in the computer or as
specified in the Global options). There is no simple relationship between the time specified
for network building and the time it will take for completing the Monte Carlo analysis.
However, this relationship can be predicted by a process which can be activated by
choosing the Exploration Mode option available in the Binary Regression:
Logistic Model-Options-Monte Carlo dialog box. This Exploration Mode
10.1 Direct Monte Carlo Sampling with Advanced Options
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option works in conjunction with what you specify for the parameters Number of Monte
Carlo samples and Time to build network in the above dialog box. The Monte
Carlo options dialog box is shown below:

The factory default value for the Number of Monte Carlo samples is 10,000 and for
Time for building the network is 5 minutes.
We will illustrate the use of Monte Carlo Options dialog box through examples in the
following sections. Please note that as these examples deal with large data sets and
models, we will restrict the number of Monte Carlo samples to 1000, just to conserve your
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time in trying out these examples. Please make this change in the Options dialog box as
you run each example.

10.2 User Activity
Flow Chart

Before we discuss the Examples, it will be useful for you to have a look at the user activity
flow chart shown below. This flow chart illustrates the logical steps a user of Logxact will
normally engage in solving a problem. The approach indicated runs the exact algorithm
first. If this fails, the direct Monte Carlo algorithm in the factory defaults is tried. If this also
fails then the Monte Carlo algorithm is run in the Exploration mode. If after several
attempts at tuning the settings for Monte Carlo, there is no success, the Markov Chain

10.2 User Activity Flow Chart
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Monte Carlo algorithm is invoked.
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This section discusses an application involving death sentencing in New Jersey. The data
set-PENALTY.CYD-that will be used in this section is briefly introduced here.

Study details
Between 1982 and 1998, 53 defendants in New Jersey were sentenced to death
(ptdthrc), out of 160 eligible for the death penalty (Baime, 1999). Was race a factor in
application of the death penalty? A model was fit with the following covariates:
ptdthrc = blackd + othagg + pooladeh + poolgbf + poolmcg + poomabef + sesf1
+ v4cpty + v5dpty + whitevic,
where ptdthrc is the response variable indicating whether or not the defendant received
the death sentence; blackd is a binary variable indicating that the defendant was black
defendant, othagg is a binary variable constructed by pooling six non-statutory variables
concerning assignment of blame, mutilation, threats and suffering; pooladeh is a binary
variable constructed by pooling a combination of aggrevating factors that include prior
murder conviction, received payment, paid someone else or killed a public servant;
poolgbf is a trinary variable constructed by pooling a combination of aggrevating factors
that include a contemporaneous felony, grave risk to another person and act committed
while escaping; poolmcg is a binary variable constructed by pooling two mitigating
factors, age of defendant and assisting in the prosecution of another; poomabef is a
trinary variable constructed by pooling a combination of mitigating factors that include
extreme emotional disturbance, victim co-operation, unusual duress and no prior history;
sesf1 is a binary variable indicating high socio-economic status of the defendant;
v4cpty is a binary variable indicating an outrageously wanton or vile act; v5dpty is a
binary variable indicating mental disease or intoxication; and whitevic is a binary
variable indicating that the victim was white.
In this example we will be testing whether the coefficient for variable (blackd = black
defendant) is significantly different from zero.
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Opening the Data File
To open this file in LogXact, choose from the main menu:
File
Open . . .
In the ensuing dialog box, select the file Penalty.cyd in the LogXact data directory and
click OK . The Penalty.cyd file is brought into LogXact and the data window appears
as follows:

Model Specification
The directions in this section will take you through the steps of building a binary logistic
regression model and performing hypothesis tests.
To fit a logistic regression model, choose from the menu:
Regression
Binary Response
Logistic Model . . .
In the ensuing dialog box, select ptdthrc as the Response variable. Model the ptdthrc
response rate as a function of 10 covariates. In the Binary Logistic Regression
dialog box, select blackd, othagg, pooladeh, poolgbf, poolmcg, poomabef, sesf1,
v4cpty, v5dpty, and whitevic as the Model Terms. These terms should now appear
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in the Model Terms section of the Binary Regression: Logistic Model dialog
box. Select Test, and Monte Carlo options. Select the term for testing as blackd by
using the Toggle … bar. Click on Options button and then on Monte Carlo tab and in
the ensuing Monte Carlo Options dialog box, enter the number of Monte Carlo
samples as 1000, retain the time for building the network as 5 minutes and click on
Exploration Mode options box. It is important to note that when you choose the
Exploration Mode option, the factory default setting of 15 minutes for total time for the
job (Options-General) no longer holds and the setting for the total time automatically
becomes No limit. Now the Monte Carlo options dialog box should appear as

10.3 Death Penalty Study – Model Specification
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shown below:

Click on OK to get back to the Binary Regression:
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which will now appear as as shown below:

.

Testing of Hypothesis by Monte Carlo
Run the Test by clicking on the OK button. Now the Work in progress message box
appears as shown below.
10.3 Death Penalty Study – Testing of Hypothesis by Monte Carlo
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After a few minutes, the Explore dialog box shown below will appear:
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Though, the estimated time is not long, to understand the process, click on Modify to
continue with the task of network building. After the elapsed time crosses 5 minutes which
is the specified network time, the Explore dialog box appears as shown below:
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To continue further with the network building work, you will have to extend the network
building time. For doing this, click on Settings. The Settings dialog box will appear as
shown below:
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Enter the additional time for building network as 2 minutes and click on OK. The Explore
dialog box will appear again. Click on Modify to continue with the network building. Now
the Work In Progress message box will appear as shown below:
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Notice that the Max time (for the network building phase) shown above the time meter
has changed to 7 minutes.
At the end of 7 minutes, you will see the following Explore dialog box:
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Now is the time to go for sampling and you click on sample.
Now the sampling work begins and after a couple of minutes the Work In Progress
message box will appear as shown below:
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Notice that the Max time above the time meter had changed to a large time value signifying
that the option of No Limit is operating for time specification. This change will always
take place when LogXact enters into sampling phase under the Explore mode option.
After a few minutes, the results will appear in the results window as shown below:

382

10.3 Death Penalty Study – Testing of Hypothesis by Monte Carlo

black

<<< Contents

* Index >>>
®

LogXact 9
©

10.4 Social
Behavior Study
Study Details
Opening the Data File
Model Specification and
Testing
Testing of Hypothesis
by Monte Carlo

Cytel Inc Copyright 2010

This section discusses an application in a study on the social behavior of elderly residents
in a community.
The data set-SOCIAL.CYD-that will be used in this section is briefly introduced here.

Study Details
This data set contains data on 558 elderly residents in the Detroit area from a survey
conducted by the university of Michigan (Michael A.Dover, 1997). The response variable
(depvar) in the data, measures whether or not the elder is active in voluntay associations.
There are 10 binary covariates that provide valuable information on state of health, mental
health, use of time, relations with friends and famlies, home, neighbourhood and
transportation.
The logistic regression model is
depvar = crimerv + homesat3 + trandich + g13direv + c20newdi + partner +
hlthsrte + mobilitd + b13dich + rlgfrien
where depvar = 1 if the elder is active in secular and religious voluntary associations; 0
10.4 Social Behavior Study – Study Details
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otherwise; crimerv = 1 if not worried about crime; 0 if worried; homesat3 = 1 if
completely satisfied with home; 0 otherwise; trandich = 1 if completely satisifed with
transportation; 0 otherwise; g13direv = 1 if elder disagrees that he is helpless with
problems of life; 0 if agrees; c20newdi = 1 if religion is very important; 0 othewise;
partner = 1 if living with a partner; 0 if no partner; hlthsrte = 1 if self-rated health is
good to excellent; 0 if fair to poor; mobilitd = 1 if little or no difficulty in getting around; 0
otherwise; d13dich = 1 if little or no difficulty seeing up close; 0 otherwise; rlgfrien = 1
if elder has one or more coreligious friends; 0 if no coreligious friends.

Opening the Data File
To open this file in LogXact, choose from the main menu:
File
Open . . .
In the ensuing dialog box, select the file SOCIAL.CYD in the LogXact data directory and
click OK . The SOCIAL.CYD file is brought into LogXact and the data window appears as
follows:

Model Specification and Testing
The directions in this section will take you through the steps of building a binary logistic
regression model and performing hypothesis test.
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To fit a logistic regression model, choose from the menu:
Regression
Binary Response
Logistic Model . . .
In the ensuing dialog box, select Model Terms to specify an appropriate model. Model
the depvar response rate as a function of 10 covariates. Select depvar as the
Response variable, crimerv, homesat3, trandich, g13direv, c20newdi,
partner, hlthsrte, mobilitd, d13dich, and rlgfrien. as the model terms.
Select Test, and Monte Carlo options. Select the term for testing as crimerv by using
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the Toggle… bar. Now the dialog box should appear as shown below.

.

Testing of Hypothesis by Monte Carlo
Run the Test by clicking on the OK button. Now the Work In Progress message box
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will appear on the screen as shown below:

After a few seconds, the Explore dialog box will appear on the top of Work In
Progress dialog box, as shown below:
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Click on Modify to continue with the network building process. After a few minutes, the
time limit of 5 minutes for network building will be reached and the Explore dialog box
will indicate this information:
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Now extend the network building time by choosing Settings and specifying 15 minutes
as the time to extend and then click on OK. Then click on Modify to continue with the
network building process. After an elapsed time of 13 minutes, you will be presented with
the following Explore dialog box where the estimated time for sampling 1000 samples is
shown as 30 minutes:
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Click on sample to enter into sampling phase.
After about 20 minutes of processing in the sampling phase (well ahead of the initial time
estimate of 30 minutes), the job is completed and the results appear in the results window
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as shown below:
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10.5 Feline Upper
Respiratory Disease
Study Details
Opening the Data File
Model Specification

This section discusses an application in an animal health study. The data set
FELINE.CYD that will be used in this section is briefly introduced here.

Study Details
This study on cats was carried out by Garry Anderson of the University of Melbourne,
Department of Veterinary Science, Australia. The goal in this study is to identify risk
factors for Chlamy, chlamydial infection in cats. The following are the risk factors under
investigation.
Season: the season of entry into the study, coded 1 to 4 for Autumn, Winter,
Spring and Summer, respectively;
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Agegrp: the age group to which the cat belongs, coded 1 to 6, respectively,
for the six distinct age groups ≤ 8 weeks, 9 weeks to 6 months, 7 – 11 months,
1 year to under 5 years, 5 – 10 years, > 10 years;
FHV1: the presence of feline herpesvirus 1 infection, coded 1 for present
and 0 for absent;
Conj: the presence of conjunctivitis, coded 1 for present, 0 for absent.
The study aims to fit the following logistic regression model
chlamy = Agegrp + FHV1 + Conj + Conj*FHV1
with Season as stratum variable and the covariate Agegrp as a factor variable.

Opening the Data File
To open this file in LogXact, choose from the main menu:
File
Open . . .
In the ensuing dialog box, select the file FELINE.CYD in the LogXact data directory and
click OK . The FELINE.CYD file is brought into LogXact and the data window appears as
shown below:

10.5 Feline Respiratory Disease – Opening the Data File
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Model Specification
To fit a logistic regression model, choose from the menu:
Regression
Binary Response
Logistic Model . . .
In the ensuing dialog box, specify the regression model. Since the data are in grouped
data format, you will see in the dialog box, that the variables Chlamy and GrpSize have
already been selected as Response and Groupsize variables. Now select Season and
include it as Stratum variable; select Agegrp and make it a factor variable by clicking on
Toggle Factor On/Off button; select and include Agegrp<fa>, Conj, FHV1, and
Conj* FHV1 as Model Terms. Select Estimate and Monte Carlo options. Deselect
Agegrp<fa>, FHV1, and Conj* FHV1 as the terms for estimating by using the Toggle
Model Terms… button. Keep only Conj as the variable selected for estimation. Now the
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dialog box should appear as shown below.

.
Click on Options button to get the Options-Monte Carlo dialog box wherein you
specify the number of Monte Carlo samples as 1000, keep the time limit for building the
10.5 Feline Respiratory Disease – Model Specification
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network as 5 minutes and click on the choice box against Exploration mode. Now the
Options-Monte Carlo dialog box should appear as shown below.

.
Click on OK to get back to the Binary Regression: Logistic Model dialog box.
Now click on OK to start the Monte Carlo estimation process. Immediately the network
building process starts and the Work in progress message box appears as shown
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below:

10.5 Feline Respiratory Disease – Model Specification
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After a few seconds, a Explore:Estimating dialog box appears as shown below.

As the estimated time for sampling with the current network is only one minute, click on
sample to proceed to Monte Carlo sampling phase.
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A little later, the results appear as shown below.

Notice that due to separability in the data, no Maximum Likelihood Estimates could be
obtained and so the use of Exact methods become inevitable.
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10.6 A Word of
Caution

It is important to note that the Option, “Exploration Mode" introduced in this
chapter may cause the program to function at times in unusual ways, if the number
of observations in your data set exceed 500. The unsual ways relate to the time
estimates not being accurate or very large or fluctuating wildly.
The above caution applies mainly when you are estimating one or more covariates. If your
analysis is testing, then the chances of unusual functioning of the program are minimal.
Our recommendation is that for large data sets, you go for testing first before moving on to
estimation.

10.7 Practical
Approaches when
there is Insufficient
Memory for an Exact
Solution

There are some relatively easy things that you can do to simplify your analysis in order to
facilitate an exact solution for large or complex problems. You may wish to try these
approaches after exhausting all of the approaches shown in Figure 9.1:
1. Reduce the number of explanatory variables in your model to include only those that
are of the most interest.
2. Discretize continuous-type variables to reduce the computational complexity of your
problem. For example, the data of Table 9.1 include the explanatory variable AGE,
which is a dichotomous variable taking on value 1 if the observed woman is younger
than 24 years and 0 if the woman is at least 24 years. The investigators originally
modelled infection including age as a continuous-type covariate, but this approach
rendered an exact analysis infeasible. Hence, a reasonable cut-off (24) was chosen
in order to categorize age into two levels and hence simplify the model.
Here is another example. The data set VIRAL.CYD (available in the \data
subdirectory of the directory in which you installed LogXact) consists of a response
variable, resp and two predictor variables, blcd4 and logblrna on 52 subjects.
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The first 10 observations are displayed below in the LogXact CaseEditor.

Try and obtain exact estimates for the model resp = blcd4 + logblrna by

10.7 Practical Approaches
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clicking on the OK button in the following dialog box.

The computations consume an excessive amount of time and memory and
eventually may not even produce an exact result, unless you have over 100 MB of
physical memory available. But suppose you create a new variable rblcd4 in which
the values of blcd4 are rounded to the nearest hundred. This is easily achieved in
the DataEditor by first defining the new variable, rblcd4, in the next available
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column of the DataEditor and then transforming it with the
DataEditor → Transform Variable menu commands. The Transform
Variable dialog box appears and may be completed as shown below.

Next create a new variable named rlogblrna in which the values of logblrna are
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rounded to the nearest integer.
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The DataEditor window should now look as displayed below.

You can now easily fit the exact logistic regression model with rblcd4 and
rlogblrna as covariates.

3. Another easy way to reduce the complexity due to a continuous type variable is to
change the input accuracy in Global Parameters dialog box. An example for this
is provided in section 17.16.
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4. Treat ordered categorical variables as numerical scores, rather than as factor
variables. Nominal categorical variables with K levels are included in the regression
model as K − 1 “dummy” variables, while continuous-type variables are represented
in the model by a single term. If there is reason to believe that a categorical variable
is ordered, then one can greatly simplify the analysis by including that term as
though it were continuous.
5. Request p-values or coefficient estimates only for those terms of interest. When
model terms are specified by the user in a regression dialog box, the user may also
specify for which of those terms (s)he desires tests or estimates. Since LogXact must
enumerate the exact distribution for each of these covariates, one can greatly reduce
the time required for the overall analysis by requesting inference for fewer covariates.
6. Obtaining an exact solution may be a matter of making more memory available to
LogXact program. It often happens, however, that some of the physical memory that
ought to be available to LogXact has been trapped elsewhere by the operating
system. Unless you can free up the trapped memory somehow, you may not be able
to solve your computational problem even if you use the Auto setting for memory.
One way to free up captive memory is by re-booting your computer. This is
inconvenient, however. An alternative more practical approach is to use one of
several publicly available utilities for freeing up memory. Our recommendation is to
use a utility called MaxMem that you can download for free from the following web
site:
www.analogx.com
Search for MaxMem at this site and down the software. It comes with easy to follow
instructions.
7. Refer to ReadMe.txt file in the directory where you have installed LogXact. This file
may contain new information on the software that could not be included in this
manual.
8. Visit periodically our website www.cytel.com where you will find in the section for
LogXact, new information on the software and also some interesting examples not
included in this manual. If you have subscribed to Technical Support service for
LogXact, you will also be able to access information on the latest bug fixes and
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patches in this website. If you are connected to internet while working with LogXact,
you can reach Cytel website by clicking on the menu item Help-Cytel on the
Web.
9. Depend on us for help If in the course of your work you meet with too difficult a data
set or model to analyze using your computer resources and if you need help, you can
contact us. You can send us the data set and the model details, we will help you in
analyzing your data using the computer resources we have and using in-house
advanced programs that have not yet been commercially released.
10.8 Emergency
Job Interruption

LogXact permits you to interrupt a job in process by clicking on the Stop button at the
bottom of the Work in Progress dialog box. This was discussed in Section 9.2.3.
Sometimes there is a pronounced delay in stopping the job even after the Stop button has
been pressed. Should the delay in stopping the job turn out to be unacceptably long, you
can trigger a more powerful interrupt by pressing Ctrl + Alt + Del . This will take you to
the Windows Task Manager from where the job can be terminated immediately. You
should be aware, however, that this method of terminating a job will leave behind a large
number of temporary files on your hard disk. You should go to the directory in which these
files reside and delete them. You can locate this directory easily because it is listed in the
Options-File Paths dialog box in the section titled Temporary Files Path. Avoid
this method of terminating a job except as an emergency measure.

10.8 Emergency Job Interruption

407

black

black

<<< Contents

* Index >>>

11

Probit Model

The probit model is a generalized linear model that uses the inverse cumulative
distribution function (cdf) from the standard normal distribution as a link function. Let yi be
a binary response for subject i , i = 1, . . . , n, such that yi = 1 if subject i experiences a
"success" and yi = 0 otherwise. Further, let πi and xi be the probability of a response and
a vector of covariates for subject i , i = 1, . . . , n, respectively. A probit model for yi is
−1

(πi ) = β0 + β xi ,

where is the standard normal cdf. Here, as in the case of logistic regression, the link
function −1 maps the (0,1) scale for πi onto the scale of the entire real line for the linear
predictor β0 + β xi . Also similar to the logistic case, the probit link is symmetric around 0.5
in the sense that −1 (π ) = − −1 (1 − π ). Thus, the response curve for the probability of a
response π is symmetric around 0.5.
Because the inverse probit link −1 is not the canonical link for the binomial distribution,
the probit model does not yield a set of sufficient statistics upon which exact conditional
inference can be performed. As a result, LogXact always reports asymptotic results for the
parameter estimates from this model.

11.1 Purpose of
this Chapter

The purpose of this chapter is to illustrate how to use the LogXact software for the probit
regression model. This is accomplished by analyzing a data set.
The data set analyzed in this chapter, and the goals of the analysis are listed below:
DEVTOX.cyd — Data from the US National Toxicology Program The objective of this
analysis is to become familiar with all the statistical commands for the probit
regression model. You will learn how to specify a model, estimate its parameters,
compute one and two-sided confidence intervals, perform one and two-sided
hypothesis tests, declare factor variables, and perform simultaneous hypothesis tests
on subsets of the model parameters. This example reinforces the tutorial in
Chapter 3.
11.1 Purpose of this Chapter
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11 Probit Model
This data set has been provided to you as part of the LogXact software. Make sure you
know the name of the directory in which they are stored before working through this
chapter.

11.2 Probit Model
Results

Results are created by the Test and Estimate items in the Binary Regression:
Probit Model dialog box, their various modifiers, and the settings of the Global
parameters prior to invoking the Binary Regression: Probit Model dialog box.
1. Clicking the Test option produces the likelihood ratio, Wald, and scores tests.
2. Clicking the Estimate option produces one line of asymptotic output for each
variable in the model. The following items appear on that line of output:
the name of the variable;
a line-label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval and p-value of the β
coefficient.
3. When the asymptotic estimates fail to exist, the maximum likelihood algorithm, fails to
converge and LogXact places “?” characters in appropriate places on the output
screen.
4. The label NA, meaning “Not Applicable”, appears in the Results window whenever a
particular computation is inappropriate. The value of SE(Beta) is not available when
the estimates are reported on the odds ratio scale rather than the log odds ratio scale;
i.e., when the Output parameter option in the General tab of the Options
dialog box has been set to Odds ratio/Risk ratio. The standard errors for the
betas cannot be converted directly into standard errors for the odds ratios.
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We will analyze a single binary outcome, death, in a developmental toxicity study of a
substance conducted in rats, through a probit model.
The data are stored in a file DEVTOX.CYD in the subdirectory Data of the LogXact
installation directory. Bring the data into LogXact by choosing from the menu,
File
Open
and then selecting DEVTOX.CYD in the Data subdirectory. The following Case data
appears.

This data set contains 1,512 observations of which you can only see the first few. Use the
horizontal and vertical scroll bars or the ↓ and Pg Dn keys to examine the data set.
There are 7 variables, Dose, Death, Weight, Malf, Sex, Impl and LittSz, and
1,512 cases (1,512 implantations in 112 litters).
What each variable represents and their codes are described below:

11.3 Rat Toxicology

411

black

<<< Contents

* Index >>>

11 Probit Model
Variable
Dose

Description
dose administered in g/kg body weight

Code
0, 0.5, 1 or 2

Death

fetal death

1=Yes, 0=No

Weight

fetal weight in grams

Malf

fetal malformation

1=Yes, 0=No

Sex

gender of the rat

1=Male, 2=Female

Impl

number of implantations in the litter

LittSz

number of live offspring in the litter

We want to fit a probit model using the model terms, Dose, Impl and their interaction
Dose*Impl. To specify the probit model Death = Dose+Impl+Dose*Impl, choose
from the menu:
Regression
Binary Response 
Probit Model . . .
You will see a dialog box titled Binary Regression: Probit Model, listing seven
variables, Death, Dose, Impl, LittSz, Malf, Sex and Weight in the Variables
section. Select Death as the Response variable. Next, select Dose and Impl as the
Model Terms. Add an interaction term Dose*Impl: click on Dose in the Variables
section, click on the Ctrl key, click on Impl in the Variables section, and click the a*b
 button. Now the Binary Regression: Probit Model dialog box should look as
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shown below:

In the above dialog box, Death is selected as the Response variable. The Model Terms
section shows that the variables in the model are Dose, Impl and Dose*Impl. There is
no Weight variable. Compute the estimates by clicking OK, thereby accepting the

11.3 Rat Toxicology
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Estimate default option. The following results appear:

The Results worksheet contains the results of the statistical procedures that were run
during the current model fit. We now document the contents of the results.

Probit Estimate Results
The first section of output is called BASIC INFORMATION. In this section, LogXact
displays the name of the Data file (Devtox.cyd), the Model used
(Death=%Const+Dose+Impl+Dose*Impl), the Weight variable (<Not Specified>), the
Stratum variable (<Unstratified>), the Link type (Probit), the Analysis type
(Estimate::Asymptotic), the number of terms (4), the number of total observations in the
data set (1512), the number of observations rejected because of missing data (0), and the
number of distinct model-specific groups (34). (As explained in Section D.1 of Appendix D,
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a model-specific group comprises all the observations with the same values for the
covariate vector corresponding to the current model.)
The second section is SUMMARY STATISTICS. This section displays the deviance and its
degrees of freedom, and the likelihood ratio statistic and degrees of freedom for testing
the null hypothesis that the response probability of each observation is 0.5, i.e., all the
model parameters, including the constant term, are simultaneously 0. The likelihood
ratio statistic may be used to test for overall significance of the model. For the present
example, the output displays a value of 890.7457 on 30 df for the deviance, and a value of
1205.3314 on 4 df for the likelihood ratio statistic, thereby rejecting the null hypothesis that
all the parameters of the model are 0.
The last section, PARAMETER ESTIMATES, displays the Model Term, Point
Estimate and the Confidence Interval and P-value for Beta. The Model
Terms show there are three covariates, Dose, Impl and Dose*Impl, in the model. The
next three columns (the Point Estimates) show MLE as Type, estimates and standard
error of Beta’s. For Dose, the estimate of Beta is 1.0803. For Impl, the estimate of Beta is
0.0701. For Dose*Impl, the estimate of Beta is −0.0442. The next four columns show the
inference type, confidence interval of Beta, and the P-value (2*1-sided) for testing Beta =
0. Here the P-value for Dose is 0.0145.

Test Results
Suppose you are interested in a simultaneous test that the parameters corresponding to
both Impl and Dose*Impl in the previously specified model are equal to 0. This 2 df test
is invoked by choosing from the menu:
Regression
Binary Response 
Probit Model . . .
In the Binary Regression: Probit Model dialog box, click the Test option. Use
the Toggle Selected for Estimation or Testing button in the Model Terms box
11.3 Rat Toxicology – Test Results
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to select Impl and Dose*Impl for testing and deselect Dose. The dialog box now is as
shown below:
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Click on OK. After a little time, LogXact displays the following Test results:

The title HYPOTHESIS TESTING: Tests <Impl=Dose*Impl=0> appears near the
bottom of the Test results worksheet. Below that, you can see the results of three
asymptotic tests (based on the unconditional scores, likelihood ratio, and Wald statistics,
respectively) of the null hypothesis that the regression parameters corresponding to Impl
and Dose*Impl are both 0. Since two parameters are being tested, this is a 2 degree of
freedom test. All three tests are two-sided. They are documented in Section A.4 of
Appendix A. Notice that the test statistics and p-values based on the Score test (2.2413
and 0.3261) are very similar to those based on the Likelihood Ratio and Wald tests. The
p-values are quite large, indicating that we cannot reject the null hypothesis that the
parameters corresponding to both Impl and Dose*Impl are equal to 0.

Estimation Results in Odds Ratio
You can switch from displaying the regression parameters on the log scale (the default) to
displaying them on the odds ratio scale by using the Output parameter item in the
General tab of the Options dialog box. If you re-run the estimation, the parameter

11.3 Rat Toxicology – Estimation Results in Odds Ratio
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estimates are all transformed by exponentiation into odds ratios.

Now return to the default display by choosing Beta as the Output parameter in the
General tab after selecting the Options button.
Since we are only interested in a positive trend, it is appropriate to perform one-sided
tests. Use the General tab of the Options dialog box to specify that one-sided tests are
desired. Select One-sided as the Output p-value in the General tab dialog box.
Now estimate the model once more by choosing from the menu:
Regression
Binary Response 
Probit Model . . .

418

11.3 Rat Toxicology – Estimation Results in Odds Ratio

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

and selecting the Estimate option. The following output is obtained.

Note that since we specified One-sided p-values, LogXact reports one-sided p-values as
well as corresponding one-sided confidence bounds. The formulae for the one-sided
p-values and confidence bounds are documented in Appendix A. Since the remaining
analyses will all be two-sided, re-set the option for output p-value to Two-sided in
the General tab.

Post-Fit Analysis
Now that we have fit a model to the data, let us obtain regression diagnostics so as to
evaluate the fit. To do so, choose from the menu:
Regression
Binary Response 
Probit Model . . .
Select Postfit Results from the dialog box.
Now when you estimate a model, the post-fit output from that model will be generated.
Click on the Estimate option and the OK button, to re-estimate the current model and
generate the post-fit estimation.
The post-fit is in two parts. One part is is displayed in the Results sheet. The other part
11.3 Rat Toxicology – Post-Fit Analysis

419

black

<<< Contents

* Index >>>

11 Probit Model
which is longer is displayed in a separate output sheet. The post-fit output in the Results
window is as follows:
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The post-fit output in the output sheet titled ‘Regression Diagnostics’ is as follows:

See page 679 of Appendix D for detailed documentation of the contents of the post-fit file.

Note the following items of information:
34 records of data, corresponding to the 34 groups;
the group size, observed response, and expected response, in each group;
the Pearson residual for each group;
the Pregibon (1981) β leverage value for each group;
the value of the covariate vector for each group.

11.3 Rat Toxicology – Post-Fit Analysis
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11.4 ROC Curve
and Classification
Table
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The use of ROC Curve and Classification table for Complementary Log Log
model is similar to what is described in sections 7.6 and 7.8 for Logistic Regression model.
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Complementary Log Log Model

The complementary log-log model also falls within the generalized linear model
framework. The model uses the complementary log-log function to link the probability of
response to a linear combination of the covariates. Using the notation from the previous
section, the complementary log-log model is

log −log (1 − πi ) = β0 + β xi .
The model gets its name from the fact that the log-log function is applied to (1 − π ), or the
complement of the probability of a success. Thus, the model applies a log-log link to the
probability that Yi = 0. Unlike the logistic and probit models, the complementary log-log
model implies that the probability of a response is asymmetric around 0.5. That is, the
model specifies that this probability approaches 0 relatively slowly but approaches 1
relatively quickly. See Agresti (2002; Section 6.6.4) for graphical comparison of these
rates in relation to the logit and probit models. As a result, the model will fit data that
exhibit asymmetric rates of change in the probability of success better than the
corresponding logistic and probit models, and is preferable in such cases.

12.1 Purpose of
this Chapter

The purpose of this chapter is to illustrate how to use the LogXact software for the
complementary log log regression model. This is accomplished by analyzing a data set.
The data set analyzed in this chapter, and the goals of the analysis are listed below:
SEROPOS.CYD — Serological testing for malaria The objective of this analysis is to
become familiar with all the statistical commands and options for the complementary
log log regression model. You will learn how to specify a model, estimate its
parameters, compute one and two-sided confidence intervals, perform one and
two-sided hypothesis tests, and perform simultaneous hypothesis tests on subsets of
the model parameters.
This data set has been provided to you as part of the LogXact software. Make sure you
know the name of the directory in which it is stored before working through this chapter.

12.1 Purpose of this Chapter
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12.2 Summary of
LogXact Results

Results are created by the Test and Estimate items in the Binary Regression:
Complementary Log Log Model dialog box, their various modifiers, and the settings
of the Global parameters prior to invoking the Binary Regression:
Complementary Log Log Model dialog box.
1. Clicking the Test option produces the likelihood ratio, Wald, and scores tests.
2. Clicking the Estimate option produces one line of asymptotic output for each
variable in the model. The following items appear on that line of output:
the name of the variable;
a line-label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval and p-value of the β
coefficient.
3. When the asymptotic estimates fail to exist, the maximum likelihood algorithm, fails to
converge and LogXact places “?” characters in appropriate places on the output
screen.
4. The label NA, meaning “Not Applicable”, appears in the Results window whenever a
particular computation is inappropriate. The value of SE(Beta) is not available when
the estimates are reported on the odds ratio scale rather than the log odds ratio scale;
i.e., when the Output parameter option in the General tab of the Options
dialog box has been set to Odds ratio/Risk ratio. The standard errors for the
betas cannot be converted directly into standard errors for the odds ratios.

12.3 Serological
Malaria Data
The Results
Test Results
Estimation Results
Post-Fit Analysis

Consider the Serological Malaria data that have been discussed by Draper, Voller, and
Carpenter (1972), and by Collett (1991). A serologic survey was carried out in 1971 in two
areas of Amozonas, Brazil. An indirect fluorescent antibody test was used to detect the
presence of antibodies to a malarial parasite in the villagers. The data reproduced in Table
below refer to the proportion of individuals in each of seven age groups who were found to
be seropositive.
Table. Seropositivity rates for villagers in Amozonas, Brazil in 1971
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Age group
0-11 months
1-2 years
2-4 years
5-9 years
10-14 years
15-19 years
≥ 20 years

Mid-point of age range in years
0.5
1.5
3.0
7.0
12.0
17.0
30.0

Cytel Inc Copyright 2010

Proportion seropositive
3/10 (30.00%)
1/10 (10.00%)
5/29 (17.24%)
39/69 (56.52%)
31/51 (60.78%)
8/15 (53.33%)
91/108 (84.26%)

The data are stored in a file SEROPOS.CYD in the subdirectory Data of the LogXact
installation directory. Bring the data into LogXact by choosing from the menu,
File
Open
and then selecting SEROPOS.CYD in the Data subdirectory. The following Case data
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appears.

To specify the Complementary Log Log model RESP = DOSE + SURVIVAL, choose
from the menu:
Regression
Binary Response 
Complementary Log Log Model . . .
You will see a dialog box titled Binary Regression: Complementary Log Log
Model, listing three variables, AgeGroup,Seropositive and Freq in the Variables
section. Select Seropositive as the Response variable. Next, select AgeGroup as the
426
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variable to be included as the Model Terms. Select Freq as the Weight variable. Now
the Binary Regression: Complementary Log Log Model dialog box should
look as shown below:

In the above dialog box, Seropositive is selected as the Response variable. The
Model Terms section shows that the variable in the model is AgeGroup. The Weight
variable is Freq. To estimate the parameters you would click on the Estimate option.
For the present, compute the asymptotic estimates, by clicking OK, accepting the

12.3 Serological Malaria
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Estimate default option. The following results appear:

We now document the contents of the results.

The Results
The first section is called Basic Information. In this section, LogXact displays the
name of the data file and the model used; shows that the Weight variable was Freq,
confirms that no Stratum variable was used when estimating the model parameters; and,
shows that this data set has 292 observations, classified into 7 distinct model-specific
groups. (As explained in Section D.1 of Appendix D, a model-specific group comprises all
the observations with the same values for the covariate vector corresponding to the
current model.)
The second section is Summary Statistics. This section displays the deviance and its
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degrees of freedom, and the likelihood ratio statistic and degrees of freedom for testing the
null hypothesis that the response probability of each observation is 0.5, i.e., all the model
parameters, including the constant term, are simultaneously 0. The likelihood ratio
statistic has a chi-squared distribution under the null hypothesis and may be used to test
for overall significance of the model. For the present example, the output displays a value
of 338.3617 on 5 df for the deviance, and a value of 52.9267 on 2 df for the likelihood ratio
statistic, thereby rejecting the null hypothesis that all the parameters of the model are 0.
The last section, Parameter Estimates, displays the Model Term, Point
Estimate and the Confidence Interval and P-value for Beta. The Model
Term shows one covariate AgeGroup in the model. The next three columns ( the Point
Estimate) show MLE as Type, estimates and standard error of Betas. For AgeGroup,
the estimate of Beta is 0.0511. The next four columns shows the inference type,
confidence interval of Beta and the P-value(2*1-sided) for testing Beta equal to 0. Here
the P-value for AgeGroup is < 0.0001.

Test Results
Suppose you wish to test the null hypothesis that the parameter corresponding to
AgeGroup in the model is equal to 0. Choose from the menu:
Regression
Binary Response 
Complementary Log Log Model . . .
In the Binary Regression:

Complementary Log Log Model dialog box, click

12.3 Serological Malaria – Test Results

429

black

<<< Contents

* Index >>>

12 Complementary Log Log Model
the Test option. The dialog box now is as shown below:

Click on OK and you will see the following results:
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The title Hypothesis testing Tests <AgeGroup = 0 > appears near the bottom
of the Test worksheet. Below that, you can see the results of three asymptotic tests
(based on the unconditional scores, likelihood ratio, and Wald statistics, respectively) of
the null hypothesis that the regression parameter corresponding to AgeGroup is 0. Since
a single parameter is being tested, this is a 1 degree of freedom test. All three tests are
two-sided. See Agresti (2002). Notice that all three p-values are very small (< 0.0001).

Estimation Results
The estimation output currently displays the asymptotic point estimates, confidence
intervals, and two-sided p-values for the parameters corresponding to AgeGroup. These
statistics were computed by the unconditional maximum likelihood method (See Agresti).

Let us look at the individual items computed as estimation output. Specifically, look at the
output corresponding to AgeGroup in the Estimate worksheet. The MLE for the β
coefficient, its standard error, its confidence interval, and the p-value are all displayed. You
can switch from displaying the regression parameters on the log scale (the default) to
displaying them on the odds ratio scale by using the Output parameter item in the
General tab of the Options dialog box. To do this choose from the menu:
Regression
Binary Response 
Complementary Log Log Model . . .
and click on the Advanced button. In the General tab of the ensuing Options
sub-dialog box, select Odds ratio for the Output parameter. Click on OK to close the
Options sub-dialog box. Click the Estimate option. Click on OK to re-run the estimation.

12.3 Serological Malaria – Estimation Results
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Notice that the parameter estimates are all transformed by exponentiation into odds ratios.

You can switch back to displaying the regression parameters on the log scale by using the
Output parameter item in the General tab of the Options dialog box. Choose from
the menu:
Regression
Binary Response 
Complementary Log Log Model . . .
and click on the Advanced button. In the General tab of the ensuing Options
sub-dialog box, select Beta for the Output parameter. Click on OK to close the
Options sub-dialog box. Click on OK to re-run the estimation. The parameter estimates
are once again displayed on the log scale.
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Post-Fit Analysis
Now that we have fit a model to the data, let us obtain regression diagnostics so as to
evaluate the fit. To do so, choose from the menu:
Regression
Binary Response 
Complementary Log Log Model . . .
Select Postfit Results from the dialog box.
Now when you estimate a model, the post-fit output from that model will be generated.
Click on the Estimate option and the OK button, to re-estimate the current model and
generate the post-fit estimation.
The post-fit is in two parts. One part is is displayed in the Results sheet. The other part
which is longer is displayed in a separate output sheet. The post-fit output in the Results
window is as follows:

12.3 Serological Malaria – Post-Fit Analysis
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The post-fit output in the output sheet titled ‘Regression Diagnostics’ is as follows:

See page 679 of Appendix D for detailed documentation of the contents of the post-fit file.

Note the following items of information:
7 records of data, corresponding to the 7 groups;
the group size, observed response, and expected response, in each group;
the Pearson residual for each group;
the Pregibon (1981) β leverage value for each group;
the value of the covariate vector for each group.
12.4 ROC Curve
and Classification
Table
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The use of ROC Curve and Classification table for Complementary Log Log
model is similar to what is described in sections 7.6 and 7.8 for Logistic Regression model.
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Polytomous Regression

This chapter deals with regression models for a categorical response. LogXact provides
models for both nominal categorical responses, the categories of which do not have a
natural ordering, and ordinal responses, the categories of which do have a natural
ordering. Covariates in the model can be either categorical, in which case the resulting
data can be represented in contingency table form, or continuous, in which case the data
are exhibited at the individual level, or both. In particular, this chapter outlines
multinomial logit models for an unordered categorical response.
proportional odds models for an ordered categorical response.
adjacent categories logit models for an ordered categorical response.
continuation ratio logit models for an ordered categorical response.
The models considered in this chapter can be considered as extensions of logistic
regression to the case of multinomial responses with more than 2 categories. Thus, the
theory for exact conditional methods for these models are multi-category extensions of
those for exact conditional logistic regression presented in Chapter 7.

13.1 Available
Procedures

The statistical procedures available in this chapter and references to textbooks in which
they are discussed are tabulated below. Also, see Agresti (2002; Chapter 7) for a detailed
description of the methods outlined in this chapter.
TEST
Multinomial Logit Model
Proportional Odd Model
Adjacent Categories Logit Model
Continuation Ratio Logit Model

REFERENCES
Bock (1970)
McCullagh (1980)
Agresti (1990)
Thompson (1977)

To execute any statistical procedure in this chapter, choose from the menu bar:
Regression
Polytomous Response

13.1 Available Procedures
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Alternatively, use the batch-language commands described in Appendix J. Note the
following special features of these tests.
LogXact offers different options depending on the type of model under consideration.
For instance, LogXact offers the Asymptotic results for all tests, whereas it
provides Exact inference for the multinomial logit model for an unordered response,
the adjacent categories model, and the continuation ratio logit model. Exact
inference is not possible for the proportional odds model for an ordinal response, the
reason for which is outlined in Section 13.3.
You can generate an exact permutation distribution for any model for which an exact
analysis is possible, which includes the multinomial logit model for an unordered
response, the adjacent categories model, and the continuation ratio logit model.
Three of the four models allow the user to select whether the low or high category in
the polytomous response is treated as the reference category. This allows the user to
define and estimate odds ratios from multiple logistic equations that may be
particularly relevant for a given application. We provide details in the model
formulations given in Section 13.3.
13.2 When to Use
Each Model

All four models for a polytomous response considered in this chapter apply to regression
situations in which the response is a categorical variable. However, there are specific
situations in which each model is more appropriate than the others. Here are some
guidelines.
Unordered Response The multinomial logit model for an unordered response is most
appropriate when the categories of the response do not have a natural ordering.
Examples include food choice (vegetables, fruits, meat, dairy) or (Yes, Undecided,
No). Suppose the categorical reponse consists of c categories. LogXact selects
either the first or last category as a baseline, and constructs and simultaneously fits
c − 1 logistic regression equations, one comparing the odds of landing in each
remaining category relative to the chosen baseline category. See Chapter 7 for a
discussion of logistic regression.
Proportional Odds Model The proportional odds model (McCullagh, 1980) is perhaps
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the most popular regression model for an ordered response. The model also consists
of c − 1 logistic regression equations, with the j th regression modeling a binary
indicator variable derived from the ordinal response as Y ≤ j , j = 1, . . . , c. That is,
the model relates to the cumulative probabilities of being less than or equal to a given
cutpoint. The proportional odds model specifies that the effect of a given covariate on
the odds of being below a given cutpoint is the same for all cutpoints, thus providing
a parsimonious model for the effect of covariates on the ordinal response. The model
is most appropriate when interest focuses on an ordinal response in which scientific
interest falls on cumulative probabilities of being below a certain threshold, and in
which the covariate effects do not vary widely according to a chosen cutpoint.
Another advantage of the proportional odds model is that it is relatively invariant to
the choice of the number of categories of the response, which is not the case for
other models for an ordinal response (Agresti, 2002; page 287). The model is not
amenable to an exact conditional analysis, making it less appropriate for small
samples or highly unbalanced data.
Adjacent Categories Logit Model Like the multinomial logit and proportional odds
models, the adjacent categories logit model specifies c − 1 logistic regression
equations for a c category response. For category j , j = 1, . . . , c − 1, the regression
models compare the odds of being in that category j , versus being in the next
highest category c − 1. The resulting models describe effects on local odds ratios,
named for the fact that odds are defined on individual cell probabilities instead of the
aggregated cumulative probabilities considered in the proportional odds model. As
shown in Section 13.3, the model is a special case of the baseline categories logit
model for an unordered response that places a linearity assumption on the
regression coefficients across categories j , j = 1, . . . , c − 1. The models are most
appropriate when interest focuses on interpreting effects on the individual cell level
instead of a cumulative level. The model yields sufficient statistics, which enable an
exact conditional estimation of all model parameters. Thus, the model is useful when
the sample size is small or the data are highly unbalanced.
Continuation Ratio Logit Model The continuation ratio logit model expresses a
regression for an ordinal response in terms of the conditional probabilities of being
greater than category j , given that the observation is greater than or equal to
13.2 When to Use Each Model
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category j , j = 1, 2, . . . , j , j = 1, . . . , c − 1. The models are natural for discrete time
survival settings, since survival at time j + 1 is relevant conditional on the fact that the
subject has survived up until time j . As shown in the next section, the continuation
ratio logit model for an ordinal response corresponds to fitting c − 1 separate logistic
regressions. Since exact methods are available for each of these individual
regressions, LogXact constructs an exact approach for continuation ratio logit models
by fitting each of the individual logistic regressions using exact conditional methods.
Thus, the model is appropriate for sparse and highly unbalanced data sets.
13.3 Theory and
Methods
13.3.1 Models

This section presents the models and the relevant sufficient statistics for the exact
conditional analyses of the four models for polytomous responses in this chapter. If you
are in a hurry to analyze your data, read only as much of this section as you need to and
then move on to the section that deals with the test of specific interest to you. You do not
have to read this entire section to perform a significance test or estimate a confidence
interval. Later sections in this chapter, each dealing with a particular model, provide
worked examples of how to perform the inference. You can always return to this section
later for a detailed explanation of how LogXact analyzed your data.

13.3.1

Models

For the baseline categories logit models for an unordered response, the adjacent
categories logit model, and the continuation ratio logit models, LogXact provides the
option to conduct exact conditional tests on the log odds ratio parameters in these
regression models. The key to exact nonparametric inference is eliminating all nuisance
parameters from the distribution of the observed data y . This is accomplished by
restricting the sample space to the set of all data sets with n subjects that have the same
set of sufficient statistics for the nuisance parameters as the observed data. The actual
form of the sufficient statistics, which we denote T , will vary from model to model.
This section writes the form of the four models available in LogXact for polytomous
regression, provides the form of the sufficient statistics T for each model, and provides the
theory for exact conditional inference in this setting. We use a common set of notation for
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all four models. Let Y be a categorical response with c categories. Then, let πij denote the
probability that subject i , i = 1, . . . , n, has a response in category j , j = 1, . . . , c; that is,
Yi = j . In addition, let xi be a p × 1 vector of covariates for that subject. The four options
for analyzing a polytomous response in LogXact are:
Unordered Response LogXact uses baseline category logit models to analyze unordered
categorical responses. The baseline categories logit model for an unordered response
takes the form
 
πij
log
= αj + βj xi , j = 2, . . . , c.
(13.1)
πi1
The model takes the form of c − 1 logistic regression equations, each one comparing the
odds of having a response in category j versus a baseline category, denoted here as
category 1. The model specifies a different set of intercepts, αj , and coefficients, βj , for
each of these c − 1 logits, thus allowing the association between the response, which is
being in category j versus being in category 1, and each covariate to be different in each
of the c − 1 logistic regression equations.
As a default, LogXact uses response category 1, or the "low" category, as the baseline
category. In this case, the model compares the probabilities of being in response category
j versus being in response category 1. LogXact also provides the user the option to select
the "high" category, or the category with the largest score, to be the baseline category. In
this case, the model becomes
 
πij
log
(13.2)
= αj + βj xi , j = 1, . . . , c − 1.
πic
If interest focuses on comparing the probabilities against an alternative baseline category,
this can easily be accomplished by recoding the response variable so that the desired
baseline category is coded category 1 or category c. Alternatively, the c − 1 sets of
π
baseline category logits logit πi1ij define all such contrasts, since one can arrive at any
logit by taking a linear contrast of the baseline category logits. That is, for any two

13.3 Theory and Methods – 13.3.1 Models
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categories a and b,



πia
log
πib





πij
= log
πi1





πib
− log
πi1


.

LogXact also offers simpler version of model (13.1) that assumes a homogeneous β
across the c − 1 baseline logits. The model becomes
 
πij
log
(13.3)
= αj + β xi , j = 2, . . . , c,
πi1
and the number of log odds ratio parameters is reduced from p × (c − 1) to p. As noted in
Cox and Snell (1989), under this simpler model, the association between xi and the
response is invariant under irrelevant splitting of categories or combination of identical
effect categories.
Under the baseline categories logit model (13.3), the sufficient statistic for αj is


Aj = ni=1 Yij . The sufficient statistic for βj is Bj = ni=1 Yij xi , yielding the vector of
sufficient statistics for all β parameters B = (B2 , . . . , Bc ). Under the homogeneous model,
 
the sufficient statistic for β is B = ni=1 cj =1 Yij xi . For both the heterogeneous and
homogeneous models, the vector of sufficient statistics for all models parameters is
T = A , B , where A = (A2 , . . . , Ac ). Analogous results hold under alternative
formulation using the "high" category as the reference group.
Proportional Odds Model The proportional odds model relates to cumulative
probabilities of an ordered categorical response. Again, let Y denote the categorical
variable, with categories πj , j = 1, . . . , c, and suppose that the categories are ordered.
Let γj denote the cumulative probability P (Y ≤ j ) = π1 + π2 + . . . + πj , j = 1, . . . , c − 1.
The proportional odds model takes the form


γij
log
= αj + βxi , j = 1, . . . , c − 1,
1 − γij
where the αj are increasing in j . The proportional odds model specifies that the effect of
the covariate is homogeneous across cutpoints for the cumulative probabilities, yielding a
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model with (c-1) + p total parameters. The model specifies that the ordinal response is
stochastically ordered with respect to the covariate (Agresti and Coull 2002).
Because the proportional odds model expresses effects of interest on cumulative
probabilities but the log likelihood of the model parameters given the data is expressed in
terms of individual response probabilities, the model does not yield a set of sufficient
statistics upon which exact conditional inference can be performed. As a result, LogXact
always reports asymptotic results for the parameter estimates from this model.
Adjacent Categories Model The adjacent categories logit model relates to individual cell
probabilities associated with an ordered response. The model takes the form


πi,j +1
log
(13.4)
= αj + β xi , j = 1, . . . , c − 1.
πi,j
Like the proportional odds model, the adjacent categories logit model always assumes a
homogeneous set of regression coefficients, β , for the c − 1 derived logistic regression
equations.
One thing to note when using LogXact to fit adjacent categories is the direction of
comparison among the adjacent logits. By default, LogXact fits the model comparing the
odds πi,j +1 /πi,j . That is, LogXact uses the lower category as the "baseline" by using the
corresponding probability as the denominator in the constructed logit. Thus, positive
elements of β correspond to a positive association between the outcome and the
corresponding covariate, whereas a negative regression coefficient represents a negative
association for that covariate with the response. LogXact also allows the user the option to
select the "high" category, or the category with the largest score, to be the baseline
category in the adjacent category logits. In this case, the model becomes


πi,j
log
= αj + β xi , j = 1, . . . , c − 1.
(13.5)
πi,j +1
The adjacent categories logit model recognizes the ordering of the response categories by
specifying a set of homogeneous odds ratios for the set of logits constructed using
13.3 Theory and Methods – 13.3.1 Models
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neighboring categories. As noted by Agresti (2002; pp. 286-287), the model is the special
case of the baseline categories logit model; that is, model (13.5) is equal to
 
πij
log
(13.6)
= αj + β (c − j )xi , j = 1, . . . , c − 1,
πic
so that the model is equal to the baseline category logit model with the original covariate
vector xi multiplied by a term linear in j .
To derive the sufficient statistics for the adjacent categories logit model 13.4, let


Sik = K
the sufficient statistic for αj is Aj = ni=1 Sij , whereas
j =k Yij . Under this model, 

the sufficient statistic for β is B = ni=1 cj =1 j Yij xi . The vector of sufficient statistics for all
model parameters (α1 , . . . , αc−1 , β) is T = A , B , where A = (A1 , . . . , Ac−1 ). Analogous
results hold for the model that specifies the baseline category to be the "high" category.
Continuation Ratios Logit Model The continuation ratios logit model relates to
conditional probabilities associated with an ordered response. Let
ωij =

πi,j +1 + . . . + πic
πij + πi,j +1 + . . . , πic

denote the conditional probability that subject i exhibits a response in a category greater
than j , given that that subject does not exhibit a response in categories 1, 2, . . . , j − 1.
The continuation ratio logits model is
log ωij = αj + βj xi , j = 1, . . . , c − 1.
The model corresponds to conducting c − 1 separate logistic regressions. To see this, let
nj denote the number of subjects having Yi ≥ j , j = 1, . . . , c − 1. Thus, n1 = n. Fitting a
continuation ratio logits model corresponds to conducting c − 1 logistic regressions, with
regression j using only those nj subjects having Yj ≥ j to model the binary response
Y > j . Because of this connection with logistic regression, LogXact conducts exact
conditional inference for this ordinal model by obtaining exact results for each of the c − 1
logistic regressions separately, using the methods for exact logistic regression outlined in
Chapter 7.
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Note: Many software packages (e.g. GLIM) use −2 × loglikelihood as deviance (See
discussion on deviance in section D.3).

13.4 Unordered
Response Model
Examples
13.4.1 Example1:
Alligator data
13.4.2 Example2:
Wallet Data

13.4.1

Example1: Alligator data

This example uses a subset of data from Agresti (2002). The data in this subset come
from a study of factors influencing the primary food choice of alligators in two Florida
lakes. The response variable is food type, having five categories : fish (1), invertebrate
(2), reptile (3), bird (4), other (5). The covariates are gender having two categories: male
(1), female (2), lake having two categories : Trafford (3), George (4) and size of the
alligator, having two categories: ≤ 2.3m (1), > 2.3m (2). The data are stored in the data set
GATOR2.CYD.
Open the data set GATOR2.CYD. The data will appear on the screen as shown below.

Select the menu item
Regression
Polytomous Response
Unordered Response …
13.4 Unordered Response Model Examples – 13.4.1 Example1: Alligator data 445
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In the ensuing model dialog box, select food as the Response variable, lake and size
as the model terms, and count as the Weight variable. Select the radio buttons
Estimate and Asymptotic.

Equal Beta

Please note that this exercise will take a substantial amount of time
(around 50 minutes). Click on the button Options and select the radio button High as
the Reference and the radio button Equal as Beta. Click on OK and you will be taken back
to the model dialog box, which will look as shown below.
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Click on OK. You will get the results as shown below.

The fitted model differs significantly from the null model as indicated by the p-value for
likelihood ratio.
Both the covariates lake and size do not show any significance in their asymptotic p
values. Next try to obtain estimates by exact method. Open the model dialog box again,
and keep the selections same as before except changing the Compute selection to be
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exact. Click on OK and you will get the results after about 50 minutes.

Notice that the exact p-value 0.27 for the covariate lake is nearly twice the asymptotic
p-value which is 0.17.

Unequal Beta

Please note that this exercise will take around four hours to complete.
Now try to get exact inference results for Unequal Beta estimates for the same model
as before. In the model dialog box, ensure that exact option is selected and click on the
button Options. In the Options dialog box, select the radio button High as the
Reference and the radio button Unequal as Beta. Click on OK and you will be taken back
to the model dialog box. Again click on OK. This time it may take more than 4 hours to
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obtain the results.

Notice the big difference in the p-values of asymptotic and exact methods for the covariate
size under Response:food=2. The asymptotic p-value is nearly significant at 5% level,
wheras the exact method p-value clearly indicates no significance.

13.4.2

Example2: Wallet Data

This example is considered by Allison (1999; section 5.2). Table given below reports data
from a survey of 195 undergraduates at the University of Pennsylvania in order to study
the effects of parenting styles on “good Samaritan” tendencies. The response for each
individual is his/her answer to the question "If you found a wallet on the street, would you
(1) keep the wallet and the money, (2) keep the money and return the wallet, or (3) return
both the wallet and the money?" The survey recorded the response for each individual as
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well as gender (1=male, 0=female), whether the individual was enrolled in business school
(1=yes, 2=no), a variable "punish" describing whether student was physically punished by
parents at various ages (1=punished in elementary school but not middle or high school,
2=punished in elementary and middle school but not high school, 3=punished at all three
levels) and a variable "explain" denoting whether parents generally explained why the
punishable deed was wrong (1=almost always, 0=sometimes or never).
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Frequency of Response for Each Covariate Pattern in the University of Pennsylvania
"Wallet" survey

Profile
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

Population Profile
Gender Business Punish
0
0
1
0
0
1
0
0
2
0
0
2
0
0
3
0
0
3
0
1
1
0
1
1
0
1
2
0
1
2
0
1
3
1
0
1
1
0
1
1
0
2
1
0
2
1
0
3
1
0
3
1
1
1
1
1
1
1
1
2
1
1
2
1
1
3
1
1
3

Explain
0
1
0
1
0
1
0
1
0
1
0
0
1
0
1
0
1
0
1
0
1
0
1

Response
1 2
3
1 3
8
0 5 45
0 2
5
0 2
5
3 1
1
0 0
3
0 0
1
1 2
2
1 0
0
0 1
2
2 0
1
1 4
4
3 13 24
3 2
3
1 1
1
1 2
0
0 1
2
0 3
2
2 5
9
1 1
0
1 1
2
2 0
0
1 1
1

The response represents an ordered categorical variable, with 3 being more altruistic than
2, and 2 being more altruistic than 1. However, for illustration we ignore this ordering for
now. Thus, we assess the associations between the response and the categorical
covariates by fitting a baseline category logit model for an unordered polytomous
13.4 Unordered Response Model Examples – 13.4.2 Example2: Wallet Data
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response that includes the main effect of each predictor. We begin by fitting the model
with equal betas for all baseline category logits, and treating the "punish" variable as
ordinal with scores (1,2,3). In addition, because response category "3=return both" is the
most frequent response, we treat this response category as the baseline. Finally, because
the same sizes are small for some covariate pattens, we obtain the exact conditional
maximum likelihood estimates for all regression coefficients.
The above data is available to you in the file named WALLET.CYD. This data file is
available in the DATA subdirectory in your LogXact installation directory (as are the other
data files corresponding to the examples used in this manual).
Open this data file in LogXact’s Data Editor by choosing from the menu bar:
File
Open . . .
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Your editor window will now appear as shown below:

Choose:
Regression
Polytomous Regression
Unordered Response . . .
In the ensuing dialog box,
Select wallet as the Response.
Add male, business, punish, and explain to the Model Terms.
Confirm that the Estimate radio button is selected under Estimate Model or
Test Multiple Hypotheses.
Click on the Exact radio button under Compute.
13.4 Unordered Response Model Examples – 13.4.2 Example2: Wallet Data
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Now, we wish to set the high category as the reference category in the baseline logit
formulation and specify the baseline categories formulation having a common set of
regression coefficients across the multiple baseline logits. In order to do this,
Click on Options. Then in the options tab
Click on the High radio buttion for Reference.
Click on Equal for Beta.
Click on OK. The dialog box now looks as shown below.

Click on OK
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After around half an hour, LogXact displays the following screen with the estimates from
the model fit.

The output reports results from both the asymptotic and exact fits. In this example, the
results from the two approaches are similar. The likelihood ratio p-value in the summary
statistics indicates that the fitted model is significantly different from null model. The
results also suggest that the regression coefficients associated with male, punish, and
explain are all significantly different from zero. The estimated effects indicate that, when
compared to the probability of returning both the money and the wallet, the odds of either
one of the other two responses for males are e1.159 = 3.2 times that for females, holding
other factors constant. Analogously, we estimate that the odds of either keeping both the
money and the wallet or keeping the money only for each increase in the ordinal
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punishment variable (i.e. each additional type of school for which children continue to be
punished) are multiplied by e0.495 = 1.64. Finally, the odds of either keeping both the
money and the wallet or keeping the money only for those whose parents generally
explained the reason for punishment are e−0.998 = 0.37 times that for subjects whose
parents did not explain the reason for punishment, holding other factors constant.

13.5 Proportional
Odds Model Example
13.5.1 Example: Job
Satisfaction Data

13.5.1

Example: Job Satisfaction Data

This example is considered by Agresti (2002; section 7.4.1). Table shown below was
originally taken from the 1991 General Social Survey, National Opinion Research Center,
cross-classifies income and job satisfaction, stratified by gender, for black Americans. The
data are sparse and quite unbalanced, with cell counts ranging from 0 to 17.
Job Satisfaction and Income, Controlling for Gender

Gender
Male

Female

Income
(Dollars)
< 5000
5,000-15,000
15,000-25,000
> 25, 000

Very
Dissatisfied
1
2
0
0

< 5000
5,000-15,000
15,000-25,000
> 25, 000

1
0
0
0

Job Satisfaction
A Little Moderately
Satisfied
Satisfied
3
11
3
17
1
8
2
4
1
3
0
1

2
5
7
9

Very
Satisfied
2
3
5
2
1
1
3
6

In this example, job satisfaction is ordered, ranging from the low rating of “Very
Dissatisfied" to the high rating of “Very Satisfied". A regression model for an unordered
response would not fully utilize the information contained in the ordering of this response.
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We consider job satisfaction as an ordered polytomous response variable, with interest
focusing on testing for an association between this response and the independent
variables income and gender. Throughout this section, we use scores (1,2,3,4) for both
income and job satisfaction, and scoring (1=males, 0=females).
The above data is available to you in the file named JOBSATISF.CYD. This data file is
available in the DATA subdirectory in your LogXact installation directory.
We first fit the proportional odds model based on cumulative logits. As noted in
Section 13.3.1, exact tests of significance are not available in the proportional odds
framework, due to the lack of sufficient statistics for the regression parameters. Thus, we
base inference on the asymptotic fit of the model. We fit the model using job satisfaction
as the response and income and gender as covariates in the model.
Open the data file JOBSATISF.CYD by choosing from the menu bar
File
Open . . .
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Your editor window will now look similar to the screen shown below:

Choose:
Regression
Polytomous Regression
Proportional Odds Model . . .
In the ensuing dialog box,
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Select satisfact as the Response.
Add income and gender to the Model Terms.
Select count as the Weight.
The default action of Estimate for proportional odds regression will be
automatically selected. The dialog box now looks as shown below.

Click on OK
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LogXact displays the following screen with the results of the test.

The screen shows an estimated log odds ratio associated with income of -0.51 (SE=0.20)
and an estimated log odds ratio associated with gender of 0.02 (SE=0.43). Thus, the
analysis suggests that for every category increase in income, the odds of being below a
given satisfaction cutpoint are multiplied by e−0.51 = 0.60. In other words, the odds of being
below a given cutpoint decrease by 40% for every one category increase in income.
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Example1: Job Satisfaction Data

We now fit an adjacent categories logit model to the job satisfaction data described in the
previous section, again using satisfact as the ordered polytomous response and income
and gender as covariates. If you are starting this example from scratch, open the data
from the file JOBSATISF.CYD available in the DATA subdirectory in your LogXact
installation directory.
Choose:
Regression
Polytomous Regression
Adjacent Category Model . . .
In the ensuing dialog box,
Select satisfact as the Response.
Add income and gender to the Model Terms.
Select count as the Weight.
The dialog box now looks as shown below.

13.6 Adjacent Categories Model – 13.6.1 Example1: Job Satisfaction Data

461

black

<<< Contents

* Index >>>

13 Polytomous Regression

Now, if we wish to match the results given by in Section 7.4.2 of Agresti, where the
adjacent categories logit is defined with the probability of landing in the higher category in
the denominator, we need to change the reference group to "high". In order to do this,
Click on Options.
Click on the High radio buttion for Reference.
Click on OK. You will be taken back to the previous dialog box.
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Click on OK
LogXact displays the following screen with the estimates from the model fit.

The screen shows that once we define the high categories to be the reference groups in
the multiple adjacent category logits, the results match those given by Agresti. That is, the
asymptotic estimates are -0.389 (SE = 0.155, P=0.012) for income and 0.045 (SE = 0.314,
P=0.89) for male, suggesting that these data provide strong evidence of an association
with income, but not with gender. These results agree qualitatively with those provided by
the cumulative logit model, with the income effect being somewhat larger than its
counterpart from the cumulative logits analysis. This will often be the case when there
exists a true effect on an ordinal response, since the cumulative logits incorporate all of
the data on the ordinal scale, whereas the adjacent category logits use information from
only a pair of probabilities at each covariate level.
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Now suppose we wish to conduct exact conditional inference for this adjacent category
logit model. Again, choose:
Regression
Polytomous Regression
Adjacent Category Model . . .
In the ensuing dialog box,
Select Exact under the compute box.
Click on OK.
You will get the results as shown below.

As in the wallet example, the screen shows that the exact results are very similar to the
asymptotic estimates, with the exact estimates of the regression coefficients equaling
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−0.381(SE = 0.153, P = 0.011) for income and 0.043(SE = 0.312, P = 1.0) for gender.
These exact results reinforce the fact that the data provide strong evidence of an
association with income, but not with gender.

13.6.2

Example2: Statistics Grades

We consider an example first considered in Johnson and Albert (1999) concerning grades
for a class of statistics students. For each student, the data consists of the letter grade
earned in the class, the math SAT score, and the grade earned in a prerequisite statistics
course. Table shown below displays the data for the 30 students in the class.

13.6 Adjacent Categories Model – 13.6.2 Example2: Statistics Grades

465

black

<<< Contents

* Index >>>

13 Polytomous Regression
Students’ Grades and SAT Scores

Student
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Grade
D
D
B
D
C
B
C
A
C
C
B
B
C
C
B

SAT-M
Score
525
533
545
582
581
576
572
609
559
543
576
525
574
582
574

Previous
Grade
B
C
B
A
C
D
B
A
C
D
B
A
F
D
C

Student
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

Grade
D
B
D
F
B
A
D
A
B
F
C
D
B
B
A

SAT-M
Score
471
595
557
557
584
599
517
649
584
463
591
488
563
553
549

Previous
Grade
B
B
C
A
A
B
C
A
C
D
B
C
B
B
A

In this example, we wish to assess the association between ordinal grade earned by each
student and their SAT score as well as the grade earned in the prerequisite course We
code the grade variables A=1, B=2, . . ., F=5. Because there are only 30 students in the
class, we consider an exact analysis using adjacent categories logits, treating the grade
for the prerequisite class as continuous in the ordinal model.
The above data is available to you in the file named GRADES.CYD. This data file is
available in the DATA subdirectory in your LogXact installation directory (as are the other
data files corresponding to the examples used in this manual).
Open this data file in LogXact’s Data editor by choosing from the menu bar:
File
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Open . . .
Your editor window will now look similar to the screen shown below:

Choose:
Regression
Polytomous Regression
Adjacent Category Model . . .
In the ensuing dialog box,
Select grade as the Response.
Add sat to the Model Terms.
Click the Estimate radio buttons.
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Click the Exact radio button The dialog box now looks as shown below.

Click on OK
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LogXact displays the following screen with the estimates from the model fit.

Results suggest that a student’s math SAT score is associated with a student performance
in the class. For a ten unit increase in math SAT score, we estimate the odds of earning
one grade letter higher is multiplied by exp(0.024×10)=1.27. Although the estimates from
the asymptotic and exact conditional analyses are very similar, the p-values differ by over
a factor of 40, with the exact conditional analysis yielding stronger evidence of an SAT
effect. In addition, after accounting for math SAT score, a student’s grade from the
prerequisite class is not significantly associated with current grade. We note, however, that
the model does not fit the data well, suggesting that there are other factors associated
with student performance in the class that are not recorded in this data set.
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13.7 Continuation
Ratio Model
Examples
13.7.1 Example1:
Happiness and
Marital Status
13.7.2 Example2:
Developmental
Toxicity Data

13.7.1

Example1: Happiness and Marital Status

This example is also considered by Allison (1999; section 6.5). Table shown below,
originally taken from the 1996 General Social Survey, National Opinion Research Center,
cross-classifies year, marital status, and general happiness.
Marital
Status
Married
Unmarried

Very happy
473
84

1984

Married
Unmarried

332
150

387
347

62
117

1994

Married
Unmarried

571
257

793
889

112
234

Year
1974

Happiness
Pretty happy Not too happy
493
93
231
99

In this example, we wish to assess the association between general happiness and
marital status, controlling for year. It is natural to consider the logits contrasting (1) Happy
(consisting of categories Pretty Happy and Very Happy) versus Unhappy, and (2) given
that you are happy, Very happy versus Pretty Happy. Thus, we fit a continuation logit
model to these data using the coding 1=Very happy, 2=Pretty happy, 3=Not too happy,.
The above data is available to you in the file named HAPPY.CYD. This data file is available
in the DATA subdirectory in your LogXact installation directory (as are the other data files
corresponding to the examples used in this manual).
Open this data file in LogXact’s Data Editor by choosing from the menu bar:
File
Open . . .
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Your editor window will now look similar to the screen shown below:

Choose:
Regression
Polytomous Regression
Continuation Ratio Model . . .
In the ensuing dialog box,
Select happy as the Response.
Add y84, y94 and married to the Model Terms.
Select count as the Weight.
Click the Estimate radio buttons.
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Click the Exact radio button The dialog box now looks as shown below.

Click on OK
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LogXact displays the following screen with the estimates from the model fit.

13.7 Continuation Ratio Model – 13.7.1 Example1: Happiness and Marital Status473

black

<<< Contents

* Index >>>

13 Polytomous Regression

As noted in Section 13.3.1, the exact version of the continuation ratio logit model fits
c − 1 = 2 exact logistic regressions. Thus, LogXact reports c − 1 = 2 sets of regression
coefficients from this fit. Due to the large cell sizes, the asymptotic and exact results are
nearly identical. The results suggest that the odds a married person is very happy is
e0.99 = 2.69 the odds a non-married person is happy, and that the odds that a married
person is overall happy is e1.01 = 2.75 those for a person that is not married, given that that
subject is at least somewhat happy. In contrast, for each of the year variables, the two
logistic regressions yield regression coefficients with different signs, suggesting that
responses from 1984 and 1994 tend to be in the middle of the ordered response (Pretty
happy) rather than at one of the extreme categories.
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Example2: Developmental Toxicity Data

We consider a developmental toxicity example considered in Agresti (1996). The data in
the table shown below arise from a toxicity study investigating the developmental effects of
diethylene glycol dimethyl ether in mice. Pregnant mice were exposed to one of the five
concentration levels (0,62.5,125,250,500) for ten days during the pregnancy, and each
fetus in the study was evaluated for developmental effects. Response categories were
(Normal, Malformed, Dead). This example is an application in which continuation ratio
logits have a natural interpretation, since it is most natural to think of the probability of
being normal given that a fetus lived through the pregnancy. In addition, this example will
also demonstrate the care with which estimated coefficients must be interpreted, as
results provided by LogXact differ from those given by Agresti (1996) due to the different
logit formulation for the model in these two analyses.
Development Toxicity data

Concentration
0 (controls)
62.5
125
250
500

Dead
15
17
22
38
144

Response
Malformation
1
0
7
59
132

Normal
281
225
283
202
9

In this example, we wish to assess the association between concentration and outcome.
We fit a continuation logit model to these data.
The above data is available to you in the file named DEVTOX2.CYD. This data file is
available in the DATA subdirectory in your LogXact installation directory (as are the other
data files corresponding to the examples used in this manual). The response categories
are coded as:1 - Dead, 2 - Malformation, 3 - Normal.
Open this data file in LogXact by choosing from the menu bar:
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File
Open . . .
Your editor window will now look similar to the screen shown below:

Choose:
Regression
Polytomous Regression
Continuation Ratio Model . . .
In the ensuing dialog box,

476

13.7 Continuation Ratio Model – 13.7.2 Example2: Developmental Toxicity Data

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

Select response as the Response.
Add dose to the Model Terms.
Select count as the Weight.
Click the Estimate radio buttons.
Click the Exact radio button The dialog box now looks as shown below.

Click on OK
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LogXact displays the following screen with the estimates from the model fit.

Again, LogXact reports c − 1 = 2 sets of regression coefficients from this fit. For this
example, the asymptotic and exact results are nearly identical.
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Poisson Regression

When the outcomes are discrete counts, the Poisson distribution is natural for modeling
the outcomes since it assigns probability mass to the set of nonnegative integers. The rate
at which these events occur is represented by a rate parameter λ. Poisson regression
specifies this rate to be a function of fixed covariates. The Poisson model is useful when
relatively few responses of interest are expected out of a very large number of possible
responses, or relatively few events are observed over a relatively long period of time. If the
populations within each of the covariate patterns differ in size, one can use a rate
multiplier variable to account for the differences in the size of the populations.
More specifically, consider a set of independent random counts Y1 , Y2 , . . . , Yn .
Corresponding to each random variable Yj , there is a (p × 1) vector xj = (x1j , x2j , . . . , xpj )
of explanatory variables (or covariates). Let λj be the rate for count Yj . In addition,
suppose further that for the j th observation there is an additional covariate dj measuring
time of observation or exposure. For example, in many epidemiological studies such a
measure might be person-years under observation. We refer to dj as a rate multiplier. The
expected number of events for the j th observation is given by λj ; that is, E(Yj ) = λj .
Poisson regression models assume that observation Yj has probability density
y

f (Yj ; λj ) =

exp −λj λj j
yj !

.

The dependency of this mean on xj , given dj , is modeled through the relationship
log λj = log dj + γ + xj β,

(14.1)

where γ and β = (β1 , β2 , . . . , βp ) are unknown parameters. In this context, we refer to
log dj as an offset term, since it is a known quantity in the linear predictor
log dj + γ + xj β .
Poisson regression can be used to model cohort data, retrospective-prospective data,
standardized mortality ratios, and, in general, count data for which the response is rare.
Observations may be weighted according to the amount of observed exposure time.

481

black

<<< Contents

* Index >>>

14 Poisson Regression
14.1 Purpose of
this Chapter

The purpose of this chapter is to illustrate how to use LogXact for both exact and
asymptotic inference in a Poisson regression model. The menu choices for conducting a
Poisson regression analysis in LogXact are similar to those documented for logistic
regression models in Chapters 7 and 8. In this chapter, we review these options and
demonstrate them by analyzing data from Agresti (1996) on nesting horseshoe crabs and
data from Breslow and Day (1987) on nickel factory workers.
LogXact now includes the Monte Carlo capabilities for conditional exact inference that
were previously only available for binary logistic regression models. Although size
requirements will vary according to an individual machine’s memory and disk space,
LogXact can currently perform conditional exact calculations for data sets with up to
approximately 20 total events. Incorporating Monte Carlo methods for Poisson regression
considerably broadens the scope of exact methods to larger data sets.

14.2 Defining a
Poisson Regression
Model
14.2.1 The Event
14.2.2 Stratum
14.2.3 Model Terms
14.2.4 The Rate
Multiplier

To activate the Poisson Regression dialog box, choose from the menu:
Regression
Count Data 
Poisson Regression. . .
In this dialog box, you are asked to specify variables needed for the analysis and the form
of the regression analysis output. In this section, we describe the variables needed for a
Poisson regression analysis.

14.2.1

The Event

The variable Event plays the role of Y1 , . . . , Yn in the Poisson regression analysis. Values
assumed by this variable must be nonnegative integers.

14.2.2

Stratum

Specifying a Stratum variable is optional. If you wish to perform stratified Poisson
regression, you would specify a Stratum variable.
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Model Terms

Variables selected as Model Terms define the covariates x = (xj 1 , . . . , xjp ) for the Poisson
regression model. These terms can represent either quantitative variables, such as height
or weight, or qualitative factors for which different values of the variables denote different
levels of a categorical variable. To define a variable as a factor, use the Toggle Factor
On/Off option located below the Variable list in the Poisson regression dialog box.

14.2.4

The Rate Multiplier

Specifying a rate multiplier is optional. If omitted, all observed Poisson counts are
assumed to arise from populations of the same size, or from subjects that were observed
or exposed for equal amounts of time. If specified, the rate multiplier adjusts for varying
population sizes, varying observation times, or varying exposure times. The rate multiplier
variable must take on positive values and can be either an integer or a non-integer.

Recall from the introduction that for specified rate multiplier dj , the expected event count is
given by λj = exp{log(dj ) + γ + xj β}. Thus, using a rate multiplier corresponds to using its
log as an“offset” term. This implies that doubling all values of the rate multiplier has no
effect on the estimates of the coefficients or on any of significance tests—its only effect
will be on the intercept term. That is, doubling di is the same as adding log(2) to every
linear predictor, which will be accounted for in the estimation procedure by subtracting
log(2) from the intercept. Thus, the rate multiplier adjusts for the relative sizes of the risk
populations of the observations, rather than the absolute sizes.

14.3 Summary of
LogXact Output for
Poisson regression

Output is created by the Asymptotic, Exact, and Monte Carlo items in the Poisson
Regression dialog box. Summary output consists of deviance, degrees of freedom and
the p-value using asymptotic analysis. Note that this deviance is computed using the
ungrouped data formula (see equation D.5 in Appendix D).
1. Clicking the Asymptotic option produces one line of asymptotic output for each
variable in the model. The following items appear on that line of output:
14.3 Summary of LogXact Output for Poisson regression
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the name of the variable;
a line-label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval and p-value of the β
coefficient. These estimates are obtained by maximizing the unconditional
likelihood function, as documented in Section A.4 of Appendix A.
2. Clicking the Exact option produces one line of exact output for each variable in the
model. The following items appear on that line of output:
the name of the variable;
a line-label denoting the type of inference — exact;
the point estimate of the β coefficient. Where possible, this estimate is obtained
by maximizing the conditional likelihood function (CMLE) formed by conditioning
on the observed values of the sufficient statistics corresponding to all the
nuisance parameters. Sometimes this maximization is not possible, because the
sufficient statistic of the β being estimated lies at one extreme of its range. In
that case the median unbiased point estimate (MUE) is reported; see
Section A.6 of Appendix A for details. We have found, empirically, that the MUE
can behave rather poorly in terms of obtaining predictive probabilities. Thus we
urge that it be used with caution. The role of the MUE for statistical inference is
in need of further research. The exact confidence interval for β is a far more
informative and reliable statistic than the MUE;
the exact confidence interval and exact p-value of β . These estimates are
derived from the exact permutational distribution of the sufficient statistic for β ,
conditional on all the remaining sufficient statistics. See the documentation in
Section A.6 of Appendix A for details.
3. Clicking the Monte Carlo option produces one line of exact output for each variable
in the model. The following items appear on that line of output:
the name of the variable;
a line-label denoting the type of inference — Monte Carlo;
the Monte Carlo point estimate of the exact β coefficient.
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the Monte Carlo confidence interval and p-value of β .
4. When the asymptotic estimates fail to exist, the maximum likelihood algorithm, fails to
converge and LogXact places ‘?’ characters in appropriate places on the output
screen.
5. When the memory requirements for doing an exact computation are exceeded,
LogXact places a NO MEMORY sign at the appropriate place in the Output window.
6. The label NA, meaning “not applicable”, appears in the Output window whenever a
particular computation is inappropriate.
14.4 Unstratified
Poisson Regression
14.4.1 Example:
Horseshoe Crab
Data

The following example demonstrates an unstratified Poisson regression analysis in
LogXact.

14.4.1

Example: Horseshoe Crab Data

Let us consider the data described by Agresti (1996) on nesting horseshoe crabs. Each
female horseshoe crab in the study had one male crab attached to her in her nest. The
study investigates whether the number of additional male crabs around a female’s nest, or
the number of satellites, is related to a female’s physical characteristics, such as color,
spine condition, weight, and carapace width. The data set consists of observations on 173
female crabs. We analyze the subset of crabs having one worn or broken spine (n = 15)
so that exact Poisson regression is computationally feasible in LogXact.

The CRAB2.CYD file, which is distributed with the package, tabulates the data as follows.
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Obs. Outcome Variable
Covariates
No.
SATEL
COLOR WEIGHT (Kg) WIDTH (cm)
1
0
3
24.7
1.90
2
0
3
21
1.85
3
4
2
23.2
1.95
4
3
1
25
2.30
5
0
2
25.7
2.00
6
0
2
22.9
1.60
7
3
3
26
2.20
8
0
3
24.5
2.25
9
0
2
24
1.70
10
4
2
24.7
2.55
11
0
2
25.4
2.30
12
6
1
24.5
1.95
13
6
2
25
2.25
14
4
3
29.8
3.50
15
0
2
24.5
2.00
Color: 1 = light medium, 2=medium, 3 = medium dark - dark
Open the CRAB2.CYD dataset by choosing:
File
Open . . .
In the ensuing dialog box, select the CRAB2.CYD file and click OK . The dataset opens in
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the Data Editor, as shown below.

Since the variable color represents three color categories, we first define color to be a
factored variable by clicking on color and choosing:
DataEditor
Modify Variable . . .
In the Variable Type Setting dialog box:
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1. Select the Factor checkbox. The dialog box is shown below.

2. Click on the OK button. The Data Editor window will look as:

Now suppose we would like to regress the number of satellites on female crab width and
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conduct asymptotic inference on the width regression coefficient. Define a Poisson
regression model by choosing:
Regression
Count Data 
Poisson Regression. . .
In the ensuing Poisson Regression dialog box:
1. Select satel as the Event. The dialog box now looks as shown below.
2. Add the width variable to the Model Terms:.
3. Retain the Asymptotic option in the Compute box. The dialog box now looks as
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shown below.

4. Click on the OK button.
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The following output is produced.

The asymptotic results suggest that there is moderate evidence that females with wider
carapace have a larger number of satellites. In particular, the Poisson regression model
estimates that an increase 1 cm in width for crabs with a worn or broken spine has a
multiplicative effect of exp (β1 ) = exp(.1668) = 1.18 on the number of satellites. However,
this width effect is not statistically significant at the α = .05 significance level.
With only n = 15 observations, one might question the validity of the large-sample Normal
approximation for the distribution of the estimated regression coefficient for width. In
LogXact, we can check this approximation by computing the exact distribution of these
estimates, conditional on the observed total number of satellites. To do this, choose again,
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Regression
Count Data 
Poisson Regression. . .
This time, however, in the Poisson Regression dialog box, select the Exact option in
the Compute box.
The following output is produced.

The exact and asymptotic results agree well in this analysis.
We can also conduct exact Poisson regression when factor variables are included in the
model. Suppose that we wish to fit the Poisson regression model that regresses the
number of satellites on female color. Since the variable color represents a female crab’s
color in terms of categories light medium, medium, and medium dark - dark, we can
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account for color in the model by treating it as a factored variable. To do this, choose
Regression
Count Data 
Poisson Regression. . .
In the ensuing Poisson Regression dialog box:
1. Add the color variable to the Model Terms:.
2. Retain the Asymptotic option in the Compute box. The dialog box now looks as
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shown below.

3. Click on the OK button.
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The following output is produced.

The asymptotic results suggest that there is strong evidence that light medium female
crabs (color_1) have significantly more satellites than medium crabs (color_2). In
particular, the mean number of satellites for light medium female crabs is estimated to be
exp(1.6391) = 5.15 times that for medium dark - dark female crabs.
To obtain the exact conditional MLE’s for this model, choose
Regression
Count Data 
Poisson Regression. . .
In the ensuing Poisson Regression dialog box:
1. Change the Compute option from Asymptotic to Exact. The dialog box is shown
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below.

2. Click on the OK button.
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The output from the exact analysis appears in the Results window.

14.5 Stratified
Poisson Regression

This section illustrates how to use LogXact to develop stratified Poisson regression
models. Suppose there are N strata, with Poisson responses in each of them. Let the i th
stratum have ni observations. Let Yij be the response for observation j within stratum i for
i ≤ j ≤ ni , 1 ≤ i ≤ N . The Poisson regression model for Yij is
log(E(Yij )) = log(λij ) = log(dij ) + γi + xij

,

(14.2)

where γi is the stratum specific intercept term, is a (p × 1) vector of parameters
common across all strata, dij is the offset term, and xij is the covariate vector for
observation j in stratum i.

14.5 Stratified Poisson Regression
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We are usually interested in inferences about , and regard the γi ’s as nuisance
parameters. LogXact provides both asymptotic and exact inference for the . The
asymptotic inference is based on maximizing the partially conditional likelihood function
(see Appendix A, Subsection A.3.2). In this approach, one conditions on the sufficient
statistics for the γi parameters and thereby eliminates them from the likelihood function.
This approach is documented in Section A.5 of Appendix A. The exact approach is based
on generating the exact permutation distribution of the sufficient statistics for the
parameters of interest, conditioning on the observed values of the sufficient statistics for
all the remaining parameters. This approach is documented in Section A.6 of Appendix A.

14.6 Example
14.6.1 Example: Welsh
Nickel Workers
Data

The following example demonstrates a stratified Poisson regression analysis in LogXact.

14.6.1

Example: Welsh Nickel Workers Data

Let us consider the data on Welsh nickel workers described in Appendix VI of Breslow and
Day (1987). The study investigates whether the number of nasal cancer deaths among
workers in a nickel factory in Wales is related to exposure to gaseous compounds while
manufacturing nickel alloys. The dataset consists of 72 records representing 15,194
observations. The variables and their codes are:
AFE = Age First Employed (1: < 20.0, 2: 20.0-27.5, 3: 27.5-35.0, 4: 35.0-85.0)
YFE = Year First Employed (1: < 1910.0, 2: 1910.0-1914.999, 3: 1915.0-1919.999, 4:
1920.0-1924.999)
TFE = Time since First Employed (1: 0.0-19.999, 2: 20.0-29.999, 3: 30.0-39.999, 4:
40.0-49.999, 5: 50.0 +)
NCDEATHS = Nasal Cancer Deaths
PERSYRS = Person Years
Open the NICKEL.CYD file, which is distributed with LogXact, by choosing:
File
Open
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In the ensuing dialog box, select NICKEL.CYD and click on OK.
The first few records of data are visible in the editor. You can scroll down to view the rest of
the records.

Choose:
Regression
Count Data 
Poisson Regression. . .
In the ensuing Poisson Regression dialog box:
1.
2.
3.
4.

Select NCDEATHS as the Event.
Select AFE as the Stratum.
Add the YFE and TFE variables to the Model Terms.
Select PERSYRS as the Rate Multiplier.

14.6 Example – 14.6.1 Example: Welsh Nickel Workers Data
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5. Select the Exact option. The dialog box now looks as shown below.

6. Click on the OK button.

500

14.6 Example – 14.6.1 Example: Welsh Nickel Workers Data

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

After a while, the following output appears.

The results indicate that the asymptotic and exact method results closely match in this
example.
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Regression with Missing Categorical
Covariates

A common problem with biomedical data is the fact that some covariate values are often
missing from the dataset being analyzed. In cancer clinical trials, for example, one is
typically interested in assessing the efficacy of the treatment while adjusting for prognostic
factors such as age, sex, Breslow thickness, size of primary tumor, stage of disease, and
type of primary tumor. Such missing data are also quite common in laboratory studies of
cancer, where there are many missing biomarkers that may be related to a patient’s
survival. Missing covariate data are also fairly common in environmental studies, where a
substantial proportion of the demographic data might be missing. Frequently, however, the
numerical values of some of these prognostic factors might be either lost or unrecorded for
some of the subjects on study. When this happens the analyst is faced with the dilemma of
having to adopt ad hoc procedures to deal with the missing covariates even though well
accepted likelihood-based approaches to the problem have been published. The reason
for this dilemma is that there are no robust commercial grade likelihood-based software
packages that can handle missing covariates for the typical regression models required in
biomedical applications, such as generalized linear models or survival models. In the
absence of such software one typically performs a “complete-case” (CC) analysis, in
which the subjects with missing values are discarded and the estimation is done with only
the complete cases. The examples in this Chapter demonstrate that such an approach
discards valuable information about the variables of primary interest and can lead to
incorrect conclusions. Another common method is based on the notion of imputing the
missing values with ad hoc estimates, and then estimating the regression coefficients with
the resultant completed data using standard methods. Mean imputation, regression
imputation, hot deck imputation and multiple imputation are examples of this approach.
See Little and Rubin (2002) for a detailed discussion of such methods. As Little and Rubin
(2002) point out, such methods often produce highly biased and inefficient estimates,
especially for large fractions of missing data, which is common in the clinical trials context.
In general, since these methods do not correspond to maximum likelihood inference, their
asymptotic properties are not well understood, especially for the class of generalized
linear models and survival models.
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Because complete-case analysis and ad hoc data imputation are unsatisfactory, there is a
great need for a likelihood-based approach to the missing covariates problem. The
advantages of using likelihood-based procedures are many, including the computation of
asymptotic variances which take into account incompleteness in the data, and the
existence of well understood large-sample properties for the maximum likelihood
estimates. Unfortunately, for most incomplete data problems, the likelihood function based
on the observed data usually does not have a closed form and is quite cumbersome to
maximize directly. These difficulties severely inhibited the use of likelihood-based methods
for missing data problems until the advent of the EM algorithm (Dempster, Laird, and
Rubin, 1977) and its variations.
This chapter discusses methods for missing categorical (discrete) covariates in
generalized linear models (GLM’s). Specifically, we describe fitting multiple linear
regression for continuous outcomes, logit, probit and complementary log-log regression
for binary and binomial outcomes and Poisson regression for count data, when some of
the covariates contain missing values. In this version of the software, we consider only
missing categorical covariates. We assume the covariates are missing at random (MAR).
The MAR assumption is tenable for a broad range of biomedical studies, especially cancer
clinical trials. The maximum likelihood (ML) methodology in this software package is
based on the EM by the Method of Weights (Ibrahim, 1990), which is a general EM
algorithm for handing missing data in regression problems.
The current version of the software provides ML estimates of the regression coefficients
and their standard errors using Louis’s formula (Louis, 1982). In addition, the software
provides confidence intervals and p-values for the regression coefficient as well as
summary statistics for all covariate with missing values. In addition, LogXact also provides
estimate and standard errors for the parameters of the covariate distribution. The current
version of the software can handle up to 10 missing binary covariates and it can handle up
to 50 covariates total, of which 10 of them may have missing values. The fully observed
covariates can either be discrete or continuous. In addition, the software automatically
allows for interaction terms between the covariates. In this release, we have concentrated
on the EM by the Methods of Weights for missing categorical covariate data only; we
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assume that the response variable is always fully observed in the current version. Future
releases will accommodate both missing discrete categorical and/or response data in
GLM’s.

15.1 Available
Models

The statistical models discussed in this chapter and a brief list of references are tabulated
below:
Models
Multiple Linear Regression
Logistic
Probit
Complementary log log
Poisson

15.2 When to Use
Each Model

References
Ibrahim (1990), Ibrahim et. al. (1999), Louis (1982)
Ibrahim (1990), Lipsitz et al. (1996a), Louis(1982)
Ibrahim (1990), Ibrahim et al. (1999), Louis (1982)
Ibrahim (1990), Ibrahim et. al. (1999), Louis (1982)
Ibrahim (1990), Ibrahim, Chen and Lipsitz (1999)

Sometimes data are incomplete due to missing covariates on some observations. In such
situations, the typical analysis omits the cases with missing values and considers only the
complete cases by removing all incomplete observations that have one or more variables
missing from the data. An analysis based on the completely observed cases is called a
Complete Case (CC) analysis. Removing all incomplete cases results in loss of
information. Moreover, a CC analysis may lead to incorrect conclusions when there are
relatively few complete cases present in the dataset. In such situations, estimation
methods incorporating the cases with missing values are highly recommended.
Multiple Linear Regression Model For continuous outcomes when some of the
categorical covariates may contain missing values.
Logistic Model For binary or binomial outcomes when some of the categorical covariates
may contain missing values.
Probit Model For binary or binomial outcomes when some of the categorical covariates
may contain missing values.

15.2 When to Use Each Model
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Complementary log-log Model For binary or binomial outcomes when some of the
categorical covariates may contain missing values.
Poisson Model When the outcomes are counts and some of the categorical covariates
may contain missing values.
15.3 Theory and
Methods

In the following section, we describe the underlying theory for handling MAR covariates in
GLM’s. Then we discuss a few special cases such as multiple linear regression, logistic
regression, probit regression, complementary log-log regression and Poisson regression.

15.4 Generalized
Linear Models with
Missing Categorical
Covariates

Suppose that (x1 , y1 ), . . . , (xn , yn ) are independent observations, where each yi is the
response variable, and each xi is a p × 1 random vector of covariates. We specify the joint
distribution of (xi , yi ) by specifying a conditional distribution of yi given xi , denoted [yi | xi ],
and a marginal distribution of xi , denoted [xi ]. In addition, we use the generic label
p(u1 |u2 ) to denote the conditional density u1 given u2 throughout, where u1 may be discrete
or continuous. This conditional-marginal (CM) approach has been considered by Little and
Schluchter (1985), Ibrahim (1990), Lipsitz and Ibrahim (1996b), Ibrahim and Lipsitz
(1996), Ibrahim, Lipsitz, and Chen (1999), and Ibrahim, Chen, and Lipsitz (1999).
Suppose that [yi | xi ] has a density in the exponential class with the form


p(yi | xi , θi , τ ) = exp ai−1 (τ )(yi θi − b(θi )) + c(yi , τ ) , i = 1, . . . , n ,

(15.1)

indexed by the canonical parameter θi and the scale parameter τ . The functions b, and c
determine a particular family in the class, such as the binomial, normal, Poisson, etc. The
functions ai (τ ) are commonly of the form ai (τ ) = τ −1 si−1 , where the si ’s are known weights.
Further suppose the θi ’s satisfy the equations
θi = θ (ηi ) , i = 1, . . . , n ,

(15.2)

η = Xβ ,

(15.3)

and
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where ηi = xi β are the components of η, X is an n × p full rank matrix of covariates,
β = (β1 , . . . , βp ) is a p × 1 vector of regression coefficients and θ is a monotone
differentiable function. Models given by (15.1 - 15.3) are called generalized linear models
(GLM’s) and have proved to be very useful in many applications, such as cancer and AIDS
clinical trials. When θi = ηi , the link is said to be a canonical link. The density in (15.1)
includes a large class of regression models, such as normal linear regression, logistic and
probit regression, Poisson regression, gamma regression, and some proportional hazards
models (see McCullagh and Nelder, 1989). Without loss of generality, we assume
throughout that τ = 1, as, for example, in logistic and Poisson regression. The methods
proposed here can be extended to the case when τ is unknown, but may be more
computationally intensive. Since we assume τ = 1, we can hereafter write (15.1) as
p(yi | xi , θi , τ ) ≡ p(yi | xi , β) .

Denote the marginal density of xi by p(xi | α), where α is a vector of indexing parameters.
Our main interest is in the estimation of β , with α being viewed as a nuisance parameter.
Let γ = (β, α) denote the q × 1 vector of all the parameters. The complete-data
log-likelihood for subject i is given by

l(γ ; xi , yi ) = log[p(yi |xi , β)] + log[p(xi |α)] .

(15.4)

Write xi = (xmis,i , xobs,i ) where xmis,i is the vi × 1 vector of missing components of xi . If the
missing covariates are all categorical (discrete), then Ibrahim (1990) shows that the
E-step at the (t + 1)st iteration can be written as

Q(γ |γ (t) ) =

n



wij(t) l(γ ; xi , yi )

i=1 xmis,i (j )

=

n


i=1 xmis,i (j )

wij(t) log[p(yi |xi , β)] +

n



wij(t) log[p(xi |α)]

i=1 xmis,i (j )

15.4 Generalized Linear Models with Missing Categorical Covariates
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= Q(1) (β | γ (t) ) + Q(2) (α | γ (t) ),

(15.5)

where γ (t) denotes the estimate of γ at the t th iteration of EM. The inner sum in (15.5)
extends over all of the possible values of the missing components of the covariate vector,
with j indexing the distinct covariate patterns for subject i . Because of the CM
specification for the joint distribution of (xi , yi ), we see that the E-step can be written as a
sum of two functions with distinct parameters. Thus, the M-step involves separate
maximizations of Q(1) and Q(2) . The weights, wij(t) , are the conditional probabilities
corresponding to [xmis,i |xobs,i , yi , γ ], and are given by

wij(t) = p(xmis,i (j )|xobs,i , yi , γ (t) ) =

p(yi |xmis,i (j ), xobs,i , γ (t) ) p(xmis,i (j ), xobs,i |γ (t) )

.
p(yi |xi , γ (t) ) p(xi |γ (t) )

(15.6)

xmis,i(j )

The expression in (15.5) takes the form of a weighted complete data log-likelihood based

on N = ni=1 ni observations, where ni is the number of distinct covariate patterns that
observation i could be in, given the response yi and the observed covariates xobs,i . From its
form, it is clear that (15.5) is true for any parametric regression model. The equation (15.5)
thus plays the major role in the computational implementation of the E-step. The M-step
maximizes the function in (15.5), which is equivalent to doing complete data maximum
likelihood with each incomplete observation replaced by a set of ni weighted observations.
A general form of the M-step for GLM’s is given in Ibrahim (1990). This EM algorithm has
been called the EM by the Method of Weights by Ibrahim (1990) and leads to maximum
likelihood estimates
the parameters.
The M-step of (15.5) can be obtained as follows.
 for

(1)
(t)
(β
|
γ
)
Q̇
Let Q̇(γ | γ (t) ) =
denote the q × 1 gradient vector of Q(γ |γ (t) ). We have
Q̇(2) (α | γ (t) )
Q̇(γ | γ ) ≡
(t)

n

i=1
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=

n


i=1 xmis,i (j )

;xi ,yi )
wij(t) ∂l(γ∂γ
,
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where

Q̇(1) (β | β (t) )

=

n


i=1 xmis,i (j )

=

n


i=1 xmis,i (j )

i |xi ,β)]
wij(t) ∂ log[p(y
∂β

wij(t) xi (yi − µi )

i

,

(15.8)

dθi
= dη
is the link adjustment, and µi = E(yi | xi , β) is the conditional expectation of yi .
i
When the covariates are categorical, the marginal distribution of xi is multinomial, and Q̇2
is also easily obtained (see Lipsitz and Ibrahim, 1996a). Also, let Q̈(γ | γ (t) ) denote the
q × q matrix of second derivatives of Q(γ |γ (t) ), given by
i

Q̈(γ | γ ) =
(t)

n


i=1 xmis,i (j )

wij(t)

∂ 2 l(γ ; xi , yi )
.
∂γ ∂γ

(15.9)

The complete data score vector and Hessian matrix for GLM’s have well known formulas
as given in McCullagh and Nelder (1989), and thus (15.8) and (15.9) are easily obtained.
Moreover, since β and α are distinct, Q̈(γ | γ (t) ) is block diagonal in β and α . Let γ (s,t)
denote the estimate of γ at the s th iteration of Newton-Raphson within the t th iteration of
EM. Then, the estimate of γ at the (s + 1)st iteration of the Newton- Raphson procedure
within the t th iteration of EM is given by

−1
γ (s+1,t) = γ (s,t) − Q̈(γ (s,t) | γ (t) ) Q̇(γ (s,t) | γ (t) ).
(15.10)
Let γ̂ denote the estimate of γ at EM convergence. To obtain the asymptotic covariance
matrix of γ̂ , we use the method of Louis (1982). This is given by
 n

n
 

I(γ̂ ) = Q̈(γ̂ |γ̂ ) −
ŵij Si (γ̂ ; xi , yi )Si (γ̂ ; xi , yi ) −
Q̇i (γ̂ |γ̂ ) Q̇i (γ̂ |γ̂ ) , (15.11)
i=1 xmis,i (j )

i=1

where γ̂ and ŵij are estimates at convergence. The quantities in (15.11) are easily
15.4 Generalized Linear Models with Missing Categorical Covariates
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computed since both Q̈(γ̂ | γ̂ ) and Q̇i (γ̂ | γ̂ ) are obtained from the M-step in (15.10) and


∂l(γ ; xi , yi
Si (γ̂ ; xi , yi ) =
∂γ
γ =γ̂
is easily obtained outside of the EM-algorithm. The inverse of the information matrix in
(15.11) is a consistent estimate of the asymptotic variance
of γ̂ . Thus, the asymptotic

−1
covariance matrix of β̂ is the upper p × p block of I(γ̂ ) .
15.5 Multiple Linear
Regression Model
15.5.1 Example : QOL
data

Let y1 , y2 , . . . yn be n independent observations of y and corresponding to each yi , there is
a ((p + 1) × 1) vector xi = (1, xi1 , xi2 , . . . xip ) of explanatory variables (or covariates).
Throughout, we will include an intercept terms in all models for convenience. In the
Multiple Linear Regression model, the relation between yi and xi is given by the equation:

yi = x i +  i ,

where ≡ (β0 , β1 , . . . βp ) are unknown parameters and i is an independent random error
term with mean 0 and constant variance σ 2 .
Let
p(xi | )

denote the covariate distribution of xi . Let τ = 1/σ 2 denote the precision parameter. Let
= ( , τ, ) be the vector of all model parameters. Ignoring parameter-free constants, the
complete data log-likelihood function is given by
l( ) =

n


li ( ; xi , yi ),

i=1

where
li ( ; xi , yi ) =
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We write xi = (xi,mis , xi,obs ) where xi,mis is the qi × 1 vector of missing components of xi .
Let (t) = ( (t) , τ (t) , (t) ) denote the value of at the t th iteration of EM algorithm.
The E-step at the (t + 1)st iteration can be written as
Q( |

)=

n



wij,(t) l( ; xi (j ), yi )
xi,mis (j )
n
1



τ
=
wij,(t) log τ − (yi − xi (j ) )2
2
2
i=1 x
(j )
(t)

i=1

i,mis

+

n




i=1

xi,mis (j )

= Q ( ,τ |
(1)

wij,(t) log[p(xi (j )| )]
(t)

) + Q(2) ( |

(t)

),

where xi (j ) = (xi,mis (j ), xi,obs ) . The inner sum extends over all of the possible values of
the missing components of the covariate vector, with j indexing the distinct covariate
patterns for subject i .
The weights, wij,(t) , are the conditional probabilities corresponding to [xi,mis |xi,obs , yi , ]
and are given by
wij,(t) = p(xi,mis (j )|xi,obs , yi ,

)

, τ )p(xi,mis (j ), xi,obs |
p(yi |xi,mis (j ), xi,obs ,

(t)
, τ (t) )p(xi (j )| (t) )
xi,mis (j ) p(yi |xi (j ),
(t)

=

(t)
(t)

(t)

)

,

where
p(xi,mis (j )|xi,obs , yi ,

(t)

 τ (t)
, τ (t) ) ∝ exp −
(yi − xi (j )
2


) .

(t) 2

This form shows that the E-step can be written as a weighted complete data log-likelihood
for any regression model (Ibrahim, 1990, JASA).
15.5 Multiple Linear Regression Model
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The M-step at the (t + 1)st iteration proceeds as follows. We first compute
= Et [X X]

(t+1)

−1

(Et [X]) y ,

where the expectation is taken with respect to the distribution {wij,(t) } for all possible
missing patterns, X = (x1 , x2 , . . . , xn ) , which is a n × p design matrix, xi = (xi1 , . . . , xip ) is
a 1 × p vector, and y = (y1 , y2 , . . . , yn ) .
More specifically,
Et [X X] =

n


i=1

and

n



(Et [X]) y =

i=1

which is a p × 1 vector. Note that

wij,(t) xi (j )xi (j )

xi,mis (j )



wij,(t) xi (j )yi ,

xi,mis (j )
wij,(t) = 1.

xi,mis (j )

We then compute
τ (t+1) =
Et



n
i=1

n
yi − x i

(t+1)

2

,

where
Et

n


(yi − xi

(t+1)

2

i=1

=

n


i=1

wij,(t) yi − xi (j )

xi,mis (j )

Finally, we update

n
α
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(t+1)

(j ) =
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i=1

(t+1)

2
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for the probability of the j th missing pattern, where when xi is completely observed,
wij,(t) = 1 if xi (j ) = xi and wij,(t) = 0 if xi (j ) = xi . We obtain the MLE, ˆ = ( ˆ , τ̂ , ˆ ), of
at convergence of the EM algorithm.
To compute the standard errors of ˆ , τ̂ , and ˆ , let
 (1)
Q̇ ( , τ |
(t)
Q̇( |
)=
Q̇(2) ( |
denote the gradient vector of Q( |

(t)
(t)

)



)

(t)

). We have




τ
E
y
−
X
X
X
t
 ,

Q̇(1) ( , τ | (t) ) =  n
1
−
E
(y
−
X
)
(y
−
X
)
t
2τ
2

where



Et X y − X X
=

n


i=1

and

wij,(t) xi (j )yi − xi (j )xi (j )

xi,mis (j )

n
 


Et (y − X ) (y − X ) =
wij,(t) (yi − xi (j ) )2 .
i=1 xi,mis (j )

Also, we have
Q̇(2) ( |

(t)

)=

n


i=1

Also, let Q̈( |

(t)

wij,(t)

xi,mis (j )

∂ log[p(xi (j )| )]
.
∂

) denote the q × q matrix of second derivatives of Q( |
Q̈( |

(t)

)=

n


i=1 xi,mis (j )

15.5 Multiple Linear Regression Model

wij,(t)

(t)

), given by

∂ 2 l( ; xi (j ), yi )
.
∂ ∂
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We have
Q̈( |


(t)

)



Et X y − X X
0
−τ Et [X X]
 


=  Et X y − X X
0
− 2τn2
(2)
0
0
Q̈ ( |

where
Q̈(2) ( |

(t)

)=

n



wij,(t)

i=1 xi,mis (j )



,

(t)

)

∂ 2 log[p(xi (j )| )]
.
∂ ∂

To obtain the asymptotic covariance matrix of ˆ , Ibrahim (1990) recommends the method
of Louis (1982). This is given by

−1
I( ˆ ) ,
where
I( ˆ )


 

= −Q̈( ˆ | ˆ ) − E S( ˆ | X, y)S( ˆ | X, y)  Dobs ] ,

where S( | X, y) is the complete data score vector, and the expectation is with respect to
the conditional distribution of the missing data given the observed data.
We can write
S( | X, y) =

n



= 


i=1

n
2τ

 ∂l( ;xi ,yi )
Si ( ; xi , yi ) = ni=1
∂



τ Xy−XX
 

− 21 (y − X ) (y − X ) 
.
n ∂ log[p(xi | )]
i=1
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Example : QOL data

The following example is for multiple linear regression with missing categorical covariates.
The dataset qol.cyd has variables AGE, LANGUAGE,PHY1, PHY2, TRTMNT, FTIME,
LTIME and TRT. The variable LTIME is simply the logarithm of FTIME. The variable
LANGUAGE and TRTMNT are categorical variables. The variable TRTMNT has four
categories “E”, “F”, “G” and “H”.
We have created the following variables.

LAN G =

0



1
T RT =

2


3

1 if LANGUAGE is English
0 Otherwise

if TRTMNT
if TRTMNT
if TRTMNT
if TRTMNT

= “E
= “F
= “G
= “H

.

.

The variables PHY1 is missing on about 13% and PHY2 is missing on about 31%. Next,
let us run a multiple linear regression with missing categorical covariates of the following
Model:
log(F T I ME) = T RT + AGE + LAN G + P H Y 1 + P H Y 2
(15.14)
with TRT as a categorical variable.
To do this, choose from the menu:
Regression
Regression with Missing Values 
Multiple Linear Regression . . .

In the ensuing test dialog box:
Select LTIME as the Response.
15.5 Multiple Linear Regression Model – 15.5.1 Example : QOL data
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Select TRT, AGE, LANG,PHY1, PHY2 as the Model terms.
Specify TRT as factor variable by clicking on Toggle Factor On/Off.
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Click OK to execute the test. The following output is produced:

There are four parts in the above results:

15.5 Multiple Linear Regression Model – 15.5.1 Example : QOL data
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1. The first part is called Basic Information summarizing the model information.
2. The second part Covariates With Missing Values gives the details of the missing data
patterns. It lists the total count and the percentage of missing values for each
covariate.
3. The third part of the result consists of the maximum likelihood estimates of the
regression coefficients, standard errors and the p-value for each regression
coefficient.
4. The fourth part consists of the Covariate Distribution Information.
Notice that in the above output, the variables TRT_0, TRT_1 equivalently TRTMNT = “E”
and TRTMNT= “F” and LANG are all significant at 5% level. However, if you do the
complete case analysis removing all the cases with missing values in it, you obtain a very
high p-value in each case.

15.6 Logistic
Regression
15.6.1 Example: Six
Cities data

The Logistic Model can be used for binary response variables. Consider a set of
independent binary responses, y1 , y2 , . . . yn . Corresponding to each yi , there is a
((p + 1) × 1) vector xj = (1, xi1 , xi2 , . . . xip ) of explanatory variables (or covariates). Let
πi = Pr{yi = 1} be the probability that yi = 1. Logistic regression models the dependency
of πi on xi through the relationship


πi
log
1 − πi


= xi β ,

(15.15)

where β ≡ (β0 , β1 , β2 , . . . βp ) are unknown parameters.

15.6.1

Example: Six Cities data

We consider the very well known Six Cities data that have been widely publicized and
reported on extensively in the literature by many authors, including Ware et al. (1984),
Ibrahim and Lipsitz (1996), and Ibrahim, Chen, and Lipsitz (2002). The dataset is a
longitudinal study of the health effects of air pollution (Ware, et al., 1984). The binary
520
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response is the wheezing status (no wheeze, wheeze) of a child at age 11. The wheezing
status is modeled as a function of the smoking status of the mother and the city of
residence. We consider a subset of the data consisting of 2106 subjects at baseline,
where the baseline wheezing status is not missing. Also, we consider two more binary
covariates indicating the socioeconomic status of the child and a previous medical
condition.


The binary response variable is yi =

1 if the individual is wheezing
0 Oherwise

.

We consider 4 binary covariates in the dataset, and thus we are interested in fitting the
logistic regression model
log(πi /(1 − πi )) = β0 + β1 cityi + β2 smokei + β3 soci + β3 condi

(15.16)

where πi = P r(yi = 1|cityi , smokei , soci , condi β), and

1 if subject i lived in Kingston-Harriman, Tennessee, the more polluted city
cityi =
 0 if subject i lived in Portage, Wisconsin
1 if mother of subject i smoked 20 or more cigarettes per day
smokei =
.
 0 otherwise
1 if subject i comes from a family with high socioeconomic status
soci =
.
 0 otherwise
1 if subject i had a previous medical condition
.
condi =
0 otherwise
The variable city has no missing data, but the variables (smoke, soc, cond) all have
missing values. The patterns of missingness are given by

15.6 Logistic Regression – 15.6.1 Example: Six Cities data
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smoke
.
.
.
.
0
0
0
0
1
1
1
1

soc
.
0
0
1
.
0
0
1
.
0
0
1

cond
.
0
1
0
.
0
1
0
.
0
1
0

count
17
23
2
7
454
829
128
141
160
233
54
58

percent
.
.
.
.
.
57.45
8.87
9.77
.
16.15
3.74
4.02

The above dataset is saved as Sixcitydata.cyd in the DATA subdirectory in your LogXact
installation directory. Open this data file by choosing from the menu bar::
File
Open . . .

Choose Data as the file type, select the Sixcitydata.cyd file in the DATA subdirectory, and
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click Open. The data will appear in the CaseData window as shown below:

First, we perform a CC analysis of the logistic regression model as described in Chapter 7
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and get the following results:

Next let us run the Logistic Model including the cases with missing categorical covariates.
To run Logistic Model with missing categorical covariates, choose from the menu:
Regression
Regression with Missing Values 
Logistic Model . . .
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In the ensuing test dialog box:
Select Wheeze as the Response.
Select city, cond, smoke, soc as the Model terms.

15.6 Logistic Regression – 15.6.1 Example: Six Cities data
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Click OK to execute the test. The following output is produced:
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There are four parts in the above results:
1. The first part is called Basic Information summarizing the model information.
2. The second part Covariates With Missing Values gives the details of the missing data
patterns. It lists the total count and the percentage of missing values for each
covariate.
3. The third part of the result consists of the maximum likelihood estimates of the
regression coefficients, standard errors and the p-value for each regression
coefficient.
4. The fourth part consists of the Covariate Distribution Information.
Notice here that the estimate of β from the Logistic Model with missing categorical
covariates is different from the CC analysis. Also, the standard error estimates from the
CC analysis are larger, because it uses less observations than the maximum likelihood
analysis incorporating the missing values.

15.7 Probit Model
15.7.1 Example: Six
Cities Data

The Probit Model can be used for a binary response variable. Consider a set of
independent binary response variables, y1 , y2 , . . . yn . Corresponding to each response
variable, yi , there is a ((p + 1) × 1) vector xi = (1, xi1 , xi2 , . . . xip ) of explanatory variables
(or covariates). Let πi be the probability that yi = 1. In the Probit Model, the dependency
of πi on xi is :

−1

(πi ) = xi β ,

(15.17)

where (πi ) is the standard normal cumulative distribution function, and
β ≡ (β0 , β1 , β2 , . . . βp ) are unknown parameters.

15.7.1

Example: Six Cities Data

Again we consider the Six Cities data given in the previous section. We run the same
binary regression model using a probit link.
15.7 Probit Model – 15.7.1 Example: Six Cities Data
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We would like to fit the following model. We are interested in fitting the model
−1

(πi ) = β0 + β1 cityi + β2 smokei + β3 soci + β3 condi

(15.18)

To do this, first bring the data in Casedata editor by clicking:
File
Open . . .

Choose Data as the file type, select the Sixcitydata.cyd file in the DATA subdirectory, and
click Open.
Next, from the menu choose
Regression
Regression with Missing Values 
Probit Model . . .

In the ensuing test dialog box:
Select Wheeze as the Response.
Select city, cond, smoke, soc as the Model terms.
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Click OK to execute the test. The following output is produced:

15.8 Complementary
log-log Model
15.8.1 Example: Six
Cities Data

Consider a set of independent binary response variables, y1 , y2 , . . . yn . Corresponding to
each random variable, yi , there is a ((p + 1) × 1) vector xi = (1, xi1 , xi2 , . . . xip ) of
covariates. Let πi be the probability that yi = 1. In the complementary log-log model, the
dependency of πi on xi is :

log(− log(1 − πi )) = xi β

where β ≡ (β0 , β1 , β2 , . . . βp ) are unknown parameters.
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Example: Six Cities Data

To see how complementary log-log link works, let us run the Six Cities Data with missing
observations given in section 15.6.1. As in the previous section bring the data
Sixcitydata.cyd in LogXact.
To run the Complementary log-log Model with missing categorical covariates choose:
Regression
Regression with Missing Values 
Complementary log-log Model . . .

In the ensuing test dialog box:
Select Wheeze as the Response.
Select city, cond, smoke, soc as the Model terms.

15.8 Complementary log-log Model – 15.8.1 Example: Six Cities Data
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Click OK to execute the test. The following output is produced:

15.9 More
Examples:
15.9.1 Example 1:
Melanoma Data
15.9.2 Example
2: GeneEnvironment
Interaction Study

532

15.9.1

Example 1: Melanoma Data

We consider data from a phase III melanoma clinical trial conducted by the Eastern
Cooperative Oncology Group (ECOG). The results of this study have been published by
Kirkwood et al. (1996). We present this example to demonstrate the use of Regression
with Missing Discrete Covariate for analyzing real data from a cancer clinical trial. We also
demonstrate how a CC analysis may lead to substantially different results from an
analysis that incorporates all of the cases, thus showing that estimation based on
complete cases may lead to potentially misleading conclusions.
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This study was a two arm clinical trial involving 286 patients randomized to one of two
treatment arms: high dose interferon (IFN) or observation. The results of this study
suggested that IFN has a significant impact on disease free and overall survival, which led
to FDA approval of this regimen as a standard adjuvant therapy for high risk melanoma
patients. Here, disease free survival is defined as the time from randomization until cancer
relapse.
We take the response variable to be

1 if subject i relapses
failcensi =
0 if subject i does not relapse

.

In the analysis, several prognostic factors were identified as important predictors of
relapse status. Among these were: size = size of primary in cm2 , which was dichotomized
at the median, type = type of primary (2 levels: superficial spreading, other), bres =
Breslow thickness in mm (1 if ≥ 2.5mm, 0 otherwise), age = age (in years), sex = gender
(males, females), trt = treatment (2 levels: observation, interferon). From these six
covariates, three had missing information and three were completely observed for all
cases. The three with missing information were size type bres, The dataset had a total
fraction of 30% missing covariate information on these covariates. We consider a logistic,
probit, and complementary log-log regression using failcensi as the response variable
along with covariates (size, type, bres, age, sex, trt).
The patterns of missingness are given by
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size type bres count percent size type bres count percent
.
.
.
9
.
.
.
0
7
.
.
.
1
2
.
.
0
.
1
.
.
0
0
5
.
.
0
1
15
.
.
1
.
1
.
.
1
0
11
.
.
1
1
2
.
0
.
.
2
.
0
.
0
2
.
0
0
.
6
.
0
0
0
23
11.44
0
0
1
35
17.41
0
1
.
3
.
0
1
0
33
16.42
0
1
1
10
4.98
1
.
.
2
.
1
.
0
6
.
1
.
1
4
.
1
0
.
5
.
1
0
0
14
6.97
1
0
1
50
24.88
1
1
.
1
.
1
1
0
18
8.96
1
1
1
18
8.96
The CC analysis of the above data using the logit, probit, and complementary log-log links
produces the following estimates:

Intercept
Size
Type
Bres
Age
Sex
Trt

Logistic
Beta
1.7355
0.2222
−0.0278
−0.1355
0.0080
−0.3015
−0.5545

StdErr
0.9883
0.3321
0.3379
0.3522
0.0120
0.3233
0.3225

Probit
Beta
1.0687
0.1252
−0.0236
−0.0730
0.0048
−0.1880
−0.3343

StdErr
0.5966
0.1986
0.2021
0.2093
0.0073
0.1947
0.1928

clog-log
Beta
0.7482
0.1046
−0.0418
−0.0502
0.0045
−0.2022
−0.3267

StdErr
0.5829
0.1892
0.1935
0.1959
0.0070
0.1911
0.1849

Now, we run the models (Logistic Model, Probit Model and Complementary log-log Model)
including the covariates with missing values. To do this bring the data into the Casedata
editor by clicking:
File

534

15.9 More Examples: – 15.9.1 Example 1: Melanoma Data

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

Open . . .

Choose Data as the file type, select the melanoma.cyd file in the DATA subdirectory, and
click Open. The data will appear in the CaseData window as shown below:

Logistic Model with missing categorical covariates produces the following estimates of the

15.9 More Examples: – 15.9.1 Example 1: Melanoma Data
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regression coefficients:

Probit Model with missing categorical covariates produces the following estimates of the
regression coefficients:

Similarly, the Complementary log-log Model with missing categorical covariates produces
the following estimates of the regression coefficients:
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Example 2: Gene-Environment Interaction Study

This example discusses an application in a Gene-Environment Interaction Study. The
data from this study was provided by Dorota Gertig, David Hunter, and Donna Spiegelman
(2000) of the Harvard School of Public Health.
The data set for this case-control study involves 144 cases of colon cancer and 627
controls. The consider a binary regression model of CASE on the covariates (AGECAT,
GENE, EXP), where CASE is the binary response variable for colon cancer cases versus
controls; GENE is the binary covariate indicating presence of a mutation; EXP is the binary
covariate indicating exposure to the environmental agent; and AGECAT is a five- level
ordered categorical variable representing age groups.
In this example to illustrate a maximum likelihood analysis (via the EM by Method of
Weights) with missing values, we created a new variable GENE_NEW by deleting the
value of GENE in the first 100 records. The dataset is saved as GENENEW.CYD in the
Data subdirectory of the LogXact installation directory.
The CC analysis using the logit, probit, and complementary log-log links shows the
following results:
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Intercept
Gene_new
Exp
Agecat_0
Agecat_1
Agecat_2
Agecat_3

Logistic
Beta
−1.3090
−0.4828
0.2446
−0.6001
−0.9459
−0.5315
0.1131

StdErr
0.2340
0.3455
0.1348
0.3105
0.3521
0.3109
0.2729

Probit
Beta
−0.7938
−0.2904
0.1400
−0.3405
−0.5258
−0.3053
0.0722

StdErr
0.1356
0.1900
0.0760
0.1752
0.1911
0.1758
0.1609

clog-log
Beta
−1.4306
−0.4119
0.2134
−0.5393
−0.8609
−0.4751
0.0858

StdErr
0.2061
0.3182
0.1203
0.2796
0.3244
0.2800
0.2355

Running the Logistic Model with missing categorical covariates produces following
estimates of the parameters:
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Similarly Probit Model produces following estimates of the parameters:

Complementary log-log Model gives the following estimates.

Notice that in all of these regression models with missing categorical covariates, the
estimated standard errors are smaller than those of the CC analysis.

15.10 Poisson
Model
15.10.1 Example :
Liver Cancer data

Let y1 , y2 , . . . yn be n independent random counts and xi is a p- dimensional vector of
covariates. Let µi be the rate for count yi .
Under the Poisson Model, the count yi has the probability density:

15.10 Poisson Model
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y

f (yi |xi , ) =

µi i
exp(−µi ),
yi !

where
µi = exp(xi ),

is a p-dimensional vector of regression coefficients. Let
f (xi | )

denote the covariate distribution of xi .
Let = ( , ) be the vector of all model parameters. Ignoring parameter-free constants,
the log-likelihood function is given by
l( ) =

n


li ( ; xi , yi ),

i=1

where
li ( ; xi , yi ) = yi xi − exp(xi ) + log f (xi | ).

We write xi = (xi,mis , xi,obs ) where xi,mis is the qi × 1 vector of missing components of xi .
Let

(t)

=(

(t)

,

(t)

) denote the value of

at the t th iteration of EM algorithm.

The E-step at the (t + 1)st iteration can be written as
n 
Q( | (t) ) =
x (j ) wij,(t) l( ; xi (j ), yi )
i=1

n  i,mis
=
xi,mis (j ) wij,(t) yi xi (j ) − exp{xi (j ) }
i=1
 
+ ni=1 xmis,i (j ) wij,(t) log[f (xi (j )| )]
= Q(1) ( | (t) ) + Q(2) ( | (t) ),
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where xi (j ) = (xi,mis (j ), xi,obs ) . The inner sum extends over all of the possible values of
the missing components of the covariate vector, with j indexing the distinct covariate
patterns for subject i .
The weights, wij,(t) , are the conditional probabilities corresponding to [xi,mis |xi,obs , yi , ]
and are given by
wij,(t) = f (xi,mis (j )|xi,obs , yi , (t) )
f (yi |xi,mis (j ),xi,obs ,β (t) )f (xi,mis (j ),xi,obs |
=

(t)
)f (xi (j )| (t) )
xi,mis (j ) f (yi |xi (j ),

where
f (yi |xi,mis (j ), xi,obs ,

(t)


) ∝ exp yi xi (j )

(t)

(t) )

,

− exp[xi (j )

(t)


] .

The M-step at the (t + 1)st iteration proceeds as follows. We first compute
(t+1)

= arg max Q(1) ( |
= arg max

(t)

)


xi,mis (j ) wij,(t) yi xi (j ) − exp{xi (j ) } .

n 
i=1

Then, we update

n

wij,(t)
n
for the probability of the j th missing pattern, where when xi is completely observed,
wij,(t) = 1 if xi (j ) = xi and wij,(t) = 0 if xi (j ) = xi .
α

We obtain the MLE, ˆ = ( ˆ , ˆ ), of

(t+1)

(j ) =

i=1

at convergence of the EM algorithm.

To make more specific, we let J denote the total number of possible missing patterns.
Then, αJ = 1 − α1 − α2 − . . . − αJ −1 and = ( , α1 , α2 , . . . , αJ −1 ) .
To compute the standard errors of ˆ and α̂ , let
 (1)
Q̇ ( |
(t)
)=
Q̇( |
Q̇(2) ( |
15.10 Poisson Model

(t)

)
(t)
)
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denote the gradient vector of Q( |
Q̇ ( |
(1)

(t)

)=

(t)

). We have

n


i=1


wij,(t) xi (j ) yi − exp{xi (j ) } .

xi,mis (j )

Also,
Q̇(2) ( |

(t)

)

is a (J − 1)-dimensional vector and its j th component is given by
Q̇(2) ( |

(t)

)(j ) =

n

wij,(t)
i=1

αj

−

n

wiJ,(t)
i=1

αJ

for j = 1, 2, . . . , J − 1.
Let be a p-dimensional vector and q = p + J − 1. Also, let Q̈( |
matrix of second derivatives of Q( | (t) ), given by
Q̈( |

(t)

)=

n



wij,(t)

i=1 xmis,i (j )



We have
Q̈( |

(t)

)=

where
Q̈(1) ( |

(t)

)=−

Q̈(1) ( |
0

n


i=1

(t)

) 0
Q̈(2) ( |

Q̈(2) ( |

(t)

)

is a (J − 1) × (J − 1) matrix, its (jj )th element is given by

i=1
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(t)

)

,

wij,(t) xi (j ) exp{xi (j ) }xi (j )

and

−

) denote the q × q

∂ 2 l( ; xi (j ), yi )
.
∂ ∂

xi,mis (j )

n

wij,(t)

(t)

−

n

wiJ,(t)
i=1

αJ2
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and the (j k)th element for j = k is given by
−

n

wiJ,(t)
i=1

αJ2

.

To obtain the asymptotic covariance matrix of ˆ , we use the method of Louis (1982). This
is given by

−1
I( ˆ ) ,
where

 

I( ˆ ) = −Q̈( ˆ | ˆ ) − E S( ˆ | X, y)S( ˆ | X, y) − Q̇( ˆ | ˆ )Q̇(γ̂ | ˆ ) ,

where S( | X, y) is the complete data score vector, X = (x1 , x2 , . . . , xn ) be a n × p
matrix, y = (y1 , y2 , . . . , yn ) , and the expectation is with respect to the conditional
distribution of the missing data given the observed data. We can write
S( | X, y) =

n

i=1

Si ( ; xi , yi ) =

n

∂l( ; xi , yi )
X (y − )
= n ∂ log[f (xi |
∂
i=1
∂
i=1

)]

,

where
and

n

∂ log[f (xi | )]
i=1
∂

= (exp(x1 ), exp(x2 ), . . . , exp(xn ))

is calculated as in the same way as Q̇(2) ( |

(t)

) without wij,(t) .


−1
for
The standard error for β̂k is the square-root of the k th diagonal element of I( ˆ )

th
k = 1, 2, . . . , p, and the standard error for α̂j is the (p + j ) diagonal element of I( ˆ )
for j = 1, 2, . . . , J − 1. Finally, we compute

−1

α̂J = 1 − α̂1 − α̂2 − . . . − α̂J −1 .

To compute the standard error of α̂J , we let σj k denote the (p + j, p + k)th element of

−1
I( ˆ ) . Then,

1/2
J −1
J −1 


se(α̂J ) =
σj k
.


j =1 k=1
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Finally, the asymptotic two-sided p-value for each β̂k is computed as
p − valuek = 2[1 −

where

(|tk |)],

(·) is the N (0, 1) cdf and
tk =

β̂k
se(β̂k )

.

for k = 1, 2, . . . , p. Similarly, we can compute the p-values for the α̂j .

15.10.1

Example : Liver Cancer data

We consider a data with 191 patients from two Eastern Cooperative Oncology Group
clinical trials, EST 2282 (Falkson et al.,1990) and EST 1286 (Falkson et. al.,1995). In
these data
Y= number of cancerous liver when entering the clinical trials.
Weeks = time (in weeks) since diagnosis of the disease
Fetoprtn = alpha fetoprotein
Antigen = antihepatitis B antigen
Jaundice = a biochemical markers for associated jaundice (yes, no)
BMI = body mass index
Age = age (in years).
We are interested in how the response variable is predicted by six other baseline
characteristics. In this dataset, the covariates Fetoprtn and Antigen have some missing
values. The CC analysis yields the following estimates:
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We now run the model with Regression with Missing Categorical Covariates. To do this,
bring the data by choosing from the menu:
File
Open . . .

Choose Data as the file type, select the EST.cyd file in the DATA subdirectory, and click
Open.
To run Poisson Model with missing categorical covariates choose:
Regression
Data with Categorical Missing Covariates
Poisson Model . . .

In the ensuing test dialog box:
Select Y as the Response.
Select Fetoprtn, Antigen, Jaundice, BMI, Age as the Model terms.
Specify Weeks as the Rate Multiplier (i.e., offset).

15.10 Poisson Model – 15.10.1 Example : Liver Cancer data
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Click OK to execute the test. The following output is produced:

Notice in the above output that Antigen is significant, where as in the CC analysis, it was
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not significant.

15.10 Poisson Model – 15.10.1 Example : Liver Cancer data
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16

Using LogXact for Exact Inference in
Contingency Tables

The purpose of this chapter is to show how LogXact can be used for exact inference on
contingency table data. Although many of these analyses can be handled more
conveniently by the StatXact package (Cytel Software Corporation, 1991), it is
nevertheless useful to obtain the same results in LogXact. This demonstrates the
generality of exact logistic regression, and reinforces our understanding of conditional
inference.

16.1 The Single
2 × 2 Table

In Section 16.1 through Section 16.5, we will use the Schizophrenia data (schizo.dat) first
encountered in Chapter 8, Section 8.1. The data are reproduced below for convenience.

16.1 The Single 2 × 2 Table
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16 Using LogXact for Exact Inference in Contingency Tables
Family
ID
1
1
1
1
1
1
1
2
2
3
3
3
4
4
5
5
5
6
6
7
7

Birth-Complications
Index
15
7
6
5
3
2
0
2
0
9
2
1
2
0
6
3
0
3
0
6
2

Number of Siblings
Normal Schizophrenic Total
0
1
1
1
0
1
1
0
1
1
0
1
2
0
2
3
0
3
1
0
1
0
1
1
1
0
1
0
1
1
1
0
1
1
0
1
0
1
1
4
0
4
1
0
1
0
1
1
0
1
1
1
0
1
2
1
3
0
1
1
1
0
1

Let Y = 1 denote a schizophrenic birth and Y = 0 denote a normal birth. Convert the Birth
Complications Index (BCI) into a binary indicator variable: X = 1 if BCI ≥ 6, otherwise
X = 0. Ignoring the effect of Family, the data from the 7 families may be collapsed into the
single 2 × 2 table displayed below:
Type of
Complication
High BCI (X = 1)
Low BCI (X = 0)
552
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Type of Birth
Normal Y = 0 Schizo (Y = 1)
3
3
18
5
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Suppose you wish to make inferences about the odds ratio:
=

Pr(Y = 1 | X = 1)/ Pr(Y = 0 | X = 1)
Pr(Y = 1 | X = 0)/ Pr(Y = 0 | X = 0)

The logistic regression model


πj
log
1 − πj


= γ + βXj ,

where πj is the probability of a schizophrenic birth and Xj is the BCI indicator for the j th
infant in the pooled data set, accomplishes this since
exp(β) =  .

The output from LogXact will provide an exact 95% confidence interval for 
(.348 ≤  ≤ 34.7) and an exact two-sided p-value for the test of  = 1 (p = .3805).
Choose from the menu:
Regression
Binary Response 
Logistic Model . . .
Click on the Advanced. . . button. In the ensuing sub-dialog box, select Odds ratio as the
Output.
Select X as the Model and Y as the Response variable. Then, click on the Estimate and
Exact buttons in the dialog box. Note that if you run the odds ratio command in StatXact
on the same 2 × 2 table, you will get identical results (aside from a negligible difference in
the upper confidence bound due to different convergence criteria).

16.1 The Single 2 × 2 Table
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16 Using LogXact for Exact Inference in Contingency Tables
16.2 Stratified 2 × 2
Tables

In the previous section the data on all 7 families were collapsed into a single 2 × 2 table.
This implied that for the same value of X, each family would have the same probability of a
schizophrenic delivery, thereby ignoring the effect of an individual family on schizophrenia.
Stratifying the data into 7 different 2 × 2 contingency tables, one for each family, makes it
possible to adjust for the family effect.
Family
ID
Family
1
Family
2
Family
3
Family
4
Family
5
Family
6
Family
7

Type of
Complication
High BCI (X = 1)
Low BCI (X = 0)
High BCI (X = 1)
Low BCI (X = 0)
High BCI (X = 1)
Low BCI (X = 0)
High BCI (X = 1)
Low BCI (X = 0)
High BCI (X = 1)
Low BCI (X = 0)
High BCI (X = 1)
Low BCI (X = 0)
High BCI (X = 1)
Low BCI (X = 0)

Type of Birth
Normal (Y = 0) Schizo Y = 1
2
1
7
0
0
0
1
1
0
1
2
0
0
0
4
1
1
0
0
2
0
0
3
1
0
1
1
0

By stratifying the data according to the 7 families we no longer need to assume that the
probability of schizophrenic birth for a given value of X is the same across families.
Instead we make the less restrictive assumption that the odds ratio
=

Pr(Y = 1 | X = 1)/ Pr(Y = 0 | X = 1)
Pr(Y = 1 | X = 0)/ Pr(Y = 0 | X = 0)

is common across the 7 families. To make inferences about the common odds ratio we
can use the stratified logistic regression model


πij
= γi + βXij ,
log
(16.1)
1 − πij
554
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where πij is the probability of a schizophrenic birth and Xij is the BCI indicator for the j th
infant in the i th family. Observe that this model assumes different baseline intercepts, γi ,
and a common slope, β , across the 7 families. The common odds ratio is thus
exp(β) =  .

First, choose from the menu:
Options
Global . . .
and select Odds as the Output. To eliminate the family-specific constants, γi , from the
likelihood function, choose from the main menu:
Regression
Binary Response 
Logistic Model . . .
and select FAMILY as the Stratum variable in the Binary Logistic Regression
dialog box. Then estimate  from model by clicking the Estimate and Exact
options (16.1). The CMLE for  , exact 95% confidence interval for  , and exact two-sided
p-value for testing that  = 1 are, respectively, 4.07, (.293 ≤  ≤ 229), and 0.4556. It is
worth noting that identical results (aside from negligible changes in the confidence interval
due to different convergence criteria) may be obtained by entering the above seven 2 × 2
tables into StatXact and choosing from the menu:
Statistics
Stratified 2 × 2 Tables
CI on Common Odds-Ratio . . .

16.2 Stratified 2 × 2 Tables
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16 Using LogXact for Exact Inference in Contingency Tables
16.3 The Single 2 × c
Table

Suppose the birth complications index (BCI) is not converted into a binary indicator.
Suppose also, as in Section 16.1, that the data on individual families are pooled, thereby
ignoring the family effect. The data may then be represented as the single 2 × 9
contingency table shown below:
Type of
Birth
Y =1
Y =0

Birth Complication Index (BCI)
0 1 2 3 5 6 7 9 15
2 0 2 1 0 1 0 1 1
8 1 5 3 1 2 1 0 0

Let nj be the column sum of the j th column in the above contingency table. Think of this
column as being a realization of a binomial random variable in which nj is the number of
trials and πj is the probability that Y = 1. A plausible model for πj is the logistic regression
model


πj
log
= γ + β × BCI j .
1 − πj
In this model exp(β × (BCI j − BCI j −1 )) is the odds ratio of a schizophrenic birth at BCI j
relative to BCI j −1 . To estimate β choose from the menu:
Options
Global . . .
and select Beta as the Output in the dialog box. Then choose from the menu:
Regression
Binary Response 
Logistic Model . . .
and use BCI as the only model term, with no Stratum variable specified. Click on the
Estimate and Exact options in the Binary Logistic Regression dialog box.
LogXact will report the CMLE for β , the exact 95% confidence interval for β , and the exact
two-sided p-value for β as 0.2092, (−0.043 ≤ β ≤ 0.514), and 0.1119, respectively. The
same results can be obtained by entering the above 2 × 9 contingency table into StatXact,
entering the BCI values as column scores, and invoking the permutation test command by
choosing from the menu:
556
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Statistics
Stratified 2 × C Tables . . .
Permutation with General Scores . . .
16.4 Stratified 2 × c
Tables

If we now regard each family as a separate stratum, rather than pooling all the families
together into one stratum, the data may be treated as seven 2 × 9 contingency tables, as
shown below:
Family
ID
Family
1
Family
2
Family
3
Family
4
Family
5
Family
6
Family
7

Type of
Birth
Y =1
Y =0
Y =1
Y =0
Y =1
Y =0
Y =1
Y =0
Y =1
Y =0
Y =1
Y =0
Y =1
Y =0

Birth Complication Index (BCI)
0 1 2 3 5 6 7 9 15
0 0 0 0 0 0 0 0 1
1 0 3 2 1 1 1 0 0
0 0 1 0 0 0 0 0 0
1 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 1 0
0 1 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0 0
4 0 0 0 0 0 0 0 0
1 0 0 1 0 0 0 0 0
0 0 0 0 0 1 0 0 0
1 0 0 0 0 0 0 0 0
2 0 0 1 0 0 0 0 0
0 0 0 0 0 1 0 0 0
0 0 1 0 0 0 0 0 0

One can model πij, the probability of schizophrenia for the j th sibling in the i th family in
terms of the birth-complications index, BCI ij , with the logistic regression model:


πij
log
(16.2)
= γi + β × BCI ij .
1 − πij
The stratum-specific constants γi are eliminated by choosing from the menu:
Regression
16.4 Stratified 2 × c Tables
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16 Using LogXact for Exact Inference in Contingency Tables
Binary Response 
Logistic Model . . .
and selecting FAMILY as the Stratum variable, then clicking the Estimate and Exact
options, and the OK button. Such an analysis has already been done in Chapter 8,
where we showed that the conditional MLE for β , the 95% exact confidence interval for β ,
and the exact two-sided p-value for β are, respectively, 0.3251, (0.022 ≤ β ≤ 0.741), and
0.0333. To obtain an identical result with StatXact, enter the above seven 2 × 9
contingency tables into its TableData editor, enter the BCI values as the column scores
and invoke the exact permutation test by choosing from the menu:
Statistics
Stratified 2 × C Tables . . .
Permutation with General Scores . . .
16.5 Interaction in
Stratified 2 × c Tables

The previous section assumed that the odds ratio, exp(β × (BCI ij − BCI i,j −1 )), is
parameterized by a single coefficient β independent of Family ID, i.e., there is no
three-factor interaction between row, column, and stratum in the seven 2 × 9 contingency
tables. What if we wanted to test whether there was any such three-factor interaction?
LogXact can perform such a test by exact methods for the special case in which there is a
natural ordering of the seven strata. For example, assume that there is some sort of
cohort effect whereby the FAMILY may be treated as an ordered categorical variable.
Then the logistic regression model 16.2 may be extended to include a main effect for
FAMILY and an interaction term, as shown below.


πij
log
(16.3)
= γ + β1 × I D i + β2 × BCI ij + λ × I D i × BCI ij ,
1 − πij
where I D i refers to the FAMILY. An exact test of the null hypothesis that λ = 0 yields a
two-sided p-value of 1.000, implying that the interaction term is not statistically significant.
We conclude that there is no three-factor interaction across the 7 2 × 9 contingency tables.
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McNemar’s
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McNemar’s test is defined on a single 2 × 2 table and tests the equality of two binary
response rates in paired dependent data. Its most common use is for testing that a
subject’s response probability “before” some event equals the same subject’s response
probability “after” the event occurs. The following fourfold table, taken from Siegel and
Castellan (1988, page 77) shows changes in preference for Presidential candidates
among 75 citizens interviewed before and after a television debate:
Preference Before
TV Debate
Carter
Reagan

Preference After TV Debate
Carter
Reagan
28
13
7
27

Let i = 1, 2, . . . 75 denote the 75 citizens whose preferences were measured. Let j = 1(2)
denote the time period before (after) the debate. Let πij be the probability that citizen i has
a preference for Carter at time j . Form the logistic regression model


πij
log
(16.4)
= γi + β × (j − 1) .
1 − πij
The data for estimating the parameters of the above model consist of (28 + 13 + 7 + 27)
records as summarized below:

16.6 McNemar’s Test
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16 Using LogXact for Exact Inference in Contingency Tables
Citizen
i
1
1
2
2
29
29
30
30
42
42
43
43
49
49
50
50

Period
Voter Preference
j
Carter (Y = 1) or Reagan (Y = 0)
1
1
2
1
1
1
2
1
Repeat through citizen 28
1
1
2
0
1
1
2
0
Repeat through citizen 41
1
0
2
1
1
0
2
1
Repeat through citizen 48
1
0
2
0
1
0
2
0
Repeat through citizen 75

Enter these data into LogXact’s editor. Then, estimate the parameters of the model by
choosing from the menu:
Regression
Binary Response 
Logistic Model . . .
Notice that the model refers to stratified logistic regression, with a different
stratum-specific constant for each citizen. Therefore you must select Citizen as the
Stratum variable. Then, click on the Test and Exact options. (Once this is done, the

560

16.6 McNemar’s Test

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

data on citizens 1 through 28 and citizens 49 through 75 become non-informative, since
the Presidential preference pair of each of these citizens is concordant.) LogXact reports
the exact two-sided p-value for testing β = 0 to be 0.2632. The same p-value is obtained if
you enter the original 2 × 2 table into StatXact and perform the exact McNemar test.

16.6 McNemar’s Test
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Exercises and Examples

This chapter consists of 12 exercises and 12 examples designed to familiarize you with
the LogXact software and to help you appreciate some of the advantages of exact
inference. Each exercise or example is to be performed on a separate data set. All the
data sets have been installed in the \DATA subdirectory of the directory in which you
installed LogXact. The exercises are covered in Section 17.1 through Section 17.10. They
are mostly based on hypothetical data sets. The examples are covered in Section 17.11
through Section 17.21. All the examples are based on real data sets whose sources are
referenced in the text. The data sets presented in Section 17.1 through Section 17.14 do
not pose much of a computational challenge for the present LogXact software. These data
sets were first introduced through LogXact-2, an earlier version of our exact logistic
regression software. It is thus possible to perform exact inference on these data sets with
either the present LogXact-6 or earlier versions of LogXact. On the other hand, the data
sets presented in Section 17.17 through Section 17.22 are extremely challenging. The
exact analysis of these data sets is too computationally intensive for LogXact-2 and can
be tackled successfully only by LogXact versions 4 or 5 or 6. Prior users of LogXact-2 will
appreciate the added power of LogXact-6 by working through these data sets.
You are encouraged to apply LogXact-6 to all the exercises and examples presented in
this chapter and to use these data sets in the classroom to explain the principles of exact
logistic regression. Although all the data sets have been saved in the LogXact file format,
you can convert them into the Excel or ASCII file formats through the File → Save As
menu commands in LogXact, and can thereby use them in an alternative statistical
software package if desired.
17.1

Exercise 1

Bring the grouped data set data1.cyd into LogXact by choosing from the main menu:
File
Open . . .
and selecting data1 as the filename in the \DATA subdirectory of the directory in which
you have installed LogXact. Estimate the coefficients of the model:
17.1 Exercise 1
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REACTING = ANESTHETC+GENDER,
First choose from the menu:
Statistics
Binary Logistic Regression . . .
Then select ANESTHETC and GENDER as the Model Terms, and click on the Estimate
and Exact options in the Binary Logistic Regression dialog box. Notice the large
difference between the exact and asymptotic p-values for anesthetic (0.1281 versus
0.0304) despite the large sample size (213 observations). Examine the data in the
DataEditor.
A portion of LogXact Output will appear as shown below:

17.2

Exercise 2

Bring the ungrouped data set data2.cyd into LogXact. Bring up the Binary Logistic
Regression dialog box again. Specify INSECTS as the Weight variable and KILLED as
the Response variable. Fit the model
V1+V2
by choosing V1 and V2 as the Model. Note the large difference in exact and asymptotic
p-values for V2 (0.0004 versus 0.0344). Examine the data in the DataEditor window.
A portion of LogXact Output will appear as shown below:
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Bring the ungrouped data set data3.cyd into LogXact. Specify WE as the Weight
variable and RESP as the Response variable. Fit the model
V1+V2+V3+V4
Note the very large difference in exact and asymptotic p-values for V1 (0.0014 versus
0.6522). If you use the Test option instead of the Estimate on V1, you will notice wide
variations between the likelihood ratio, Wald, and scores tests (.0001, .6522, and .0156).
Examine the data in the DataEditor. To obtain the exact conditional distribution of the
sufficient statistic for V1 (notice its pronounced skewness), save the exact distribution in a
file, say, data3dst.prn, using the Binary Logistic Regression dialog box.
A portion of LogXact Output will appear as shown below:

17.3 Exercise 3
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17.4

Exercise 4

Bring the ungrouped data set data4.cyd into LogXact. Use WE as the Weight variable
and RE as the Response variable. Fit the model X. Note the large difference between
exact and asymptotic p-values (.0180 versus .1080). This is an interesting case in which
the exact p-value was smaller than the asymptotic p-value. Group the data by choosing
from the menu:
DataEditor
Convert to GroupData . . .
and selecting the Response and Weight variables. Then examine the data in the
GroupData worksheet.
A portion of LogXact Output will appear as shown below:

17.5

Exercise 5

Bring the grouped data set data5.cyd into LogXact. Use REACTING as the Response
and fit the saturated model
ANESTHETIC+GENDER+XXX
The exact p-value for ANESTHETIC is 0.1033 while the asymptotic p-value is 0.0195.
Examine this data set, which is currently in the DataEditor.
A portion of LogXact Output will appear as shown below:
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Bring the data set data6.cyd into LogXact by using the File menu. Use WE as the
Weight and Y as the Response. Fit the model
Y=X+Z
Note the large differences in exact and asymptotic p-values for X and Z. Note the
difference in sign between the exact and asymptotic estimates of βz despite both being
significant at the 5% level! In fact, if you test βz = 0, you will see that all asymptotic tests
(Likelihood Ratio, Wald, and Scores) agree closely (p-values of 0.0007, 0.0008, and
0.0002 respectively), while the exact Scores test gives a p-value of 0.1066.

Px
Pz
βz

Asymptotic
0.0537
0.0008
0.4977

Exact
0.0172
0.0456
-1.1612

Now group the data set, by choosing the appropriate item from the DataEditor menu,
and note the highly skewed values of X.
A portion of LogXact Output will appear as shown below:

17.7

Exercise 7

Bring the data set data7.cyd into LogXact. Group the data. Select Y as the Response
variable and WE as the Weight variable. Fit the model X+Z. Notice that despite the large
sample size (1037 observations) there are major differences between the asymptotic and
exact results.

17.7 Exercise 7
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Px
Pz
βx
βz

Asymptotic
0.0118
0.1023
0.0080
-0.8078

Exact
0.0000
0.0000
0.0082
-3.6036

If you test βz you will find that the asymptotic Likelihood, Wald, and Scores tests agree
(p-values of 0.1376, 0.1023, and 0.1668, respectively), while the exact Scores test gives a
p-value of 0.0002. Save the exact distribution for testing βz (using the appropriate item in
the Binary Logistic Regression dialog box), and paste it into a plotting program
such as Excel. You will find that it is bimodal and very far from normal.
A portion of LogXact Output will appear as shown below:

17.8 Exercises 8, 9,
and 10
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Data sets data8.cyd, data9.cyd, and data10.cyd consist of matched sets with one
case and one control in each stratum. There are nine strata and 18 observations in all.
Bring these data sets into LogXact. Specify RE as the Response variable, ST as the
Stratum variable, and choose X as the Model term. Note the following large differences
in asymptotic and exact p-values for the coefficient of X.
17.8 Exercises 8, 9, and 10

black

<<< Contents

* Index >>>
®

LogXact 9
©

Data Set
data8
data9
data10

P-Asymptotic
0.5071
0.7187
0.1649

Cytel Inc Copyright 2010

P-Exact
0.0156
0.0117
0.0117

The 95% confidence intervals for the coefficient of X are also very different. For data10,
the asymptotic confidence interval is (-0.1818, 1.0662), whereas the exact confidence
interval is (0.0458, 2.1815).
A portion of LogXact Output will appear as shown below:

17.9

Exercise 11

For this exercise use leisrmod.cyd. This is a modified version of the LEISURE data set
in Breslow and Day (1980, vol 1, appendix iii). The data set has one case and four
controls in each of 63 strata. The only modification is that the value of the covariate HYPER
has been changed from 1 to 100 in the first record. All other records of data are identical
to the original. Assign STRATUM as the Stratum variable and OUTCOME as the Response
variable. Fit the model
GALL+HYPER+GALL*HYPER
Note that the asymptotic and exact p-values for HYPER are 0.0824 and 0.0235 respectively.
A portion of LogXact Output will appear as shown below:

17.9 Exercise 11
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17.10

Exercise 12

Analyze the data set cancer.cyd taken from Agresti (1992, page 88). The Response
variable is remission, and there is one covariate, the labeling index (LI). Fit the model
REMISSION = LI
to these data. Observe that the asymptotic p-value for the coefficient of LI is 0.0146,
while the corresponding exact p-value is only 0.0066.
A portion of LogXact Output will appear as shown below:

17.11 Hiring of
Female Assistant
Professors

We thank Dr. Richard Goldstein for providing this interesting data set involving sex
discrimination. Bring gold.cyd into LogXact with the command US GOLD. The data
consists of 77 college faculty members. The objective is to determine if the rank at which a
candidate was hired is related to gender, adjusting for the candidate’s degree at time of
hire, age, and a cohort effect due to different time periods in the nation’s economy. The
five variables in the data set are described below:
RANK 1 if hired at assistant professor level, 0 if hired as lecturer;
GENDER 1 if male, 0 if female;
HIREDG 1 if Master’s degree at time of hire, 0 if Bachelor’s degree at time of hire;
AGE age at hire: 2 = 20 to 29, 3 = 30 to 39, 4 = 40 to 49;
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COHORT refers to 4 different time periods affecting economic conditions and hence hiring
practices.
LogXact , just as in the previous (non-Windows) version, LogXact-Turbo, enables you to
analyze all 77 cases: the maximum number of cases in the first version of LogXact was
only 40.
Fit a stratified logistic regression model (as discussed in Chapter 8) of the form
rank = gender + hiredg + age
in which cohort is the stratification variable. Notice that the exact p-value for the effect of
gender (0.0637) is nearly double the corresponding asymptotic p-value (0.0384).
A portion of LogXact Output will appear as shown below:

To test your understanding of conditional inference, fit an unstratified logistic regression
model
rank = gender + hiredg + age + cohort
in which cohort is declared to be a factor variable. Notice that the exact estimates for the
coefficient of gender are identical to what was obtained with the earlier stratified model.
Why? Why aren’t the corresponding asymptotic estimates also the same?

17.11 Hiring of Female Assistant Professors
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17.12 Rasch
Model

The data for this exercise are in rasch.cyd. They are taken from Andersen (1973, page
483, example 12.2) and illustrate latent class analysis. The table below reproduces part of
the data set and shows the responses to four questions on the McHugh test for 32
individuals (response=1 means the question was answered correctly). The data are
grouped by response patterns for ease of display.
Individual
1 to 5

6 to 10

11 to 24

25 to 32

Question
1
2
3
4
1
2
3
4
1
2
3
4
1
2
3
4

Response
0
0
0
1
0
0
1
0
0
0
1
1
0
1
0
0

The Rasch model for these data is as follows:
πij
log
= αi + β j ,
1 − πij
where πij is the probability of a correct response to question j by individual i . We are
interested in estimating the βj ’s, since they are measures of the level of difficulty of the
questions. The αi ’s are nuisance parameters. Since there are as many nuisance
parameters as there are individuals, it is preferable to eliminate the αi ’s from the likelihood
function by conditioning, rather than estimating them from the unconditional likelihood
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function. After bringing rasch.cyd into LogXact, you must specify the Response,
Stratum, Factor, and Model variables before you can analyze the data set.
In the Binary Logistic Regression dialog box, select RESPONSE as the Response
variable and INDIVID as the Stratum variable. Then select QUESTION as the model
term, and click on the Toggle Factor button to indicate that QUESTION is to be treated
as a factor variable. Finally, click on the Estimate and Exact options and the OK
button to run the estimates.
Notice that the asymptotic estimates do not exist. (This is due to all zero responses to
question 1.) However the exact inference indicates that both β1 and β2 are significantly
different from 0 (p-values are 0.0000 and 0.0261, respectively). From the way the factor
variable was defined, this implies that questions 1 and 2 are significantly harder than
question 3.
A portion of LogXact Output will appear as shown below:

17.13 Experimental
Conditions for Ingot
Rolling

The table below is taken from Cox and Snell (1989, page 11). It represents a two-factor
5 × 4 industrial experiment in which heating time, X1 , and soaking time, X2 , influence the
number of ingots that fail a rolling-out test. Each cell of the table is a value of the ordered
pair (r, m) in which r is the number of ingots failing the test and m is the number of ingots
tested.
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Soaking
time, X2
1.0
1.7
2.2
2.8
4.0

Heating time, X1
7
14
27
51
0,10 0,31 1,56 3,13
0,17 0,43 4,44 0,1
0,7 2,33 0,21 0,1
0,12 0,31 1,22 0,0
0,9 0,19 1,16 0,1

This data set is in the LogXact file named ingot.cyd. Bring it into LogXact and fit the
logistic model
πij
log
= γ + β 1 X1 + β 2 X 2 .
1 − πij
Notice that the asymptotic and exact estimates of the regression coefficients and p-values
are close to each other.
Now perturb the data in the following way:
1. replace all r = 1 with r = 0;
2. replace r = 0 with r = 1 in the bottom-left cell corresponding to X1 = 7 and X2 = 4;
With these changes in place, fit a logistic model with an interaction term:
log

πij
= γ + β 1 X 1 + β 2 X2 + β 3 X 1 X 2 .
1 − πij

Notice that there are large differences between the asymptotic and exact p-values:
Type of
Inference
Asymptotic
Exact

Two-Sided P-Values
β1
β2
β3
0.0013 0.0432 0.0576
0.0157 0.1987 0.0063

A portion of LogXact Output will appear as shown below:
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17.14 Erythrocyte
Sedimentation Rate
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The ESR, or erythrocyte sedimentation rate, is the rate at which red blood cells
(erythrocytes) settle out of suspension in blood plasma when measured under standard
conditions. The ESR increases if the levels of certain proteins in the blood plasma rise.
Elevated ESR levels are therefore often associated with rheumatic diseases, chronic
infections, or malignancies, and the ESR test is used to screen for these conditions. An
ESR level of 20 or more is indicative of an unhealthy individual and is coded 1. An ESR
level below 20 is indicative of a healthy individual and is coded 0. Data on ESR,
Fibrinogen (a plasma protein), and Gamma Globulin for 32 individuals are in the file
esr.cyd. These data are from Collett (1991, pages 8-9). Fit the model
ESR = FIBRINOGN + GAM_GLOB
to the data. Observe that the exact p-value for the coefficient of FIBRINOGN is 0.0271,
while the corresponding asymptotic p-value is 0.0491 (nearly double)!
A portion of LogXact Output will appear as shown below:

17.14 Erythrocyte Sedimentation Rate
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17.15 Antibiotics
and Diarrhea

578

We thank Dr. Eric Jaffe and Dr. Victor Chang, Cornell Medical Center, New York, for
permission to use this example. These investigators gathered data on 2493 patients, of
whom 60 had an uncommon clinical illness known as clostridium difficile, an acute form of
diarrhea associated with long-term hospitalized patients exposed to antibiotics. Four
covariates known a priori to influence diarrhea are age, sex, length of hospital stay (LOS),
and exposure to Clindomycin, an antibiotic. In addition exposure to another antibiotic,
Cephalexin, appears to be an extremely important factor. The data on diarrhea rates, in
various covariate groups, are in the file diarrhea_brief.cyd and are displayed below.
(An example, using a larger data set diarrhea.cyd from the same study, is presented in
Chapter 9). A “1” in the clindomy or cephalex columns indicates exposure to the
antibiotic, a ‘1’ in the age column indicates that the patient was over 50, a ‘1’ in the sex
column indicates females, and a ‘1’ in the LOS column indicates that the patient was
hospitalized for more than one week.
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Diarrhea
Rate
0/174 (0%)
1/113 (0.88%)
0/349 (0%)
16/451 (3.55%)
0/213 (0%)
3/108 (2.78%)
2/409 (0.49%)
15/558 (2.69%)
0/5 (0%)
0/5 (0%)
0/8 (0%)
10/31 (32.26%)
0/10 (0%)
1/9 (11.11%)
1/6 (16.67%)
6/39 (15.38%)
1/1 (100%)
4/4 (100%)

Cephalexin
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
1

Covariate Group
Clindomycin Sex
0
0
0
0
0
0
0
0
0
1
0
1
0
1
0
1
1
0
1
0
1
0
1
0
1
1
1
1
1
1
1
1
0
0
0
1

Age
0
0
1
1
0
0
1
1
0
0
1
1
0
0
1
1
1
1

Cytel Inc Copyright 2010

LOS
0
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1
1
1

This is a very large data set. Yet the overall response rate is only 60/2493 (2.4%). A
further complication is the small number of patients exposed to Cephalexin, all of whom
got diarrhea. One would like to use a logistic regression model to assess the statistical
significance of Cephalexin and estimate its odds ratio, adjusted for the effects of age, sex,
LOS, and Clindomycin exposure. However, for this data set, the maximum likelihood
method of inference fails to converge and produces infinite parameter estimates for
Cephalexin. We thus have the unsatisfactory situation of knowing that Cephalexin is an
important covariate, yet being unable to estimate its p-value or odds ratio by the usual
maximum likelihood approach.
Use the Binary Logistic Regression dialog box, obtained from the Statistics
menu, to fit the model:
17.15 Antibiotics and Diarrhea
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DIARRHEA = CEPHALEXIN + CLINDOMYCIN + AGE + SEX + LOS
and perform an exact analysis of this data set. Reproduce the results tabulated below.
(Notice that the results have been expressed in terms of odds ratios rather than beta
coefficients. Be sure to set the appropriate output parameter in the Options →
General dialog box before running LogXact.)
Covariate
Cephalexin
Clindomycin
Age
Sex
LOS

95% C.I. on Odds Ratio
(27.5 to ∞)
(4.6 to 17.5)
(0.94 to 8.0)
(0.46 to 1.50)
(3.73 to 59.8)

2 × 1-Sided P-Value
< 0.0001
< 0.0001
0.071
0.592
< 0.0001

These results reveal that even after adjusting for the effects of age, sex, LOS, and
Clindomycin, exposure to Cephalexin dominates everything else. We can rule out with
95% confidence the possibility that the odds of diarrhea in Cephalexin exposed patients is
any less than 27.5 to 1.
A portion of LogXact Output will appear as shown below:
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17.16 New Jersey
Death Penalty Data
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The data for this example were analyzed previously by Paul Allison (see Allison, 1999,
page 6-30). We downloaded these data from the web site of the SAS Institute at the
following URL:
http://ftp.sas.com/samples/A55770
The data have been saved in the file penalty_brief.cyd in the \data subdirectory of the
directory in which LogXact has been installed. (An Example, using a larger data set
penalty.cyd from the same study, is presented in Chapter 10). The Allison analysis was
based on conventional maximum likelihood methods. However, because serious
consequences hinge on the conclusions to be drawn from this data set, it is important to
re-do the analysis by exact methods.
This data set consists of 147 penalty cases in the state of New Jersey. In all these cases
the defendant was convicted of first-degree murder with a recommendation by the
prosecutor that a death sentence be imposed.Then a penalty trial was conducted to
determine whether the defendant would receive a death sentence or life imprisonment.
The outcome variable is DEATH, coded 1 for a death sentence and 0 for a life sentence.
The aim is to determine how this outcome is influenced by the following four covariates:
BLACKD, coded 1 if the defendant was black, otherwise 0; WHITVIC, coded 1 if the victim
was white, otherwise 0; SERIOUS, a rating of seriousness of the crime, as evaluated by a
panel of judges; CULP, an orded categorical covariate with integer values 1 through 5
where 1 denotes low culpability and 5 denotes high culpability.
The New Jersey Office of the Public Defender was especially interested in determining if
the beta coefficient for the BLACKD covariate was statistically significant. If we fit the model
DEATH = BLACKD + WHITVIC + SERIOUS + CULP
to these data by the usual maximum likelihood method, we observe that the two-sided pvalue for BLACKD is 0.006, implying strong statistical significance. The court, however,
wishes that the statistical significance would continue to hold if the analysis were done by
exact rather than asymptotic methods. And exact analysis, being more conservative than
17.16 Death Penalty Data
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the corresponding asymptotic analysis, and would provide confirmation of the conclusion
concerning BLACKD.
Make two attempts to use LogXact to perform the exact inference.
Attempt 1 First attempt to obtain exact estimates for the above model without any
transformation of the SERIOUS variable. You will find this difficult if not impossible to
accomplish . The Work in Progress dialog box will show how difficult it is to build
a network that includes the constraint imposed by the SERIOUS variable. This is
because the SERIOUS variable carries too many decimal digits. While all these
decimal digits don’t add any computational complexity to the asymptotic method they
are a serious obstacle to a successful implementation of the exact method. Dropping
these decimals appears to have a negligible effect on the asymptotic analysis. To see
this first fit the model with asymptotic estimates only. Then round the SERIOUS
variable to the nearest integer and fit the asymptotic model once again. (You can
round SERIOUS in two ways; by directly transforming this variable in the editor
window in the manner shown in Section 10.7 of Chapter 9, or by specifying in the
Global Parameters dialog box that the Accuracy of the Input should be 0
decimals.) Notice that the difference in p-values and parameter estimates between
asymptotic models fit with the non-rounded or rounded versions of SERIOUS is
negligible. It is thus plausible that the corresponding difference for the two exact
models will also be negligible.
Attempt 2 Now attempt to obtain exact estimates for the model after rounding SERIOUS
to the nearest integer. This time LogXact can easily perform the exact inference for
BLACKD. Verify the following exact results.
Covariate
BLACKD
WHITEVIC
SERIOUS
CULP

582

17.16 Death Penalty Data

95% C.I. Beta Coefficient
(0.3486 to 2.9871)
(-0.3617 to 2.0751)
(-0.1847 to 0.1527)
(0.8420 to 1.6840)

2 × 1-Sided P-Value
0.0083
0.2056
0.9006
< 0.0001
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If your computer does not have sufficient physical memory for exact inference on
CULP (about 170MB of RAM is required), LogXact will prompt you to perform the
direct Monte Carlo inference. This is an acceptable alternative and requires only half
as much memory.
A portion of LogXact Output will appear as shown below:

17.17 Meningococcol We thank Professor Peter Imrey, University of Illinois, Champaign for providing this
Disease Outbreak
interesting data set which is available in the file named meningitis.cyd in the \data
sub-directory of the directory in which you have installed LogXact. of the The data involve
a matched case-control study to determine risk factors for a brief outbreak of
meningococcol disease on the University campus a few years ago. The case-control
status of each subject in the study is recorded in the CaseCtl variable which is coded 1
for a case and 0 for a control. Each case was matched on gender, year in college and
other demographic factors with a variable number of controls. There are a total of six
matched sets. The identifier for each matched set is recorded in the Set variable and is
coded 1 through 6. The risk factors for meningococcol disease are: Numill, an integer
variable that counts the number of respiratory illnesses experienced by the subject in the
preceeding fall semester; Numsleep, an integer variable counting the number of people
sleeping in the same room as the subject; Smoker, coded 1 if the subject was a smoker, 0
othrwise; Reftime, an estimate of the number of hours spent in various campus bars
deemed to be high-risk at that time. A major goal of the study was to determine if
17.17 Meningococcol Outbreak
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Reftime was statistically significant.
Perform the following inference on these data.
1. Estimate exact p-values and confidence intervals for the parameters of the stratified
logistic regression model
CaseCtl = NumIll + NumSleep + Smoker + Reftime
treating Set as the stratification variable. Verify the following exact results.
Covariate
NumIll
NumSleep
Smoker
Reftime

95% C.I. Beta Coefficient
(−∞ to 1.2212)
(-0.2821 to ∞)
(Degenerate)
(0.0055 to 0.1732)

2 × 1-Sided P-Value
1.0
0.5
(Undefined)
0.0383

2. Verify that twice the exact one-sided p-value for Reftime is indeed 0.0383. To do
this, proceed as follows. In the Binary Logistic Regression dialog box select
the Test and Exact radio buttons. Toggle Reftime as the variable to be tested.
Select the Scores Test radio button. Click inside the checkbox titled Exact
Distribution so as to make it checked. Now run the exact test. You can view the
exact distribution of the score statistic by clicking on the Distribution tab of the
output workbook. The observed value of the score statistic is displayed as 6.1285.
Add up all the probabilities in the distribution for which the score statistic equals or
exceeds 6.1285. This is the exact one-sided p-value. This sum equals 0.019126 and
twice this sum is 0.0383.
3. Notice that the term Degenerate appeared in the estimation output for the Smoker
variable. This term only appears when the distribution of the test statistic for the
variable of interest is a point mass. Obtain the exact distribution of the score statistic
for Smoker and verify that it is indeed degenerate.
4. Notice that the upper confidence bound for NumSleep is ∞ This happens when the
observed value of the test statistic is at its maximum value. Verify that this is the case
by obtaining the exact distribution of the score statistic for NumSleep
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A portion of LogXact Output will appear as shown below:

17.18 Condom
Failure

We thank Dr. Rosalie Dominik of Family Health International (www.fhi.org) for permission
to use these data. The file condom.cyd in the \data sub-directory of the directory in which
you installed LogXact contains 950 observations of condom failure data. There are three
possible response variables; break, coded 1 if the condom broke, 0 otherwise;
sliponly, coded 1 if the condom slipped, 0 otherwise; clinfail, a clinical failure,
coded 1 if the condom either breaks or slips, 0 otherwise. There are four predictors of
condom failure: type, coded 1 for an experimental type of condom and 0 for the standard
type; over30, coded 1 if the subject is over 30 years of age, 0 otherwise; college,
coded 1 if the subject has a college education, 0 otherwise; brpast, coded 1 if broken a
condom in the last year, 0 otherwise. Fit the exact logistic regression model
clinfail = type + brpast + college + over30
to these data. Verify the following exact results.

Covariate
Type
brpast
college
over30

17.18 Condom Failure

95% C.I. Beta Coefficient
(-0.3030 to 1.3108)
(-0.0383 to 1.3263)
(-0.4609 to 1.0779)
(-1.4475 to -0.1394)

2 × 1-Sided P-Value
0.2143
0.0646
0.5678
0.0161
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Notice that the exact and asymptotic p-values for brpast lead to opposite conclusions.
The asymptotic p-value (0.0399) is statistically significant whereas the exact p-value
(0.0646) is not. On the other hand the exact p-value for over30 (0.0161) confirms the
conclusion of statistical significance reached by the corresponding asymptotic p-value
(0.0102). This highlights role of the exact procedure as a gold standard for either
confirming or contradicting a conclusion reached by the less reliable asymptotic method.
A portion of LogXact Output will appear as shown below:

17.19 Outbreak in
South Carolina

The data in the file outbreak.cyd in the \data sub- directory of the directory in which you
installed LogXact. The data refer to a case-control investigation of a disease outbreak in
South Caroline that was investigated by the CDC. We thank Elizabeth Lloyd of the CDC for
making the data available to us. The response variable is CASE, coded 1 if the subject is a
case and 0 if the subject is a control. There are six predictor variables, SOUP2, HAM2,
POTATO2, STAWB2, RASPB2 and WATER2. Fit the following exact logistic regression model,
CASE = HAM2 + POTATO2 + RASPB2 + SOUP2 + STAWB2 + WATER2
and verify the exact confidence intervals and p-values shown below.
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Covariate
HAM2
POTATO2
RASPB2
SOUP2
STAWB2
WATER2

95% C.I. Beta Coefficient
(-6.9738 to -0.3890)
(0.2074 to 7.1869)
(1.8078 to 13.3865)
(-5.5093 to 1.5348)
(-0.1882 to 7.0981)
(-1.8748 to 2.6701)

Cytel Inc Copyright 2010

2 × 1-Sided P-Value
0.0167
0.0293
< 0.0001
0.4911
0.0736
0.7929

Notice that the exact and asymptotic p-values for STAWB2 lead to opposite conclusions.
The asymptotic p-value (0.0457) is statistically significant whereas the exact p- value
(0.0736) is not. On the other hand the exact p-value for POTATO2 (0.0293) confirms the
conclusion of statistical significance reached by the corresponding asymptotic p-value
(0.0223). This highlights role of the exact procedure as a gold standard for either
confirming or contradicting a conclusion reached by the less reliable asymptotic method.
A portion of LogXact Output will appear as shown below:

17.19 South Carolina Outbreak
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17.20 Feline
Upper Respiratory
Disease

These data are available in the file feline.cyd in the \data sub-directory of the directory
in which LogXact was installed. We are grateful to Gary Anderson of the University of
Melbourne, Department of Veterinary Science, Australia, for providing us with this data
set. The goal in this case-control study is to identify risk factors for Chlamy, chlamydial
infection in cats. The following are the risk factors under investigation.
Season: the season of entry into the study, coded 1 to 4 for Autumn, Winter,
Spring and Summer, respectively;
Agep: the age group to which the cat belongs, coded 1 to 6, respectively, for
the six distinct age groups ≤ 8 weeks, 9 weeks to 6 months, 7 – 11 months, 1
year to under 5 years, 5 – 10 years, > 10 years;
FHV1: the presence of feline herpesvirus 1 infection, coded 1 for present
and 0 for absent;
Conj: the presence of conjunctivitis, coded 1 for present, 0 for absent.
Attempt to fit the following logistic regression model
chlamy = season + agegrp + FHV1 + conj
to these data, using the asymptotic maximum likelihood method. In this model be sure to
declare season and agegrp as factor variables. Verify that because of complete
separability of the data with respect to the conj covariate, the maximum likelihood method
fails to converge. Now fit the model by exact methods and verify the following results.
1. The exact 95% confidence interval for the FHV1 coefficient is (-4.319 to - 0.6961) and
twice the 1-sided p-value is 0.0006.
2. The exact 95% confidence interval for the Conj coefficient is (0.8520 to ∞) and twice
the 1-sided p-value is 0.0009.
3. The exact scores test p-value for testing the simultaneous null hypothesis that all the
coefficients of the season factor variable equal zero is 0.6077.
4. The direct Monte Carlo estimate of the exact likelihood ratio test p-value for testing
the simultaneous null hypothesis that all the coefficients of the agegrp factor variable
equal zero is 0.0004 (with a standard error of 0.0002 based on 10000 Monte Carlo
samples). Note: The Monte Carlo estimate was invoked for this problem because it
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turned out to be too computationally intensive for the exact result. Notice that the
Monte Carlo estimate is a very satisfactory alternative for it produces an unbiased
point estimate of the exact p- value with a very small standard error which could be
made even smaller, if desired, by increasing the number of Monte Carlo samples.
A portion of LogXact Output will appear as shown below:

17.21 Fraudulent
Automobile
Insurance Claims

These data are in the file named fraud.cyd located in the \data sub-directory of the
directory in which you installed LogXact. We are grateful to Dr. Richard Derrig of the
Automobile Insurers Bureau of Massachusetts for providing these data. The data set
consists of 127 claims that arose from automobile accidents in 1989. Each claim was
classified as either fraudulent (RESP=1) or legitimate (RESP=0) by consensus among
four independent claims adjusters who examined each case file thoroughly. An
17.21 Fraudulent Automobile Insurance Claims
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exploratory analysis identified ten binary indicators each of which denotes the presence or
absence of a potential fraud characteristic in the claim situation. These ten binary
covariates fall into three broad groups relating to Accident (AC1, AC9, AC16), Claimant
(CL7, CL11), and Injury (IJ2, IJ3, IJ4, IJ6, IJ12). Presence of the potential fraud
characteristic is indicated by a ‘1’, while absence is indicated by a ‘0’.
Fit the exact logistic regression model
RESP = AC1+AC9+AC16+CL7+CL11+IJ2+IJ3+IJ4+IJ6+IJ12
to these data in an attempt to identify the statistically significant potential fraud
characteristics. Verify the asymptotic and exact results displayed below.
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Covariate
AC1-asymp
AC1-exact
AC16-asymp
AC16-exact
AC9-asymp
AC9-exact
CL11-asymp
CL11-exact
CL7-asymp
CL7-exact
IJ12-asymp
IJ12-exact
IJ2-asymp
IJ2-exact
IJ3-asymp
IJ3-exact
IJ4-asymp
IJ4-exact
IJ6-asymp
IJ6-exact

95% C.I. Beta Coefficient
(-2.9012 to 1.9963)
(-3.3556 to 2.4602)
(0.2981 to 10.4993)
(-0.4450 to 9.4289)
(0.5340 to 7.6891)
(-1.1442 to 7.3594)
(-0.0067 to 3.8630)
(-0.3177 to 4.2421)
(-0.4591 to 4.0690)
(-1.0138 to 4.0019)
(0.9871 to 7.6959)
(0.3121 to 7.4150)
(0.8610 to 7.0433)
(0.3400 to 6.0901)
(-2.0342 to 3.4870)
(-2.2116 to 3.5765)
(-1.6462 to 7.4235)
(-2.6978 to 7.2200)
(-1.2511 to 2.5126)
(-1.4686 to 2.7144)

Cytel Inc Copyright 2010

2 × 1-Sided P-Value
0.7172
1.0000
0.0380
0.0979
0.0243
0.1514
0.0508
0.1061
0.1182
0.3179
0.0112
0.0264
0.0122
0.0157
0.6060
0.9891
0.2119
0.7898
0.5112
0.7311

There are substantial differences between the asymptotic and exact estmates.
One reason for including this data set in the present chapter is to demonstrate that the
Monte Carlo method is especially useful for performing simultaneous tests on multiple
regression coefficients. In particular we wish to perform three separate hypothesis tests;
that all the coefficients belonging to the Accident group (AC1, AC9, AC16) are
simultaneously zero, that all the coefficients belonging to the Claimant group (CL7, CL11)
are simultaneously zero, and that all the coefficients belonging to the Injury group (IJ2,
IJ3, IJ4, IJ6, IJ12) are simultaneously zero. Compute Monte Carlo estimates of the exact
17.21 Fraudulent Automobile Insurance Claims
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likelihood ratio p-values for the above three multiple hypothesis tests using a sample size
of 100,000. Verify that your results are substantially similar to those tabulated below.
Note: Your results won’t be identical to what is tabulate below since you will be using
different starting seeds for the Monte Carlo runs.
Hypothesis
- + - ‘ “ Test
AC1 = AC9 = AC16 =0
CL7 = CL11 = 0
IJ2 = IJ3 = IJ4 = IJ6 = IJ12 = 0

LR
Statistic
12.89
6.98
24.86

Asymptotic
P-Value
0.0049
0.0304
0.0001

Monte Carlo
P-Value (SE)
0.0073 (.0003)
0.0660 (.0008)
0.0011 (.0001)

The exact versions of these tests are computationally infeasible on many computers but
the Monte Carlo versions are able to provide accurate estimates with extremely small
standard errors. As in the univariate case there are substantial differences between the
Monte Carlo p- values and MLE based asymptotic p-values and, in the case of the
Claimant group at least, might lead to different inferences.
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A portion of LogXact Output will appear as shown below:

17.21 Fraudulent Automobile Insurance Claims
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17.22 Auditor
Litigation Risk
study

In 1994 the United States Supreme Court handed out a ruling (Central Bank of
Denver v. First Interstate Bank of Denver, 1994)) that auditors could be
charged with aiding and abetting a violation of Section 10(b) of the Securities and
Exchange Act of 1934. A study by Fuerman (1997) measured the impact of that ruling on
the litigation risk to auditors. The data involved 423 securities disclosure lawsuits. The
response variable indicates whether or not the auditors were named as defendants in the
lawsuit. Exact inference is needed because there were only 35/423 (8%) responses in this
data set. There are three binary covariates identifying: the timing of the litigation (before or
after an important United States Supreme Court decision regarding Central Bank policy);
culpable restatement of a previous audit; prior bankruptcy of the audited firm. In addition
there is one continuous covariate that measures the period of alleged wrong doing.
Fit a logistic regression model
sued = aftercb + bankrupt + class + restat.
The dependent variable sued = 1 if auditor is named as a defendant in the lawsuit; 0
otherwise. The covariate aftercb= 1 if lawsuit commenced during a four month period
immediately after the Central Bank decision; 0 otherwise. The covariate bankrupt = 1 if
defendant company filed for bankruptcy within one year before or one year after
commencement of lawsuit; 0 otherwise. The covariate class is a continuous variable:
number of months of alleged wrong doing. Finally, the covariate restate = 1 if culpable
restatement of previously issued audited annual financial statements; 0 otherwise.
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The data are stored in a file named Auditing.cyd.
Estimate the coefficient of the covariate bankrupt. Notice the large difference in the
asymptotic p-value (0.0066) and exact p-value (0.0207) for this covariate.

17.23 Alligator
Food Choice
Example

This example is taken from Agresti (2002): Categorical Data Analysis. There are five
variables in the model. The response variable is FOOD, the primary food type, in volume,
found in the alligator’s stomach. The variable FOOD had five categories( Fish=1,
Invertebrate=2, Reptile=3, Bird=4, Other=5). The rest four variables are LAKE, GENDER,
SIZE and COUNT. All the alienators were found in four lakes and therefore, there were
four categories. The variable SIZE is 1 if the alligator is less than 2.3 meters long and 2
otherwise. The variable GENDER had two categories and COUNT is the total count in
each group.
The data are stored as gator.cyd in folder DATA of the LogXact installation folder.
Fit an unordered polytomous logistic regression with unequal beta and with ‘low’ as
reference.
FOOD = LAKE+SIZE.
Specify the variables LAKE and SIZE as factor variables. Next, estimate the coefficients of
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all the covariates using asymptotic method. LogXact will show the following output:

17.24

Example 24

This example is taken from Hirji, Karim(1992), JASA. There are four variables in the
dataset. The variable Y is the response variable with three categories in it. The covariates
SEX and AGE both have two categories. The variable GROUPSIZ is the count of each
covariate group.
The above dataset is saved as karim_1.cyd in the DATA folder of the LogXact installation
folder.
Fit an unordered polytomous regression model with unequal beta and with ‘low’ as
reference.
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Y = AGE+SEX.
Specify GROUPSIZ as weight variable and then estimate the coefficients of all the
covariates using exact method. LogXact will show the following output:

17.25 Job
Satisfaction
Example

This example is taken from Agresti(2002; section 7.4.2). The data taken from the 1991
General Social Survey, National Opinion Research Center, cross-classifies income and
job satisfaction, stratified by gender, for black Americans. For simplicity, we use the
income scores 1,2,3, and 4. The response variable SATISF has four categories, 1=very
dissatisfied, 2=a little satisfied, 3=moderately satisfied, and 4=very satisfied.
The above data are available as jobsat.cyd in the DATA folder of the LogXact installation
folder.
Fit an unordered polytomous regression model with equal beta and ‘high’ as the reference.
SATISF=GENDER+INCOME
Specify COUNT as the weight variable and then estimate the coefficients of all the
17.25 Job Satisfaction Example
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covariates using asymptotic method. LogXact will show the following output:

17.26

Example 26

Consider again the dataset karim_1.cyd saved in the DATA folder of the LogXact
installation folder.
Fit an unordered polytomous regression model with equal beta and with ‘low’ as the
reference.
Y = AGE+SEX.
Specify GROUPSIZ as weight and then estimate the coefficients of all covariates using
exact method. LogXact shows the following output:
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Take the dataset jobsat.cyd from Agresti(2002), Categorical Data Analysis.
Fit an adjacent category model with ‘high’ as reference.
SATISF=GENDER+INCOME
Specify COUNT as weight variable and then estimate the coefficients of all covariates
using asymptotic method. LogXact shows the following output:

17.28

Example 28

This example is taken from Hirji, Karim(1992), JASA. There are four variables in the
dataset. The variable Y is the response variable with three categories in it. The variables
SEX and AGE both have two categories. The variable GROUPSIZ is the count of each
group.
The above dataset is saved as karim_1.cyd in the data folder of the LogXact installation
folder.
Fit an adjacent category model with ‘low’ as reference.
Y = AGE+SEX.
Specify GROUPSIZ as weight variable and then estimate the coefficients of all covariates

17.28 Example 28
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using exact method. LogXact will show the following output.

17.29

Example 29

This example is taken from Allison (1999). There are five variables in the dataset. The
response variable WALLET has three levels. The data are available as wallet.cyd in the
DATA folder of the LogXact installation folder.
Fit an ordered polytomous regression using proportional odds model of the following
model.
WALLET=MALE+BUSINESS+PUNISH+EXPLAIN
Estimate the coefficients of all the covariates using asymptotic method. LogXact will show
the following output:
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This example is taken from Allison (2004). There are five variables in the dataset. The
response variable ED has three levels. The data are available as afqt.cyd in the DATA
folder of the LogXact installation folder.
Fit a continuation ratio model with ‘high’ as the reference.
ED=WHITE+OLD+FAED
Specify FAED as the factor variable and COUNT as the weight variable. Estimate the
coefficients of all the covariates using asymptotic method. LogXact will show the following
output:

17.30 Example 30
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Hypothesis Testing and Parameter
Estimation in LogXact

This appendix discusses the theory underlying logistic and Poisson regression inference
based on unconditional maximum likelihood, conditional maximum likelihood, and
conditional exact methods. In particular it shows how the various statistics, p-values, and
parameter estimates are defined and computed when the Test and Estimate
commands are invoked in the Binary Logistic Regression and Poisson
Regression dialog boxes. Recall that LogXact displays its output in the Output window.
This appendix documents how each item in the Output window is calculated. Statistics
dealing with goodness of fit are discussed in Appendix D. The information on what output
items are obtainable under different types of analysis is given in Appendix H.

A.1 Generalized
Linear Models

Both logistic regression for binary responses and Poisson regression for response counts
are special cases of a broad class of models known as generalized linear models (GLM’s).
Thus, hypothesis testing and estimation theory for this general class of models represents
a unifying framework for all available methods in LogXact. We now present the
components of a generalized linear model, show how the binary logistic regression and
Poisson regression models are GLM’s, and finally review hypothesis testing and
estimation within this general modeling framework.
Generalized linear models consist of three components: a random component, a
systematic component, and a link.
The random component of a generalized linear model specifies the distribution of the
responses Y1 , . . . , Yn . Specifically, a GLM specifies that the responses are independent
and have natural exponential distribution

f (yj ; ψj ) = a(yj )exp yj ψj − b(ψj ) ,
where ψj is termed the natural parameter and b(ψj ) is a function of ψj such that
µj =

A.1 Generalized Linear Models

db(ψj )
dψj
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is the mean of reponse yj .
The systematic component is the linear predictor
ηj = zj θ = γ + β1 zj 1 + β2 zj 2 + . . . + βp zjp ,

where θ = (γ , β1 , β2 , . . . βp ) are unknown model parameters and zj = (1, zj 1 , zj 2 . . . zjp )
are corresponding values of covariates which have been selected to be Model Terms in
the model selection dialog boxes of LogXact.
The link g is a monotonic function that relates the response mean to the covariate values
through
g(µj ) = zj θ.
Let y = (y1 , y2 , . . . yn ) and µ = (µ1 , µ2 , . . . µn ) be the n × 1 vectors of responses and
response means, respectively. Let



Z =


z1
z2
..
.







zn

be the n × (p + 1) covariate matrix. The special link function g(µj ) = ψj plays an
important role in conditional maximum likelihood theory for generalized linear models.
Known as the canonical link, this link function yields the sufficient statistics
T ≡ (t0 , t1 , . . . , tp ) for θ of the form
T = Zy .
(A.1)
The existence of these sufficient statistics forms the basis of conditional inference in
generalized linear modeling. Conditioning on the sufficient statistics for nuisance
regression coefficients allow one to perform inference on the parameters of interest based
on a distribution that depends only on those parameters. Advantages and disadvantages
of such conditioning are discussed in Appendix F. The canonical link is unique in this
608
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respect, so that conditional inference for a particular natural exponential family is possible
only when the canonical link is used to relate the response to the covariates. We discuss
two forms of conditional inference, conditional maximum likelihood and exact conditional
inference, in more detail in Sections A.5 and A.6.
We show, in the next two sections, that logistic and Poisson regression models are simply
generalized linear models with specific choices for the random component and link
function. We shall see in Section A.2 that for logistic regression, the mean µj is
represented by πj , the probability of response. We shall see in Section A.3 that for
Poisson regression, the mean µj is represented by λj , the event rate. See Agresti (1990,
1996) for a complete presentation of logistic regression and Poisson regression models in
the context of generalized linear models, and McCullagh and Nelder (1989) for a detailed
treatment of GLM’s.

A.1 Generalized Linear Models
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A.2 Logistic
Regression as a
GLM
A.2.1 The Unstratified
Model
A.2.2 The Stratified
Model
A.2.3 Unified Treatment

Both unstratified logistic regression (Chapter 7) and stratified logistic regression
(Chapter 8) can be handled in one unified presentation, provided the same notation is
adopted for each case. To this end we now specify a single model for the two situations.
Let Yj , j = 1, . . . n, be independent Binomial(nj , πj ) random variables. For data entering
LogXact through the CaseEditor nj = 1 for all j . For data entering LogXact through the
GroupEditor nj > 1 and the different group sizes, n1 , n2 , . . . are possibly unequal.
Corresponding to each Yj there is a (p + 1) × 1 vector zj = (1, zj 1 , zj 2 , . . . zjp ) of
covariates. The binomial random variables have density function


y
nj
πj j (1 − πj )nj −yj .
f (yj ; πj ) =
(A.2)
yj
Rewriting (A.2) as

f (yj ; πj ) ==

nj
yj







πj
exp yj log
1 − πj




+ nj log 1 − πj

,

we note that the logistic regression model that expresses the dependency of πj on zj
through the relationship


πj
log
(A.3)
= zj θ
1 − πj
is a generalized linear model with
 
nj
,
a(yj ) =
yj

binomial random component and canonical link

g(πj ) = ψj = log

πj
1 − πj


.

We show next that this formulation encompasses both the unstratified logistic model of
Chapter 7 as well as the stratified logistic model of Chapter 8.

610

A.2 Logistic Regression as a GLM

black

<<< Contents

* Index >>>
®

LogXact 9
©

A.2.1

Cytel Inc Copyright 2010

The Unstratified Model

Let (Yj , xj ), πj , β , and γ be as defined at the beginning of Chapter 7. The unstratified
model is of the form


πj
log
(A.4)
= γ + xj β .
1 − πj
It is easy to see that this model is equivalent to (A.3) by setting
(1, xj ) = zj ,

and
(γ , β ) = θ .

A.2.2

The Stratified Model

Let (Yij , xij ), πij , β , and γi be as defined at the beginning of Chapter 8, with subscript
(i = 1, 2, . . . s) indexing each of the s strata and subscript (j = 1, 2, . . . ni ) indexing each of
the ni subjects within stratum i . The stratified model is of the form


πij
log
(A.5)
= γi + xij β .
1 − πij
In order to show the equivalence between this model and model (A.3) we first replace the
above double subscripted notation by single subscripted notation. Let index k(i, j ) ≡ k be
used to specify observation j in stratum i . Then
k = n1 + n2 + . . . + ni−1 + j ,

and model (A.5) can be expressed in the form


πk
log
= xk β + γ1 e1k + γ2 e2k + . . . + γs esk ,
1 − πk

(A.6)

where elk = 1 if observation k belongs to stratum l ; 0 otherwise. Finally define the (s × 1)
vector of stratum specific constants
γ = (γ1 , γ2 , . . . γs )

A.2 Logistic Regression as a GLM – A.2.2 The Stratified Model
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and the corresponding (s × 1) vector of stratum indicator variables
ek = (e1k , e2k , . . . esk ) .

Now model (A.6) can be re-written in the form


πk
log
= xk β + e k γ .
1 − πk

(A.7)

It is easy to see that model (A.7) and model (A.3) are equivalent by setting
(xk , ek ) = zk ,

and
(β , γ ) = θ

A.2.3

Unified Treatment of Both Models

We can now utilize one single-subscripted notation for both the unstratified and stratified
regression models so as to facilitate a unified method of inference. For both settings the
model may be written as
πj
log
= zj θ ,
(A.8)
1 − πj
where we will assume that zj is a (q × 1) vector of observations for the j th covariate group
and θ is a q × 1 vector of unknown regression parameters.
Partition the parameter vector θ into two components (θ1 , θ2 ), where θ1 is (1 × d) and θ2 is
(1 × (q − d)). Suppose we are primarily interested in inference about θ1 , and regard θ2 as
a ‘nuisance parameter’. Three methods of inference are available in LogXact;
unconditional likelihood inference, conditional likelihood inference, and conditional exact
inference. Unconditional likelihood inference is based on estimating the entire parameter
vector θ by maximizing the unconditional likelihood function. Thereafter one appeals to the
asymptotic normality of the maximum likelihood estimates to make inferences about θ1 .
Conditional likelihood inference, in contrast, is based on maximizing the likelihood function
derived by conditioning on the sufficient statistics for θ2 . By definition this likelihood
612
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function is free of the nuisance parameters θ2 . Finally conditional exact inference is based
on deriving the exact permutational distribution of the sufficient statistics for θ1 conditional
on the sufficient statistics for θ2 .
The unstratified logistic regression model presented in Chapter 7 uses unconditional
maximum likelihood inference whenever the Asymptotic radio button is selected in the
Binary Logistic Regression dialog box, and uses conditional exact inference
whenever the Exact radio button is selected. The stratified logistic regression model
presented in Chapter 8 uses partial conditional maximum likelihood inference whenever
the Asymptotic radio button is selected in the Binary Logistic Regression dialog
box, and uses conditional exact inference whenever the Exact radio button is selected.
We discuss the three methods of inference in more detail in Section A.4 through
Section A.6.

A.3 Poisson
Regression as a
GLM
A.3.1 The Unstratified
Model
A.3.2 The Stratified
Model
A.3.3 Unified Treatment

When responses Y1 , . . . , Yn are counts, a natural distribution for modelling the data is the
Poisson distribution. As discussed in Chapter 14, Yj , j = 1, . . . , n, has density
y

f (yj ; λj ) =

exp(−λj )λj j
yj !

,

(A.9)

where λj is the rate for Yj . Rewriting (A.9) as
 

1
f (yj ; λj ) =
exp yj log(λj ) − λj ,
yj !
we note that the Poisson distribution falls within the natural exponential family of
distributions with natural parameter ψj = log(λj ). Thus, the Poisson log-linear model of
Chapter 14
log(λj ) = log(dj ) + zj θ
(A.10)
is a generalized linear model with
a(yj ) =

A.3 Poisson Regression as a GLM

1
,
yj !
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Poisson random component and canonical link
g(λj ) = log(λj ) .

A.3.1

The Unstratified Model

Let (Yj , xj ), dj , λj , β , and γ be as defined at the beginning of Chapter 14. The unstratified
model is of the form
log(λj ) = log(dj ) + γ + xj β .
(A.11)
It is easy to see that this model is equivalent to (A.10) by setting
(1, xj ) = zj ,

and
(γ , β ) = θ .

A.3.2

The Stratified Model

Let (Yij , xij ), dij , λij , β , and γi be as defined at the beginning of section 14.5, with
subscript (i = 1, 2, . . . s) indexing each of the s strata and subscript (j = 1, 2, . . . ni )
indexing each of the ni subjects within stratum i . The stratified model is of the form
log(λij ) = log(dij ) + γi + xij β .

(A.12)

In order to show the equivalence between this model and model (A.10), we first replace
the above double subscripted notation by single subscripted notation. Let index k(i, j ) ≡ k
be used to specify observation j in stratum i . Then
k = n1 + n2 + . . . + ni−1 + j ,

and model (A.12) can be expressed in the form
log(λk ) = log(dk ) + xk β + γ1 e1k + γ2 e2k + . . . + γs esk ,
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where elk = 1 if observation k belongs to stratum l ; 0 otherwise. Finally define the (s × 1)
vector of stratum specific constants
γ = (γ1 , γ2 , . . . γs )

and the corresponding (s × 1) vector of stratum indicator variables
ek = (e1k , e2k , . . . esk ) .

Now model (A.12) can be re-written in the form
log(λk ) = xk β + ek γ .

(A.14)

It is easy to see that model (A.14) and model (A.10) are equivalent by setting
(xk , ek ) = zk ,

and
(β , γ ) = θ

A.3.3

Unified Treatment of Both Models

We can now utilize one single-subscripted notation for both the unstratified and stratified
regression models so as to facilitate a unified method of inference. For both settings the
model may be written as
log(λj ) = log(dj ) + zj θ ,
(A.15)
where we will assume that zj is a (q × 1) vector of observations for the j th covariate group
and θ is a q × 1 vector of unknown regression parameters.
Partition the parameter vector θ into two components (θ1 , θ2 ), where θ1 is (1 × d) and θ2 is
(1 × (q − d)). Suppose we are primarily interested in inference about θ1 , and regard θ2 as
a ‘nuisance parameter’. Three methods of inference are available in LogXact;
unconditional likelihood inference, conditional likelihood inference, and conditional exact
inference. Unconditional likelihood inference is based on estimating the entire parameter
A.3 Poisson Regression as a GLM – A.3.3 Unified Treatment
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vector θ by maximizing the unconditional likelihood function. Thereafter one appeals to the
asymptotic normality of the maximum likelihood estimates to make inferences about θ1 .
Conditional likelihood inference, in contrast, is based on maximizing the likelihood function
derived by conditioning on the sufficient statistics for θ2 . By definition this likelihood
function is free of the nuisance parameters θ2 . Finally conditional exact inference is based
on deriving the exact permutational distribution of the sufficient statistics for θ1 conditional
on the sufficient statistics for θ2 .
The unstratified Poisson regression model presented in Chapter 14 uses unconditional
maximum likelihood inference whenever the Asymptotic radio button is selected in the
Poisson Regression dialog box, and uses conditional exact inference whenever the
Exact radio button is selected. The stratified Poisson regression model presented in
Chapter 14 uses partial conditional maximum likelihood inference whenever the
Asymptotic radio button is selected in the Poisson Regression dialog box, and uses
conditional exact inference whenever the Exact radio button is selected. We now discuss
the three methods of inference in more detail in Section A.4 through Section A.6.
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In this section we discuss asymptotic inference for generalized linear models based on
maximizing the unconditional likelihood function. This is the method used to generate
output when the Test or Estimate options are selected and, in the case of logistic and
Poisson regression models, the Stratum variable is disabled, i.e., the model is
unstratified (see Chapters 7 and 14for examples of such models).
Let y = (y1 , y2 , . . . yn ) be the observed value of the (n × 1) natural exponential random
vector Y = (Y1 , Y2 , . . . Yn ), and let Z = (z1 , z2 , . . . zn ) be the (n × q) matrix of observed
covariate values. The likelihood of θ , given the observed data y from a natural exponential
family, is
n


L(θ; y) =
a(yj )exp yj ψj − b(ψj ) ,
(A.16)
j =1

and the log-likelihood is denoted by
l(θ ; y) = log L(θ; y) =

n


n



log a(yj ) +
yj ψj − b(ψj ) .

j =1

j =1

Unconditional inference is based on maximizing either the likelihood function or its
logarithm with respect to θ . This is usually accomplished by the Newton-Raphson
algorithm. Define the (q × 1) score vector to be the first order partial derivatives


∂l(θ )
,
(A.17)
U (θ ) =
∂θi
and the (q × q) matrix of second order partial derivatives
 2

∂ l(θ )
J (θ) = −
.
δθi δθj

(A.18)

Note that l, U, and J are obtainable as closed form expressions, and so may be rapidly
evaluated for any estimate of θ . Newton-Raphson iterates to the maximum likelihood
estimate by selecting a starting value θ 0 and successively updating it by the formula
θ k = θ k−1 + J −1 (θ k−1 )U (θ k−1 ) ,

A.4 Unconditional Maximum Likelihood Inference

(A.19)

617

black

<<< Contents

A

* Index >>>

Hypothesis Testing and Parameter Estimation in LogXact
k = 1, 2, . . . , until convergence is achieved; i.e., until l(θ k ) − l(θ k−1 ) is sufficiently close to
zero. One then declares that θ k = θ̂ , the maximum likelihood estimate of θ .

A.4.1

Hypothesis Tests

Recall that we have partitioned the parameter vector θ into (θ1 , θ2 ). To test the null
hypothesis
H0 : θ1 = 0
one may use either the scores statistic, the likelihood ratio statistic, or the Wald statistic.
Let
θ̂ = (θ̂1 , θ̂2 )
be the maximum likelihood estimate (MLE) from the full model (A.3). Define
θ̃ = (0, θ̃2 )

where θ̃2 is the MLE from the model (A.3) under the restriction θ1 = 0. The scores statistic
is
Ws = U (θ̃ )J −1 (θ̃ )U (θ̃ ) .
(A.20)
The likelihood ratio statistic is
The Wald statistic is

Wl = 2{l(θ̂ ) − l(θ̃ )} .

(A.21)

−1
Wa = θ̂1 V11
(θ̂ )θ̂1 ,

(A.22)

where V11 (θ̂ ) is the (d × d) top-left-corner submatrix of V (θ̂ ) = J −1 (θ̂ ).
Under H0 all three statistics have an asymptotic chi-squared distribution on d degrees of
freedom. Thus any of them may be used to test H0 . The output from running the Test,
displayed in the Output window consists of the following items:
the degrees of freedom, d ;
the observed likelihood ratio statistic, wl , and the corresponding asymptotic p-value,
Pr(Wl ≥ wl ), from a chi-squared distribution on d degrees of freedom;
618
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the observed Wald statistic, wa , and the corresponding asymptotic p-value,
Pr(Wa ≥ wa ), from a chi-squared distribution on d degrees of freedom;
the observed scores statistic, ws , and the corresponding asymptotic p-value,
Pr(Ws ≥ ws ), from a chi-squared distribution on d degrees of freedom.
Notice that the scores statistic, Ws , does not depend on θ̂ , the MLE of the full model. It is
derived by computing, θ̃2 , the MLE of the restricted model under H0 . This means that Ws
may exist even when θ̂ , the MLE of the full model does not exist. The HIV example
discussed on page 36 is a case in point. Although the MLE failed to exist for the full model,
the scores test could nevertheless be computed. The likelihood ratio and Wald tests
depend on the MLE of the full model and could not be calculated.

A.4.2

Parameter Estimation

The Estimate option in the Binary Logistic Regression and Poisson
Regression dialog boxes is used to perform inference on each scalar parameter
belonging to the parameter vector, θ , individually. This is done by partitioning θ into (θ1 , θ2 )
in a special way; the first component, θ1 , is the scalar parameter being estimated, say θ1 .
This partitioning is done successively for each parameter in the model. For each such
partition LogXact then reports the following items on the Asymptotic line in the Output
window:
the maximum likelihood estimate, θ̂1 derived from the unconditional likelihood
function (A.16);
its standard error, σ̂1 = (J11 (θ̂1 ))−1/2 ;
the (1 − α)-level asymptotic confidence interval for θ1 and the asymptotic p-value for
testing the null hypothesis that θ1 = 0. LogXact allows you to specify either a
two-sided p-value and corresponding two-sided confidence interval, or a one-sided
p-value and corresponding one-sided confidence interval, through the P-value item
in the Options Global dialog box.
Two-Sided If you choose Two-sided (the default) as the P-value, the p-value is
calculated as
p˜2 = 2 Pr(Z ≥ |θ̂1 /σ̂1 |) ,
A.4 Unconditional Maximum Likelihood Inference – A.4.2 Parameter Estimation619
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where the random variable Z has a standard normal distribution. The
(1 − α)-level confidence interval is calculated as
θ̂1 ± Zα/2 σ̂1 ,

where Zα/2 is the α/2 percentile of the standard normal distribution. The default
value of (1 − α) is 0.95, but other values may be selected through the
Confidence level setting in the Options Global dialog box.
One-Sided If you choose One-sided as the P-value in the Options Global
dialog box, the one sided asymptotic p-value is calculated as
p̃1 = Pr(Z ≥ |θ̂1 /σ̂1 |) .

The asymptotic (1 − α)-level confidence interval is calculated as:
(−∞, θ̂1 + Zα σ̂1 ) if θ̂1 < 0
(θ̂1 − Zα σ̂1 , ∞) if θ̂1 ≥ 0

There is a second line of Exact ouput in the Output window. However this line of ouput
only appears if exact estimates are computed. Therefore it is discussed later in
Section A.6 of this appendix.
The above unconditional asymptotic inference is valid due to the fact that θ̂ converges in
distribution to a multivariate normal with mean θ and variance matrix J −1 (θ̂ ). Sometimes
the regularity conditions necessary for this asymptotic result to hold are violated. Then a
conditional likelihood approach, as discussed in the next section, may enable us to make
valid inferences.

A.4.3

Confidence Intervals Using Profile Likelihood Method:

Suppose that the parameter vector is θ = (γ , β1 , β2 , . . . βp ) and that a confidence interval
for βj is to be computed. The profile likelihood function for βj = ϕ (assuming β0 as γ ) is
defined as
lj∗ (ϕ) = arg max ł(θ )
βϒj (ϕ)
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where ϒj (ϕ) is the set of all θ with the j th element fixed at ϕ and ł(θ ) is the log likelihood
function for θ .
Profile Likelihood Based Confidence Interval: If łmax is the log likelihood evaluated at
the maximum likelihood estimate of θ , then 2(lmax − lj∗ (βj )) has a limiting chi-square
distribution with one degree of freedom if βj is the true parameter value. Suppose
ło = lmax − 0.5χ12 (1 − α) where χ12 (1 − α) is the 100(1 − α) percentile of the chi-square
distribution with one degree of freedom. A 100(1 − α)% percent confidence interval for βj
is given by


βj : lj∗ (βj ) ≥ l0
The endpoints of the confidence interval are obtained by solving for values of βj that satisfy
lj∗ (βj ) = l0

The method of obtaining the confidence interval based on profile likelihood method is
iterative and follows the algorithm of Venzon and Moolgavka (1988). The confidence limits
can be found iteratively by approximating the log likelihood function by a quadratic function
in a neighborhood of βj .

Computation of profile likelihood confidence intervals in case of PMLE (Firth Correction)
follows the same procedure with the log likelihood l(θ ) replaced by penalized log
likelihood. Thus, while Wald method assumes normal sample distribution of parameter
estimates, the profile likelihood method uses asymptotic χ12 distribution and hence allows
for asymmetric distributions.
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A.5 Conditional
Maximum Likelihood
Inference
A.5.1 Hypothesis
Testing
A.5.2 Parameter
Estimation

In this section we discuss asymptotic inference based on maximizing the conditional
likelihood function. Although the method is applicable more generally, in Logxact it is used
only for stratified logistic and stratified Poisson regression. Thus, this section is not
applicable if you are fitting an unstratified logistic regression model or an unstratified
Poisson model to your data.
Conditional maximum likelihood inference is implemented by LogXact whenever a
Stratum variable is selected in the Binary Logistic Regression or the Poisson
Regression dialog box, i.e., the model is stratified (see Chapters 8 and 14 for examples
of such models).
Suppose again that θ is partitioned into (θ1 , θ2 ), and we are mainly interested in inference
about θ1 , regarding θ2 as a nuisance parameter. The fundamental difference between
unconditional and conditional inference is that in the unconditional method we estimate θ2
from the data whereas in conditional inference we eliminate θ2 entirely from the likelihood
function by conditioning on its sufficient statistic.
The sufficient statistic for θ is
To see this note that

t= Zy .

(A.23)

Pr(Y = y | ZY = t, θ ) = C −1 (t) ,

(A.24)

where
C(t) = {y: Zy = t; yj ∈ {0, 1}, j = 1, 2, . . . n} ,

and {.} denotes the number of elements in the set {.}. Since the conditional probability
of Y given t is free of θ , t is a sufficient statistic for θ (Cox and Hinkley, 1974, page 19). Let
fθ (t) denote the probability density of the random variable T = ZY . It follows from (A.16)
that
C(t) exp(θt)
fθ (t) = 
,
(A.25)
u∈ C(u) exp(θ u)
where
 = {Zy: yj ∈ {0, 1}, j = 1, 2, . . . n} .
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Maximizing (A.16) by choice of θ is equivalent to maximizing (A.25) by choice of θ . To see
this observe that
Pr(Y = y | θ ) = Pr(Y = y | ZY = t, θ )fθ (t) .
(A.26)
But since, by (A.24), Pr(Y = y | ZY = t, θ ) does not depend on θ , (A.16) and (A.25),
expressed as functions of θ , differ only by a proportionality constant. In what follows we will
find it more convenient to discuss maximum likelihood inference in terms of maximizing
(A.25), and conditional probabilities derived from it, rather than maximizing (A.16).
Partition the sufficient statistic into t= (t1 , t2 ), conformable with θ = (θ1 , θ2 ), and partition
the (n × q) matrix Z into two sub-matrices, Z = (Z 1 , Z 2 ) where Z 1 is (n × d) and Z 2 is
(n × (q − d)). Now t1 is sufficient for θ1 and t2 is sufficient for θ2 . To see this, derive the
conditional probability of T 1 given t2 from (A.25). Upon doing so it is observed that the θ2
parameter cancels out, leaving a conditional probability density, fθ1 (t1 | t2 ), that depends
only on θ1 :
C(t1 , t2 ) exp(θ1 t1 )
fθ1 (t1 | t2 ) = 
,
(A.27)
u1 ∈2 C(u1 , t2 ) exp(θ1 u1 )
where
2 = {Z1 y: Z2 y = t2 ; yj ∈ {0, 1}, j = 1, 2, . . . n} .

We may view (A.27) as the conditional likelihood function of θ1 given t2 , and denote it by
L(θ1 | t2 ) so as to match the notation developed in Section A.4 for the unconditional
likelihood function. One can apply the Newton-Raphson algorithm (A.19) to the conditional
likelihood function and thereby obtain a conditional maximum likelihood estimate (CMLE)
for θ1 , say θ̂1c . While this is possible in principle for any general partitioning of θ into
(θ1 , θ2 ), the computations are usually too difficult. Therefore most logistic regression
software packages do not use the conditional likelihood under general partitioning of θ .
We will defer to the next section a discussion of how to evaluate the conditional likelihood
in LogXact for any general partitioning of θ . The task is very computationally intensive,
relying on fast permutational algorithms. However for the special case of stratified logistic
or Poisson regression, where θ is so partitioned that θ1 = β and θ2 = γ , the conditional
A.5 Conditional Maximum Likelihood Inference
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likelihood function and its derivatives can be evaluated fairly rapidly for logistic regression
by recursive algorithms due to Gail, Lubin, and Rubenstein (1981) and Mehta, Patel and
Senchaudhuri (2000). Cytel has developed proprietary algorithms for conditional Poisson
regression. This means that for the stratified model (A.7) one can eliminate the stratum
specific constants, γ , from the likelihood function, by conditioning on their sufficient
statistics. Specifically let

X

= (x1 , x2 , . . . xn ) ,

E = (e1 , e2 , . . . en ) ,
tβ

= XY ,

tγ

= EY .

where ej , j = 1, 2, . . . , s is the s × 1 unit vector. Here s is the number of strata and equals
the dimension of γ , and all elements of ej are zero except the element corresponding to
the stratum to which observation j belongs which is one.
Then tβ and tγ are the sufficient statistics for β and γ respectively. Notice that tγ is a s × 1
vector whose elements are the sum of the responses in each of the s strata. The
conditional likelihood function, given tγ , is then only a function of β , γ being eliminated by
the conditioning. Substituting β for θ1 , tβ for t1 , and tγ for t2 in equation (A.27) yields the
conditional likelihood function
C(tβ , tγ ) exp(βtβ )
,
uβ ∈2 C(uβ , tγ ) exp(βuβ )

L(β | tγ ) = 

(A.28)

where
2 = {Xy: Ey = tγ ; yj ∈ {0, 1}, j = 1, 2, . . . n} .

Thereupon we obtain corresponding definitions for the conditional log-likelihood function
and its first and second derivatives:
l(β | tγ ) = log L(β | tγ ) ,
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∂l(β | tγ )
),
∂βi

(A.30)

∂ 2 l(β | tγ )
).
δβi δβj

(A.31)

J (β | tγ ) = −(

Note again the fundamental difference between unconditional (MLE) and conditional
(CMLE) inference. In the unconditional case one would actually estimate γ even if it were
only a nuisance parameter, interest being focused mainly on β . The conditional approach
on the other hand is to eliminate γ from the likelihood function by conditioning on tγ its
sufficient statistic. It is well known (see for example Breslow and Day, 1980, page 249) that
if the number of nuisance parameters γ is large relative to the number of observations the
MLE estimates for β may be inconsistent, whereas the CMLE estimates are consistent.

A.5.1

Hypothesis Testing

Since we have eliminated the stratum specific constants γ from the likelihood function it is
no longer possible to test hypotheses about these parameters. Interest focuses therefore
on the (p × 1) parameter vector β . Partition β into (β1 , β2 ), where β1 is (d × 1). To test the
null hypothesis
H 0 : β1 = 0 ,
we use the conditional versions of the scores, likelihood ratio and Wald tests. Let
β̂ = (β̂1 , β̂2 )

be the CMLE of β , obtained by maximizing (A.28). Next define
β̃ = (0, β̃2 )

where β˜2 is the CMLE of β2 from model (A.7) under the restriction β1 = 0. The conditional
scores statistic is
Wsc = U (β̃ | tγ )J −1 (β̃ | tγ )U (β̃ | tγ ) ,
(A.32)
the conditional likelihood ratio statistic is
Wlc = 2{l(β̂ | tγ ) − l(β̃ | tγ )} ,

A.5 Conditional Maximum Likelihood Inference – A.5.1 Hypothesis Testing
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and the conditional Wald statistic is
−1
Wac = β̂1 V11
(β̂ | tγ )β̂1 .

(A.34)

−1
where (V11
(β̂ | tγ )) is the (d × d) top left corner submatrix of (V (β̂ | tγ ) = J −1 (β̂ | tγ )).

Asymptotically Wsc , Wlc, and Wac are chi-squared distributed on d degrees of freedom,
under H0 . In this respect they are like the unconditional tests Ws , Wl, and Wa . Thus the
output of the Test command, displayed in the Output window consists of the following
items:
the degrees of freedom, d ;
the observed conditional likelihood ratio statistic, wlc , and the corresponding
asymptotic p-value, Pr(Wlc ≥ wlc ), from a chi-squared distribution on d degrees of
freedom;
the observed conditional Wald statistic, wac , and the corresponding asymptotic
p-value, Pr(Wac ≥ wac ), from a chi-squared distribution on d degrees of freedom;
the observed scores statistic, wsc , and the corresponding asymptotic p-value,
Pr(Wsc ≥ wsc ), from a chi-squared distribution on d degrees of freedom.

A.5.2

Parameter Estimation

The Estimate option performs inference on each scalar parameter belonging to the
parameter vector, β , individually. This is done by partitioning β into (β1 , β2 ) in a special
way; the first component, β1 , is the scalar parameter being estimated, say β1 . This
partitioning is done successively for each parameter in the model. For each such partition
LogXact then reports the following items on the Asymptotic line in the Output window:
the maximum likelihood estimate, β̂1 derived from the conditional likelihood
function (A.28);
−1
its standard error, σ̂1 = (V11 (β̂))−1/2 , where (V11
(β̂)) is the top left corner cell of
−1
(V (β̂) = J (β̂));
the (1 − α)-level asymptotic confidence interval for β1 and the asymptotic p-value for
testing the null hypothesis that β1 = 0. LogXact allows you to specify either a
626
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two-sided p-value and corresponding two-sided confidence interval, or a one-sided
p-value and corresponding one-sided confidence interval, through the P-value
setting in the Options Global dialog box.
Two-Sided If you choose Two-sided (the default) as the P-value, the p-value is
calculated as
p˜2 = 2 Pr(Z ≥ |βˆ1 /σˆ1 |) ,
where the random variable Z has a standard normal distribution. The
(1 − α)-level confidence interval is calculated as
β̂1 ± Zα/2 σ̂1 ,

where Zα/2 is the α/2 percentile of the standard normal distribution. The default
value of (1 − α) is 0.95, but other values may be selected through the
Confidence Level setting in the Options Global dialog box.
One-Sided If you choose One-sided as the P-value, the one sided asymptotic
p-value is calculated as
p˜1 = Pr(Z ≥ |β̂1 /σ̂1 |) ,
The asymptotic (1 − α)-level confidence interval is calculated as:
(−∞, β̂1 + Zα σ̂1 ) if β̂1 < 0
(β̂1 − Zα σ̂1 , ∞) if β̂1 ≥ 0 .

There is a second line of Exact output in the Output window. However this line of output
only appears if exact estimates are computed. Therefore it is discussed later in the
Conditional Exact Inference section of this appendix.
Notice that the conditional approach only produces estimates for the β parameters. The
stratum specific parameters γ have been conditioned out of the likelihood function.
Therefore if you are interested in estimating these parameters (or in estimating the
constant term for a model consisting of one stratum only), you must ensure, by disabling
the Stratum, that no stratum variable has been specified. Then the unconditional
A.5 Conditional Maximum Likelihood Inference – A.5.2 Parameter Estimation 627
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likelihood function will be maximized and γ will be estimated along with β . However if the
dimensionality of γ grows large relative to the number of observations the unconditional
approach can lead to inconsistent estimates. This, and some other considerations
concerning the conditional approach are discussed at the end of this chapter.

A.6 Conditional
Exact Inference
A.6.1 Exact Hypothesis
Tests
A.6.2 Distribution
Display
A.6.3 Exact Parameter
Estimation

For small or highly imbalanced data sets the asymptotic chi-squared distributions for the
scores, likelihood ratio and Wald tests might not hold. Fortunately this is the very situation
in which it is computationally feasible to generate (A.27), the true permutation distribution
of T 1 given t2 . Numerical algorithms for doing so have been published by Tritchler (1984),
Hirji, Mehta and Patel (1987) (1988), Mehta, Patel and Senchaudhuri (1992), and Hirji
(1992). Armed with this permutation distribution one can perform exact hypothesis tests
and generate exact confidence intervals for the parameters of interest.

A.6.1

Exact Hypothesis Tests

Recall that the parameter vector θ has been partitioned into (θ1 , θ2 ), and that (t1 , t2 ) are
the observed values of the corresponding sufficient statistics. The null hypothesis being
tested is
H 0 : θ1 = 0 .
An exact test of this hypothesis is performed by running the exact test, with θ1 as the
model term to test.
Equation (A.27) shows that under H0 the exact conditional probability that T 1 = t1 , given
t2 , is:
C(t1 , t2 )
f0 (t1 | t2 ) = 
.
(A.35)
u1 ∈2 C(u1 , t2 )
An exact p-value for testing H0 is then defined as follows:

p=
f0 (u1 | t2 ) ,
u1 ∈R

(A.36)

where R ⊂ 2 is a region of the conditional sample space of T 1 given t2 in which the
values T 1 = u1 are all considered to be more extreme under H0 than the observed value
628

A.6 Conditional Exact Inference – A.6.1 Exact Hypothesis Tests

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

T 1 = t1 . The choice of R depends on the type of exact test selected. LogXact provides
four options for selecting an exact test: the exact conditional probability test, the exact
conditional scores test based on the asymptotic variance, the exact conditional scores test
based on the exact variance, and the exact conditional likelihood ratio test.

Exact Conditional Scores Test This exact test option is the default setting. The region R
of the sample space over which the p-value is calculated is defined as follows. Let µ1
be the mean and 1 be the variance matrix of the random variable T 1 , based on its
conditional distribution (A.35). Define the exact conditional scores statistic
Qsc = (T 1 − µ1 ) 1−1 (T 1 − µ1 ) ,

(A.37)

qsc = (t1 − µ1 ) 1−1 (t1 − µ1 ) ,

(A.38)

and let
be its observed value. Then

R = {u1 ∈ 2 : (u1 − µ1 ) 1−1 (u1 − µ1 ) ≥ qsc } .

In other words the p-value based on the exact conditional scores test is
p = Pr(Qsc ≥ qsc ) .

(A.39)

An asymptotic approximation to this p-value is the tail probability to the right of qsc
from a chi-squared distribution on d degrees of freedom.
When the Exact and Test options are invoked LogXact displays the following items
on a line of the Output window:
the observed test statistic, qsc ;
the exact p-value, Pr(Qsc ≥ qsc );
the mid-p-value,
pmid = Pr(Qsc ≥ qsc ) − .5 Pr(Qsc = qsc ) .

(A.40)

The mid-p-value, first proposed by Lancaster (1961), is favored by many
statisticians as a way to overcome the conservatism of a discrete test without
A.6 Conditional Exact Inference – A.6.1 Exact Hypothesis Tests
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compromising on its significance level. For a discussion of the advantages of the
mid-p-value and relevant references, refer to Appendix C of the StatXact Version
2 (Cytel Software Corporation, 1991) user manual.
Notice that the exact conditional scores statistic, Qsc , is similar to but not the same as
the asymptotic conditional scores statistic, Wsc , defined by equation (A.32). The main
difference is that in the calculation of Qsc all the nuisance parameters, θ2 , are
completely eliminated by conditioning on their sufficient statistics, t2 . In this sense a
test based on Qsc is fully conditional. In contrast, all the nuisance parameters are not
conditioned out in the calculation of Wsc . The model (A.7) to which this test applies
contains three sets of parameters; β1 , β2 and γ . Only the γ parameters are
eliminated, by conditioning on their sufficient statistics, tγ . The β2 parameters are
also nuisance parameters for purposes of testing H0 , but they are estimated by
maximizing a conditional likelihood function. In this sense a test based on Wsc is only
partially conditional. A second more technical difference also exists. The Wsc statistic
has been standardized by an asymptotic variance estimate, J (β̃ | tγ ), whereas the
Qsc statistic has been standardized by the exact variance estimate, 1 . For these two
reasons, even though both Wsc and Qsc are asymptotically distributed as chi-squared
on d degrees of freedom, we have observed empirically that Qsc converges more
rapidly to its asymptotic distribution. Zelen (1991) has proposed an interesting
variant of the Qsc statistic that is much easier to compute but in which the variance is
asymptotic. The small-sample performance of Wsc , Qsc and other related statistics is
still an open area for research. LogXact should make it possible to settle some of the
unanswered questions. However at the present time we recommend using the exact
p-value (A.39) or its mid-p version (A.40) in small samples, rather than relying on the
asymptotic chi-squared distribution of Qsc .
Exact Conditional Probability Test This exact test option is activated by selecting
Probability as the Test option in the Binary Logistic Regression dialog
box. For this test, R, the extreme region of the sample space, is defined to be all
values of the test statistic having a smaller probability than the probability of the
observed test statistic. Thus
R = {u1 ∈ 2 : f0 (u1 | t2 ) ≤ f0 (t1 | t2 )} .
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When the Exact and Test options in the Binary Logistic Regression dialog
box are selected, LogXact displays the following items in the Output window:
the observed test statistic, f0 (t1 | t2 );

the exact p-value, R f0 (u1 | t2 );
the mid-p-value,
pmid =


(f0 (u1 | t2 )) − .5f0 (t1 | t2 ) .

(A.41)

R

Exact Likelihood Ratio Test This exact test option is activated by selecting Likelihood
Ratio as the Test option in the Binary Logistic Regression dialog box. For
this test, R, the extreme region of the sample space, is defined to be all values of the
test statistic having a larger likelihood ratio test statistic than that of the observed
data. The likelihood ratio test statistic is denoted by Wl and defined in (A.21). We
denote the observed value as wl . Suppose we define Wl (y) as the observed
likelihood ratio test statistic for all y such that Z 1 y = u1 ∈ 2 . Then
R = {u1 ∈ 2 : Wl (y) ≥ wl , Z 1 y = u1 }.

(A.42)

When the Exact and Test options in the Binary Logistic Regression dialog
box are selected, LogXact displays the following items in the Output window:
the observed test statistic, wl ;
the exact p-value, Pr(Wl (y) ≥ wl );
Although the exact conditional scores test, the exact conditional probability test, and the
exact likelihood ratio test are guaranteed to protect you from type-1 error at any specified
level, we feel that the conditional scores test is a better choice. The main reason is that the
characterization of the rejection region R in terms of larger conditional scores rather than
smaller conditional probabilities is intuitively appealing. Characterizing the rejection region
in terms of smaller conditional probabilities can be counter-intuitive in the univariate
setting where t1 is a scalar, t1 say. It can then happen that the conditional probability
distribution f0 (t1 | t2 ) has multiple modes so that the rejection region R is not an interval.
This difficulty does not arise with the exact conditional scores test. Moreover, the
A.6 Conditional Exact Inference – A.6.1 Exact Hypothesis Tests
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conditional maximum likelihood estimate - which is required for the conditional likelihood
ratio test – may not exist under certain conditions. For the conditional scores test,
parameter estimates are not required.

A.6.2

Displaying the Exact Null Distribution

It is often instructive to examine the full permutational distribution f0 (t1 | t2 ) under the null
hypothesis. LogXact allows you to do this through the Save Exact Distribution item
in the Binary Logistic Regression dialog box, which copies the entire distribution
to a file that you specify. The following items are written to the file:
each value of t1 ;
the value of C(t1 , t2 ) corresponding to each t1 ;
the exact probability f0 (t1 | t2 ) corresponding to each value of t1 ;
the value of the conditional scores statistic Qsc corresponding to each value of t1 .

A.6.3

Exact Parameter Estimation

LogXact performs exact inference on each scalar parameter belonging to the parameter
vector, θ , individually. This is done by partitioning θ into (θ1 , θ2 ) in a special way; the first
component θ1 is the scalar parameter being estimated, say θ1 . If the Estimate and
Exact options in the Binary Logistic Regression dialog box are selected, the
partitioning is done successively for each parameter in the model. For each such partition
LogXact computes a point estimate, an exact p-value and an exact confidence interval for
θ1 . This can be fairly computer intensive. Therefore if exact inference is needed only for
the specific parameter θ1 , use the exact estimates for θ1 . For each parameter θ1 on which
exact inference is performed, LogXact reports a point estimate, a confidence interval,
and a p-value in the Output window. The manner in which these statistics are calculated
is discussed below.
Point Estimate The point estimate θ̂1 for θ1 is obtained in one of two ways. LogXact first
attempts to obtain a conditional maximum likelihood estimate (CMLE). Sometimes
the conditional likelihood function cannot be maximized, and in those cases LogXact
computes a median unbiased estimate (MUE).
Conditional Maximum Likelihood Estimate Let (t1 , t2 ) be the observed values of
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the sufficient statistics for (θ1 , θ2 ). The exact conditional probability that T1 = t1
given t2 is obtained from (A.27) as
C(t1 , t2 ) exp(θ1 t1 )
,
fθ1 (t1 | t2 ) = t1,max
u1 =t1,min C(u1 , t2 ) exp(θ1 u1 )

(A.43)

where t1,min and t1,max are the minimum and maximum values respectively in the
range of values assumed by the random variable T1 conditional on t2 . Notice that
this probability only depends on the scalar parameter θ1 . When the exact option
is invoked, LogXact computes and displays the point estimate of θ1 as the value
of θˆ1 that maximizes (A.43). In the LogXact output window this point estimate is
denoted as the CMLE estimate. In general the CMLE is different from the point
estimate obtained by maximizing the unconditional likelihood function (A.16) by
choice of θ for the unstratified model or by maximizing the conditional likelihood
function (A.28) by choice of β for the stratified model. In the LogXact output
window the latter two point estimates are denoted as the MLE estimates.
Median Unbiased Estimate If the observed value of the sufficient statistic t1 is at
one extreme of its range (either t1 = t1,min or t1 = t1,max ) it is no longer possible to
maximize (A.43) by choice of θ1 . Now the conditional likelihood function
increases strictly monotonically as |θ1 | goes towards ∞. In this situation LogXact
reports the median unbiased estimate of θ1 (see, for example, Hirji, Tsiatis and
Mehta, 1988). Specifically, if either t1 = t1,min or t1 = t1,max , the point estimate θˆ1
satisfies the condition
fθ̂1 (t1 | t2 ) = 0.5 .
(A.44)
We have observed empirically that the median unbiased estimates do not
appear to perform very well in terms of discriminating between responders and
non-responders on a classification table. Thus they might be of limited use for
predictive purposes and should be interpreted with caution. Our
recommendation is to rely more on confidence intervals and less on point
estimates when making inferences. The confidence intervals are defined next.
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Confidence Interval Define the left and right tails of the distribution of T1 given t2 , at the
observed value T1 = t1 :
Fθ1 (t1 ) =

t1


fθ1 (u1 | t2 ) ,

u1 =t1,min



t1,max

Gθ1 (t1 ) =

fθ1 (u1 | t2 ) .

u1 =t1

Let θ− and θ+ be the lower and upper bounds, respectively, of an exact (1 − α)-level
confidence interval for θ1 . In LogXact you may request either a two-sided symmetric
confidence interval in which case you spend α/2 to compute each of the two bounds,
or you may request a one sided confidence interval, in which case you spend the
entire α to obtain a single confidence bound.
Two-sided Confidence Interval A two-sided confidence interval of the form (θ− , θ+ )
is generated when the P-value option in the Options Global dialog box is
set to Two-sided. This is the default. The interval is computed with the lower
confidence bound using up half of the α error and the upper confidence bound
using up the remaining half. Specifically the lower confidence bound θ− is such
that
Gθ− (t1 ) = α/2 if t1,min < t1 ≤ t1,max ,
θ− = −∞ if t1 = t1,min .

Similarly the upper confidence bound, θ+ , is such that
Fθ+ (t1 ) = α/2 if t1,min ≤ t1 < t1,max ,
θ+ = ∞ if t1 = t1,max .

One can show that this definition does indeed produce an interval, and the
interval is guaranteed to have at least the desired (100)(1 − α)% coverage for θ1 .
One-sided Confidence Interval A one-sided confidence interval is generated when
the P-value parameter in the Options Global dialog box is set to
634
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One-sided. This confidence interval is either of the form (−∞, θ+ ), or of the
form (θ− , ∞) depending on whether it is more appropriate to report an upper
confidence bound or a lower confidence bound for the one-sided interval.
LogXact decides which confidence bound to report automatically, based on
whether the left tail probability, F0 (t1 ), or the right tail probability, G0 (t1 ), is smaller.
In both cases the entire α error is used up in computing the bound.
If F0 (t1 ) ≤ G0 (t1 ), LogXact reports a one sided confidence interval of the
form (−∞, θ+ ) where the upper confidence bound θ+ satisfies
Fθ+ (t1 ) = α .

If F0 (t1 ) > G0 (t1 ), Logxact reports a one sided confidence interval of the form
(θ− , ∞) where the lower confidence bound θ− satisfies
Gθ− (t1 ) = α .

P-Value LogXact computes one- and two-sided p-values in a way that is analogous to its
generation of one and two-sided confidence intervals. The one-sided p-value is
reported if the P-value has been set to One in the Options Global dialog box.
The two-sided p-value is reported if the P-value is set to Two. The default is to
report the two-sided p-value.
The one-sided p-value is defined as
p1 = min{F0 (t1 ), G0 (t1 )} .

The two-sided p-value is defined as double the one-sided p-value:
p2 = 2p1

This particular method of defining the exact two-sided p-value is confined to that
portion of the LogXact output that displays point estimates and confidence intervals
for the individual parameters of the logistic model. It is necessary in order to
preserve the consistency between p-values and confidence intervals. That is, under
this definition, the exact p-value is less than α if and only if the exact 1 − α confidence
interval excludes the corresponding model parameter. Alternative definitions of exact
two-sided p-values have been discussed in Section A.6.1.
A.6 Conditional Exact Inference – A.6.3 Exact Parameter Estimation
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A.7 Conditional
Inference for
Polytomous Data
A.7.1 Test Statistics
A.7.2 Exact Hypothesis
Tests

Exact conditional inference is applicable for the baseline categories logit model,
the adjacent categories logit model, and the continuation ratio logit model. Let θ be the
vector of all parameters in the models. Thus, for the baseline categories and adjacent
categories logit models, θ includes all intercepts αj and all log odds ratio parameters β .
Suppose θ can be partitioned into (θ1 , θ2 ), where θ1 contains the parameters of interest
and θ2 consists of nuisance parameters. The fundamental difference between
unconditional and conditional inference is that in the unconditional method we estimate θ2
from the data whereas in conditional inference we eliminate θ2 entirely from the likelihood
function by conditioning on its sufficient statistic.
As noted in the previous section, the sufficient statistic for θ will vary depending on the
form of the model for the multinomial response. Let fθ (t) denote the (unconditional)
probability density of the random variable T . This density equals
C(t) exp(θt)
,
u∈ C(u) exp(θ u)

fθ (t) = 

(A.45)

where
C(t) = {y: T = t; yi ∈ {0, 1, . . . , c}, j = 1, 2, . . . n}

and
 = {t : yi ∈ {0, 1, . . . , c}, i = 1, 2, . . . n} .

Maximizing (A.45) as a function of θ yields unconditional maximum likelihood estimates of
θ.
To conduct exact conditional inference, we partition the sufficient statistic into t= (t1 , t2 ),
conformable with θ = (θ1 , θ2 ). Now t1 is sufficient for θ1 and t2 is sufficient for θ2 . To see
this, derive the conditional probability of T 1 given t2 from (A.45). Upon doing so it is
observed that the θ2 parameter cancels out, leaving a conditional probability density,
fθ1 (t1 | t2 ), that depends only on θ1 :
C(t1 , t2 ) exp(θ1 t1 )
,
u1 ∈2 C(u1 , t2 ) exp(θ1 u1 )

fθ1 (t1 | t2 ) = 
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where
2 = {t1 : T2 (y) = t2 ; yi ∈ {0, 1, . . . , c}, i = 1, 2, . . . n} .

We may view (A.46) as the conditional likelihood function of θ1 given t2 , and denote it by
L(θ1 | t2 ) so as to match the notation developed for exact logistic regression. One can
apply the Newton-Raphson algorithm to the conditional likelihood function and thereby
obtain a conditional maximum likelihood estimate (CMLE) for θ1 , say θ̂1c .
StatXact uses an observed statistic S(y) ≡ s ∗ to test the null hypothesis that the
regression corresponding to these terms in the model are simultaneously equal to zero.
This inference is based on assessing how extreme the observed statistic s ∗ is relative to
other values of s that could have been observed under the null hypothesis of interest. In
making this assessment it is convenient to restrict attention to all possible values of
y ∈ 2 . That is, we consider as our sample space only those outcomes that yield the
same observed sufficient statistics t2 for the nuisance parameters. Justification for this
approach is the same as that for exact conditional logistic regression (i.e. the special case
of baseline categories, adjacent categories, or continuation ratios logit models when c = 1;
see Chapter 7). StatXact provides two choices for the form of S(y), as described in the
next section.

A.7.1

Test Statistics

All of the tests for polytomous regression correspond to testing that specific regression
coefficients in the model are equal to zero. As noted above, StatXact provides the user the
choice between two test statistics on which to base these tests .The advanced tab in the
Polytomous Regression dialog box enables the user to select the form of the test statistic
to be used to construct corresponding test. StatXact provides both one-tail and two-tail
exact hypotheses tests based on these statistics, in the same way as outlined in Chapter 7
for logistic regression. These test statistics are:
Probability Length Test The probability length test uses as a test statistic the null
probability of the observed table, conditional on the observed values of the sufficient
A.7 Conditional Inference for Polytomous Data – A.7.1 Test Statistics
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statistics t2 for the nuisance parameters. That is, StatXact uses as a statistic the
probability expression (A.46 assuming θ1 = 0. The resulting test statistic is
C(t1 , t2 )
,.
u1 ∈2 C(u1 , t2 )

fθ1 (t1 | t2 ) = 

(A.47)

Score Test with Exact Variance A score statistic evaluates the evidence against the null
hypothesis based on the slope and curvature of the log-likelihood function under the null
values θ1 = 0(see Agresti 2002, section 1.3.3). Specifically, the statistic takes the form
S = [t1 − E0 (t1 |t2 )] V0−1 [t1 − E0 (t1 |t2 )] ,

where E(t1 |t2 ) and V are the expected value and variance of the sufficient statistic t1 given
T2 = t2 , and E0 (t1 |t2 ) and V0 denote the value of these quantities under the null hypothesis
of θ1 = 0, respectively. StatXact generates the full exact conditional distribution of t1 given
T2 = t2 . Thus, in constructing the above score statistic, StatXact standardizes the
difference t − E0 (t|t2 ) by the exact conditional variance Var(t|T2 = t2 ) In problems in which
it is feasible to run an exact test, we recommend using this statistic over the probability
length test.

A.7.2

Exact Hypothesis Tests

Once one has selected the form of the test statistic, StatXact enables the user to construct
exact condtional hypothesis tests for individual regression coefficients. In this section, let S
denote the test statistic (either the null probability or the standardized score statistic)
chosen by the user.
The exact one-sided p-value is defined as

Pr(S ≥ s ∗ ) if s ∗ > E(S)
p1 =
Pr(S ≤ s ∗ ) if s ∗ ≤ E(S)
638
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where s ∗ is the value of the test statistic obtained from the observed data. By considering
only values of y ∈ 2 , we obtain exact expressions for these tail probabilities.
An exact two-sided p-value can be defined in many ways. One possibility is to double the
exact one-sided p-value, as was done for the asymptotic case. This could be a rather
conservative definition, especially if the exact distribution of S is highly asymmetric, and
the opposite tail is very thin.
A second approach is to sum the probabilities of all points in the sample space of S which
are no greater than the probability of the observed s ∗ . This definition (sometimes
referred to as the horizontal line method) has some intuitive appeal, but it is unsuitable for
exact linear rank tests. One can easily construct examples where the exact permutation
distribution of S is not unimodal, which leads to a rather awkward critical region for the
two-sided p-value.
In this chapter, the exact two-sided p-value is computed by augmenting the one-sided
p-value with the corresponding area in the opposite tail of the permutation distribution of S ,
at an equal distance away from the mean. Specifically,
p2 = P r(|S − E(S)| ≥ |(S − E(S)|)

(A.49)

where E(S) is the expected value of S . This definition does not have the drawback of the
horizontal line method. Its critical region arises very naturally, being determined by the
absolute distance of each point from the center of the distribution of S .

A.7 Conditional Inference for Polytomous Data
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Appendix A showed how exact inference about parameter vector θ1 is based on
equation (A.27). The exact permutation distribution of T 1 (the sufficient statistic for θ1 )
given the observed value t2 of the sufficient statistic, T 2 (the sufficient statistic for the
nuisance parameters θ2 ) is computed using equation (A.27). Despite the availability of fast
numerical algorithms for the exact enumeration of this distribution, it is often the case that
a data set is too large for complete enumeration of this distribution, yet too small for the
traditional asymptotic chi-squared approximations to the distributions of the Wald, scores
and likelihood ratio test statistics (see Appendix A) to be valid. This appendix describes
Monte Carlo methods available in LogXact for conducting exact conditional inference in
situations in which exact enumeration of the distribution fθ1 (t1 |t2 ) is computationally
infeasible but the asymptotics are questionable. In particular, LogXact provides the user
with the option of using either a direct, network-based Monte Carlo sampling approach
(Mehta et al. 2000), or a Markov Chain Monte Carlo approach (Forster et al. 1996) in the
logistic regression framework. LogXact is the only commercial software to provide Monte
Carlo options for logistic regression.
B.1 Direct Monte
Carlo

We retain the notation defined in Appendix A. It is the requirement y ∈ 2 that makes
direct sampling of elements of t1 given T2 = t2 difficult. The exact options for testing and
estimation in LogXact calculate the exact distribution of the sufficient statistics T1 for θ1
given the sufficient statistics, T2 = t2 , for the nuisance parameters θ2 . This approach uses
a network representation of 2 . This approach has the disadvantage of requiring enough
memory to store both the network and the exact distribution of the test statistics. Thus for
large data sets, this exact approach is computationally infeasible.
When storing the exact permutational distribution of T1 given T2 = t2 is infeasible, one can
obtain Monte Carlo samples from this distribution. One naive approach would be to adopt
a rejection sampling scheme whereby one samples y while ignoring the constraints
imposed by the conditions T = t2 and then rejects those observations y that do not satisfy
these constraints. This approach has the advantage that it is easy to implement and
consumes no memory resources on the computer. However, this rejection quickly
B.1 Direct Monte Carlo
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becomes inefficient even in small to moderate problems. For instance, one can show that,
for a logistic regression model in which the sufficient statistics for two binary covariates
and an intercept act as the constraints, one might require 1010 unconstrained samples in
order to obtain 10,000 samples from the target distribution!
Often, LogXact can construct the network that consists of all elements in 2 , but runs out
of memory or time before computing the exact distribution of the reference set. In this
case, LogXact uses the direct Monte Carlo algorithm of Mehta et al. (2000) that samples y
from this network according to probability (A.27). This direct Monte Carlo algorithm is
much more efficient than the rejection sampling approach in that every sample y is
automatically a member of the reference set 2 . For each y sampled, LogXact computes
the corresponding value of one of the test statistics described in Section A.6. The resulting
empirical distribution of y from the network sample converges to the true exact
permutational distribution as the size, N , of the Monte Carlo sample becomes large. Thus,
by increasing N one is guaranteed to obtain results that are arbitrarily close to the
corresponding exact results based on the exact permutational distribution of T1 |T2 = t2 . In
addition, this direct sampling approach uses much less memory than does generating the
exact permutational distribution of t1 . Thus, one can use direct Monte Carlo methods in
LogXact to make exact conditional inferences for much larger binary logistic regression
problems than one could solve by generating the exact permutational distribution.
The disadvantage of this direct sampling approach is that LogXact requires enough
memory (and time) to construct and store the network. Thus, when the allotted memory
(either user- defined or machine-dependent) or allotted time to complete an analysis is
insufficient to store the network, LogXact cannot solve the problem using this direct Monte
Carlo approach. In such situations, one can use Markov Chain Monte Carlo to sample
from the target distribution.
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In LogXact, one can also use Markov Chain Monte Carlo (MCMC) sampling to generate
samples t1 from density (A.27). This approach constructs a Markov Chain whose
stationary distribution is the target distribution (A.27). Specifically, LogXact uses the Gibbs
sampling algorithm of Forster et al (1996) in which one samples from the univariate
conditional distributions of each element of t1 given the sufficient statistics t2 and the other
elements in t1 .
Unlike direct Monte Carlo sampling, the samples of y from the Gibbs sampler are not
independent. Thus, it can be more difficult to determine the necessary number of Monte
Carlo samples needed to achieve a desired accuracy of the Monte Carlo analysis. In
addition, Mehta et al. (2000) showed that in several situations the Markov Chain
generating the samples is not irreducible, which can lead to incorrect results. It is for this
reason that we cannot guarantee Markov Chain Monte Carlo results in LogXact. Given
what is currently known about the strengths and weaknesses of each sampling method,
MCMC should only be used as a last resort when exact permutational inference and
network-based sampling are infeasible.

B.3 Strategies for
Choosing Monte
Carlo Method

Chapter 9 provides examples of a proper strategy for analyzing large data sets using
exact logistic regression. One should first try to base an analysis on the exact
permutational distribution (A.27). This is the gold standard in that it is the analysis that all
other methods (direct Monte Carlo, Markov Chain Monte Carlo, and Asymptotic)
approximate. Often, however, a particular data problem is too large for exact enumeration,
rendering the necessary computations infeasible.
In this case, one should then attempt direct Monte Carlo sampling. Direct Monte Carlo
sampling generates independent samples and, if the sample size is sufficiently large,
converges to the exact results. The MCMC approach is problematic. One must decide
how many MCMC samples to take to determine whether the Markov Chain has been run
long enough to reach the steady state. In addition, Mehta et al. (2000) demonstrated that
there are instances in which the Gibbs sampler of Forster et al. (1996) is irreducible; that
is, one cannot sample from the full conditional distribution using this approach. In fact for
B.3 Strategies for Choosing Monte Carlo Method
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several of the data sets discussed in Chapter 17 one can readily verify that the direct
Monte Carlo method produces results which match well with the exact results, but the
MCMC method leads us astray no matter how large a sample size is selected. See also,
Section 9.5 of Chapter 9.
When it is computationally feasible, the direct Monte Carlo sampling approach is always to
be preferred over MCMC sampling. Since the direct Monte Carlo method does require
storage of the entire network, there will unfortunately still be instances in which the
memory burden of direct Monte Carlo sampling is too great. In these cases, one may
invoke Markov Chain Monte Carlo, as this method uses very little memory. Since,
however, MCMC is an unreliable method one should always check if the conclusions it
reaches are consistent with those obtained by asymptotic inference. If the results are
consistent, one might feel reasonably confident that the MCMC method was successful.
But if the conclusions drawn from the asymptotic and MCMC methods are contradictory,
and if neither the exact nor direct Monte Carlo methods are computationally feasible, there
does not appear to be any practical way to resolve the dispute. In conclusion, we do not
recommend the use of MCMC for any practical work. It is included in LogXact primarily as
a research tool for investigating this approach further.
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Exact Prediction for Logistic Regression

The problem we address in exact prediction is as follows. A logistic regression model
logit (Y ) = α + βx is to be fitted to a data set of n observations (yi , xi ), i = 1, 2, ..., n where
yi is binary and xi is a p-dimensional column vector. We would like to estimate
θ = pr(Y = 1|x = x0 ). This is the problem of predicting the response probability at a given
point x0 .
If α̂, β̂ are the usual maximum likelihood estimates of α, β , the maximum likelihood
α̂+β̂x
estimate of θ is θ̂MLE = e α̂+β̂x0 0 . This follows from the well known fact that the maximum
1+e
likelihood estimate of a function of parameters is the function evaluated at the maximum
likelihood estimates of the parameters (see, for example, Cox and Hinkley (1974),
Edwards (1972)). We then estimate confidence levels for θ by invoking large sample
theory that shows that θ̂MLE asymptotically follows a Normal distribution.
However we do encounter in practice data sets where the large sample theory is tenuous
because of the size of the sample, rareness of the response, or unbalanced covariates. In
such cases methods developed for exact inference of the parameters α and β can be
adapted to conduct exact inference on θ . These exact estimates and confidence intervals
are valid for any size or type of dataset and therefore are not vulnerable to the assumption
of requiring a large sample.
The key idea is to reparameterize the logistic regression model in terms of θ and β instead
of α and β .
α+βx

0
e
α+βx0
= eα+βx0 and θ = eα+βx0 (1 − θ ) so that
Since θ = 1+e
α+βx0 , it follows that θ + θ e
θ
θ
α + βx0 = log( 1−θ
) giving us α = log( 1−θ
) − βx0 .

We can express our logistic regression model yi =
yi =

eα +β(xi −x0 )
1+eα +β(xi −x0 )

eα+βxi
1+eα+βxi

as yi =

e

θ )+β(x −x )
log( 1−θ
i 0

1+e

θ )+β(x −x )
log( 1−θ
i 0

or

θ
where α = log( 1−θ
).
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Estimating θ is tantamount to estimating α . Invoking the theory and algorithms of exact
logistic regression estimation treating α as the parameter of interest and treating β as a
nuisance parameter that is not of itself of interest enables us to obtain the exact
eα
distribution of α . Once this distribution is obtained we can use the transformation θ = 1+e
α
to obtain the exact distribution of θ and hence compute the Conditional Maximum
Likelihood Estimate (i.e. the maximum likelihood estimate based on the condition
distribution of the sufficient statistic for θ after conditioning out the nuisance parameter β ).
The CMLE estimate is known to be asymptotically efficient (See …).
It is to be noted that simply using CMLE values for prediction in equation mimicking MLE
does not work, since
θ̂CMLE =

eα̂cmle +β̂cmle X0
.
1+eα̂cmle +β̂cmle X0

In fact, it can give very poor predictions.
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Goodness of Fit in LogXact

This appendix deals with the goodness of fit options available in LogXact. We include in
this category such issues as model checking, regression diagnostics, and detection of
influential observations.
We begin by introducing a key concept for correct goodness of fit. This is the importance
of grouping or aggregating data into distinct, model-specific, covariate classes prior to
performing the goodness of fit inference. Some statistical packages fail to recognize the
importance of model-specific grouping, with the result that their goodness of fit statistics,
especially the deviance calculations, residuals, and influence indicators, are dependent on
all the covariates in the data set, instead of depending on the covariates in the current
model. We shall show that this can be misleading. LogXact routinely displays the number
of model-specific groups in the Results sheet. All subsequent goodness of fit
calculations are based on this grouping.
After introducing the notion of grouping we discuss two popular summary measures: the
likelihood ratio statistic and the deviance statistic. These statistics are also displayed in
the Results sheet.
The final section of this appendix documents various logistic regression diagnostic
measures of binary data for detecting outlier and influential groups of observations
Results by LogXact. These include the ROC estimates, Xbeta, standardized Xbeta,
expected responses and probability of expected responses, Hat Matrix Diagonal, Pearson
and Deviance residuals, standardized Pearson and Deviance residuals, Likelihood
statistics, the Pregibon (1981) β ’s, DIF-Pearson, DIF-Deviance, DFBETAS, CBAR and
the Hosmer-Lemeshow (1989) test. All these statistics can be displayed in the results
window or in a “post-fit” file. To display the post-fit diagnostic measures, choose from the
menu:
Regression
Binary Response 
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Next, choose any of the available links ( logit, probit or complementary log-log ) for your
model. In the ensuing dialog box select the Postfit results checkbox. The
discussions on all of the above estimates under Postfit results only apply to binary
logistic regression models whose parameters are estimated by the unconditional
maximum likelihood method. Goodness of fit techniques for models whose parameters
are estimated by the conditional maximum likelihood method or by the conditional exact
method are still an area of research. Thus LogXact does not provide any of these
goodness of fit statistics for the stratified logistic regression model. (However, see
Pregibon, 1984).

D.1 Model-specific
and Data-specific
Grouping

Using the notation developed in Appendix A the logistic regression model is of the form
log(

πj
) = θ zj , for j = 1, 2, . . . n ,
1 − πj

(D.1)

where πj = Pr(Yj = 1), θ = (θ1 , θ2 , . . . θq ) is a (1 × q) vector of unknown parameters, and
zj is a (q × 1) vector of covariates. Although the total number of observations indexed by j
is n, the number of distinct covariate vectors might be much smaller. Typically, when the
covariates are binary or categorical, several covariate vectors have the same values and
can be grouped together on this basis. Accordingly we define a group as a collection of all
observations having the same values for the covariate vector zj . This means that each
group has its own distinct zj vector. Note that in this definition the grouping is
model-specific; it depends on the choice of covariates in the current model, rather than
on all the covariates in the current data set. Thus if one or more parameters in the
model (D.1) are dropped, the dimensionality of zj will be reduced and there could be fewer
groups.
Suppose the n covariate vectors for model (D.1) can be partitioned into c distinct groups.
For any i = 1, 2, . . . c, define:
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mi

=

the total number of observations in group i ,

ri

=

the number of responses in group i .
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Thus an important distinction between ungrouped and grouped data is in the response
variable. Ungrouped data consists of a binary response, yj and a corresponding covariate
vector zj , for the j th observation. Grouped data consists of the pairs (ri , mi ), representing
the response count and the group size, respectively, for a group of observations with the
common covariate vector zi . Putting it another way, the response variable, yj , for
ungrouped data, has a Bernoulli distribution with parameter πj . The response variable, ri ,
for grouped data has a Binomial distribution, with probability of success πi , and number of
trials mi .
LogXact can convert ungrouped data consisting of the n original binary responses and
covariate vectors into grouped data consisting of c distinct groups of covariate vectors with
mi observations and ri responses in group i . It should be noted though that the elements
of the covariate vectors being grouped it consist of all the variables in the data set, instead
of just the q covariates that form the model-specific covariate vector zj . One could say that
the grouping performed by the Convert to GroupData . . . item on the Case Data
menu is data-specific rather than model-specific.
The following example will clarify the distinction between model-specific grouping and
data-specific grouping. Consider the HIV data, discussed in Section 3.2, and reproduced

D.1 Grouping
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below.

The data consists of 8 distinct groups each with a specific value of the covariate vector
(CD4,CD8), i.e.,
(0, 2), (1, 2), (0, 0), (1, 1), (2, 2), (1, 0), (2, 0), (2, 1) .

This grouping is data-specific. It is not tied to any particular model, but depends only on
the variables in the HIV data set. If we were to specify the model
HIV = CD4
in LogXact, there would be only 3 model-specific groups, corresponding to the values 0, 1,
and 2 of the covariate CD4. To run the estimate, choose from the menu:
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Regression
Binary Response 
Logistic Model . . .
and select HIV as the Response, CD4 as the Model Terms and FREQ as the Weight
variable. Then click on the Estimate and Asymptotic options. The Results is shown
below.

Notice that the Number of Groups item of Results in the Results sheet specifies
that there are indeed 3 model-specific groups. To estimate the parameters of the model
HIV = CD4 + CD4*CD8
choose from the menu:
D.1 Grouping
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Regression
Binary Response 
Logistic Model . . .
First, select HIV as the Response, FREQ as the Weight variable. Then, select CD4 again
and CD8, and click the A*B option for the model terms. Click on the Asymptotic and
Estimate options. In this case there would be 7 model-specific groups, corresponding to
the 7 distinct groups formed by all possible values of the covariate vector
(CD4,CD4*CD8), i.e.,
(0, 0), (1, 0), (1, 1), (1, 2), (2, 0), (2, 2), (2, 4) .
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The Results sheet below does indeed show that there are 7 model-specific groups.

Although not for estimation, hypothesis testing, or generation of logistic regression
diagnostics, it might nevertheless be helpful, for purposes of understanding how
model-specific groups are created, to actually create the 7 groups of the above example
through the LogXact editors. To do this you must first bring the data into the Case Data
editor as an ungrouped worksheet, create any new covariate vectors that are needed in
the model but don’t exist already in the worksheet, eliminate from the worksheet all
variables that do not belong to the model, and finally group the transformed worksheet,
with the help of the Convert to GroupData . . . command. For the current example
recall from Chapter 3, page 20 that an data file named HIV.CYD already exists in the
directory containing all your LogXact data sets. Now follow these steps:
D.1 Grouping
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1. Bring HIV.CYD into the Case Data editor by choosing from the menu:
File
Open. . .
and selecting the file HIV.CYD. The following Case Data window appears
displaying the ungrouped records of the HIV.CYD dataset.

2. Move over to the empty column 5 and define a new variable INTERACT by
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double-clicking on the column title.

3. Now create a new variable which is the product of CD4 and CD8. Compute the value
of INTERACT by choosing from the menu:
DataEditor
Transform Variable . . .

D.1 Grouping
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and typing in CD4 * CD8 as the Formula.

4. Next, move over to CD8 and delete the entire column from the worksheet by choosing
from the menu:
DataEditor
Delete  Variable
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5. Finally, group the above worksheet by choosing:
DataEditor
Convert to GroupData . . .
and select HIV as the Response variable, and FREQ as the Weight variable. The 7
model specific groups of the model
HIV = CD4 + CD4*CD8

D.1 Grouping
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will be displayed in the Group data editor.

D.2 Overall Model
Significance: The
Likelihood Ratio
Statistic

LogXact displays both the likelihood ratio statistic— measuring overall significance of the
model— and the deviance statistic— measuring overall goodness of fit— in the Results
sheet.

The likelihood ratio statistic displayed equals twice the difference between the log
likelihood of the full model (D.1) evaluated at the MLE (or CMLE), and the log likelihood of
the null model which assigns a probability of 0.5 to each response. It is computed by
equation (A.21), with θ̃ = 0, for the unstratified model and by equation (A.33), with β̃ = 0,
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for the stratified model. It tests the null hypothesis
H0 : θ = 0 ,

for the model (D.1). Under H0 this statistic has an asymptotic chi-squared distribution with
q degrees of freedom, where q is the dimensionality of θ . Notice that this likelihood ratio
statistic tests that all the model parameters, including the constant term, are equal to 0.
Often one is interested in a likelihood ratio test of the hypothesis that all the model
parameters, excluding the constant term, are equal to 0. To test such a hypothesis in
LogXact you have to use the Test option, and examine the results in the Results
sheet.
The likelihood ratio statistic is unaffected by grouping the data. To see this let lG and lU
denote the log likelihood functions for grouped and ungrouped data respectively. Then it is
easy to show that


c

mi
l G = lU +
ln
.
(D.2)
ri
i=1

In other words the two likelihood functions differ only by a constant term. It follows that the
likelihood ratio test, which depends on the difference of two log likelihood functions, will be
the same whether we consider the grouped or ungrouped versions of the data, because
the constant will cancel out. On the other hand the deviance, residuals, and other
goodness of fit calculations, are severely affected by whether or not the data are grouped.

D.3 Overall
Goodness of Fit:
The Deviance
GLIM Deviance
LogXact Deviance
Summing Up the
Difference

The deviance statistic is calculated for unstratified logistic regression only. When a
Stratum variable is used, the constant term in the model is not estimated. The definition
of deviance in this setting is unclear and so LogXact does not report it.
The deviance is displayed in two ways in LogXact. It is displayed under Summary
Statistics in the Estimate worksheet in the Results sheet. It is also displayed as part
of the post-fit file, created by the Save Post-fit file item in the Global Options
dialog box.
D.3 Deviance
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Suppose we form c groups (either model-specific or data-specific) from the original set of
n observations. The deviance is defined as
DG = 2

c

ri
mi − ri
[ri ln
+ (mi − ri ) ln
],
mi π̂i
mi (1 − π̂i )
i=1

where
π̂i =

exp(θ ˆzi )
.
ˆ i)
1 + exp(θz

(D.3)

(D.4)

The deviance measures twice the difference between the maximum log likelihood of the
saturated model (i.e., the model in which the observed and expected number of
responses coincide in each of the c groups) and the maximum log likelihood of the present
model. Thus the deviance is a measure of lack of fit; it is proportional to the difference
between the maximum log likelihood achievable and that achieved by the model under
investigation. Under the null hypothesis that the model under investigation is true, the
deviance DG has an asymptotic chi-squared distribution on (c − q) degrees of freedom,
where q is the dimension of the θ vector. This asymptotic result is only valid under the
so-called “fixed-cell” model, i.e., where c is fixed and min(mi ) → ∞. (See, for example,
Santner and Duffy, 1989, page 239, or McCullagh and Nelder, 1989, page 118.)
If we apply equation (D.3) to the original n observations in ungrouped form we obtain
DU = 2

n

yj
1 − yj
[yj ln
+ (1 − yj ) ln
].
πˆj
1 − πˆj
j =1

(D.5)

It is easy to show, by grouping observations with the same covariate vector, that
c

ri
mi − ri
DG = DU + 2
[ri ln
+ (mi − ri ) ln
].
mi
mi
i=1

(D.6)

Since both ri /mi and (mi − ri )/mi cannot exceed 1 by definition, it follows that
DU ≥ DG .
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Thus if we treat the data as ungrouped, we will be biasing the value of the deviance
statistic upwards. Moreover, by failing to group the data, the degrees of freedom are also
computed erroneously as (n − q) instead of (c − q). There is absolutely no theoretical
justification for assuming that the limiting distribution of DU is chi-squared on (n − q)
degrees of freedom. Inequality D.7 and its ramifications will hold even if we ignore the
grouping only partially, creating more than c but less than n records of data, some of which
have duplicate covariate vectors.
Most statistical packages leave the responsibility for grouping up to the end-user. They
expect to receive the data appropriately grouped. Therefore they treat each record of data
as though it were a separate group, and calculate the deviance in accordance with
equation D.3, without checking for duplicate records with the same vector of covariate
values. But end-users are often unaware that the responsibility for grouping the data rests
with them. This can lead to erroneous deviance calculations and misleading conclusions
about the fit of the model. In contrast LogXact always partitions the data into c
model-specific groups prior to calculating the deviance. In the next section we clarify the
distinction between these two approaches with an example.

GLIM Deviance
The GLIM package (Numerical Algorithms Group, 1989) pioneered the effort to produce
reliable software for generalized linear models. It is instructive to study how GLIM does
the deviance calculations for grouped data, and contrast its approach with that of LogXact.
The following simple example goes to the heart of the difference. Although the example
was developed in GLIM, the same approach has been adopted by other major packages
including PROC LOGISTIC in SAS, and program BMDPLR in BMDP.
The table below, reproduced from Santner and Duffy (1989, page 209), displays the
number of plum root stock surviving under four experimental conditions.

D.3 Deviance – GLIM Deviance
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# Surviving
ri
156
84
107
31

Group Size
mi
240
240
240
240

Covariate Groups
zi1
zi2
1
1
1
0
0
1
0
0

Suppose one wished to fit the model
log(

πi
) = γ + β1 zi1 + β2 zi2 ,
1 − πi

(D.8)

to these data. In order for the deviance calculations to be correctly performed in GLIM, the
user is required to read in the data as four groups, corresponding to the four covariate
categories:
{(zi1 , zi2 )} = {(1, 1), (1, 0), (0, 1), (0, 0)} .
If the data are read into GLIM exactly as grouped above, the deviance, DG will be
computed correctly for model (D.8). To see this, type the following commands into GLIM
interactively.
$UNITS 4
$DATA R M Z1 Z2
$READ
156 240 1 1
84 240 1 0
107 240 0 1
31 240 0 0
$YVARIATE R $ERROR BINOMIAL M
$FIT Z1+Z2 $DISPLAY E$

GLIM will display the following Results:
scaled deviance = 2.2938 at cycle 3; d.f.
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1
2
3

estimate
-1.731
1.018
1.428

s.e
0.1430
0.1455
0.1465

Cytel Inc Copyright 2010

parameter
1
Z1
Z2

GLIM has correctly estimated the parameters and deviance for model (D.8). But what if
the original data had come to you with one duplicate record as shown below?
R
150
84
107
31
6

M
234
240
240
240
6

Z1
1
1
0
0
1

Z2
1
0
1
0
1

Notice that the last record has the same covariate vector as the first. GLIM would insist
that you recognize this and merge the two records if you wanted to obtain the correct
deviance. If you failed to make the merge, GLIM would produce a deviance that is difficult
to interpret. Thus suppose you typed in the following commands interactively:
$UNITS 5
$DATA R M Z1 Z2
$READ
150 234 1 1
84 240 1 0
107 240 0 1
31 240 0 0
6611
$YVARIATE R $ERROR BINOMIAL M
$FIT Z1+Z2 $DISPLAY E$

Now GLIM will produce the following Results:
scaled deviance = 7.5458 at cycle 3; d.f.
D.3 Deviance – GLIM Deviance
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1
2
3

estimate
-1.731
1.018
1.428

s.e
0.1430
0.1455
0.1465

parameter
1
Z1
Z2

Notice that the parameter estimates for model (D.8) are unchanged. But the deviance has
increased from 2.2938 to 7.5458. Its degrees of freedom have increased from 2 to 3. It is
unclear how one should interpret this deviance as a measure of the goodness of fit of
model (D.8).
The previous example highlights the need to group the data at the very outset in GLIM,
i.e., to begin the analysis with data-specific grouping. LogXact does this for you
automatically, at run-time. Most other packages do not. (An exception is PROC CATMOD
in SAS, which uses model-specific groups as a default and can be made to use
data-specific groups through the ‘population’ statement).
Suppose one took the trouble to form c distinct data-specific groups at the outset.
Thereafter GLIM will always do the deviance calculations (D.3) with reference to these
original c groups. It is important to consider the implications of this convention, since the
variables in the model might be a subset of the variables in the data set and would yield
fewer groups if model-specific grouping were adopted. For example, suppose you decide
to drop the covariate zi2 from model (D.8). You are then left with the simpler model
πi
log(
) = α + βzi1 .
(D.9)
1 − πi
Notice that this model is saturated. It has two unknown parameters (α, β), and two
covariate groups, corresponding respectively to zi1 = 0 and zi1 = 1. The maximum
likelihood estimates of (α, β) would be such that the observed and expected number of
responses would coincide at zi1 = 0 and zi1 = 1, respectively. Therefore the deviance DG
is theoretically equal to zero, and the degrees of freedom for testing fit are also zero. What
will GLIM display for the value of DG and its degrees of freedom? That depends entirely
on how the data were entered into GLIM instead of depending on the model selected. To
see this type the following commands into GLIM interactively.
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$UNITS 4
$DATA R M Z1 Z2
$READ
156 240 1 1
84 240 1 0
107 240 0 1
31 240 0 0
$YVARIATE R $ERROR BINOMIAL M
$FIT Z1 $DISPLAY E$

This time GLIM will display the following Results:
scaled deviance = 105.18 at cycle 3; d.f.

1
2

estimate
-0.9076
0.9076

s.e
0.1008
0.1360

= 2

parameter
1
Z1

GLIM has correctly estimated the parameters of model (D.9). However the deviance of
105.18 on 2 df is questionable. The model is saturated and ought to produce a deviance of
0 on 0 degrees of freedom. To see this, let us re-enter the data for R, M and Z1 into GLIM
and fit the model (D.9) once more. This time we will drop all reference to Z2, since this
covariate is not in the model, and we will re-group the data into the two covariate
categories corresponding to Z1 = 0 and Z1 = 1 respectively. Thus we now have
(156 + 84 = 240) responses among (240 + 240 = 480) observations in the group
corresponding to Z1 = 1. Similarly we have (107 + 31 = 138) responses among
(240 + 240 = 480) observations in the group corresponding to Z1 = 2. The following are
the GLIM commands for re-entering the data and fitting the model (D.9).
$END
$UNITS 2
$DATA R M Z1
$READ

D.3 Deviance – GLIM Deviance
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240 480 1
138 480 0
$YVARIATE R $ERROR BINOMIAL M
$FIT Z1 $DISPLAY E$

GLIM will display the following Results:
scaled deviance = 0.000 at cycle 4; d.f.

1
2

estimate
-0.9076
0.9076

s.e
0.1008
0.1360

= 0

parameter
1
Z1

Notice that the parameter estimates for model (D.9) are unchanged. But the deviance has
changed. It is now correctly calculated to be 0 on 0 df. This happened because we
re-grouped the data into two groups based on the distinct values of Z1 instead of the four
groups based on the distinct values of (Z1,Z2). Since Z2 does not appear in the
model (D.9), the two representations of the data,
R
156
84
107
31

M
240
240
240
240

Z1
1
1
0
0

Z2
1
0
1
0

and
R
240
138

M
480
480

Z1
1
0

are theoretically equivalent. GLIM evidently recognizes this equivalence for purposes of
parameter estimation, but not for the deviance calculations. Both representations of the
data yield identical parameter estimates: α̂ = −0.9076 (SE=0.1008) and
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β̂ = 0.9076 (SE=0.1360). Yet one representation of the data produces a deviance of
105.18 on 2-df, while the other produces a deviance of 0 on 0 d.f.

LogXact Deviance
LogXact automatically performs model-specific grouping internally before fitting a model to
the data. Suppose one entered Santner and Duffy’s (1989, page 209) “plum root stock”
data into LogXact’s Group Editor.

Observe that we have deliberately not grouped the data initially, even though the first and
last records above could have been merged. LogXact will do the grouping automatically at
run-time. Now fit the model
R = Z1+Z2
Then, choose from the menu:
Regression
Binary Response 
Logistic Model . . .
and select Z1 and Z2 as the Model Terms. Click on the Estimate and Asymptotic
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options. The LogXact Results sheet is shown below.

The deviance DG = 2.2938 and the corresponding degrees of freedom
(c − q) = (4 − 3) = 1. These numbers correspond to what was obtained earlier by GLIM
for the same model, provided the user had taken the precaution to group the data first.
Here LogXact has done the grouping automatically for you. Observe that #Groups: 4
is displayed in the Results sheet, even though you entered 5 records of data in the
Group Editor.
Now choose from the menu:
Regression
Binary Response 
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Logistic Model . . .
Remove the Z2 covariate from the model. Then click on the Estimate and Asymptotic
options. The following results are displayed.

Notice that LogXact has correctly computed the deviance to be 0 on 0 degrees of
freedom. Also #Groups: 2 is displayed in the Results sheet, showing that LogXact
does model-specific rather than data-specific grouping.

Summing Up the Difference
The discrepancy between the deviance calculations in GLIM and in LogXact arises
because of the way groups are defined. Equation (D.3) requires that the data be
partitioned into c groups, but doesn’t say how. GLIM allows you to form the c groups in any
D.3 Deviance – Summing Up the Difference
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way you choose. It assumes that the set of records entered initially are the distinct groups,
without checking for duplicates. Thereafter all deviance calculations are done with respect
to these initial groups. While this approach gives the user a lot of flexibility, we find it
difficult to interpret deviance as a measure of goodness of fit under this convention. It
works well if the final variables in the model have been identified ahead of time, and only
these variables are read into GLIM, and in addition, data-specific grouping has been done.
What if the original data set had a large number of covariates, but only a handful of them
were relevant for model building? The grouping would be based on many more covariates
than would be appearing in the final model. Consequently the group sizes would be
diminished, and the degrees of freedom would be inflated. The large-sample distribution
of DG would thus be called into question.
In LogXact, the c groups are always model-specific. We believe this makes it easier to
interpret the deviance as a measure of goodness of fit. One can easily conceive of a
hypothetical extension to the current model in which all possible higher order interaction
terms are added until the number of model parameters equals the number of
model-specific groups, i.e., the model is saturated. The deviance statistic tests the null
hypothesis that the additional parameters in the saturated model are all equal to 0.
Model-specific grouping is possible in GLIM but it is inconvenient. We have to intervene
manually and re-group the data conformable with the final model. This is acceptable for
the simple two-covariate example considered here. In general it is cumbersome to have to
re-group the data externally, and re-enter them into the software package. Imagine the
difficulty the user would face if the original data set had 30 covariates, but the final model
was a parsimonious one with only five covariates in it. To get the correct deviance, the
user would have to eliminate the unwanted covariates from the data set and re-group
using some other package, perhaps a spreadsheet.
One argument in favor of adopting the GLIM convention of basing the deviance
calculations on the same fixed set of data-specific groups, regardless of the model, is that
the difference in deviances rather than the absolute deviances are useful for hierarchical
model building. Thus if one adds new terms to an existing model, the difference between
the old and new deviances yields a likelihood ratio test for the additional terms. With the
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LogXact convention of model-specific deviances, the difference in deviance cannot be
used in this manner. It should be noted however that LogXact directly performs the
likelihood ratio test for any subset of parameters in the current model, thus eliminating the
tedious task of fitting two hierarchical models, noting their GLIM deviances, and
calculating the difference by hand.

D.4 Logistic
Regression Diagnostics
Residuals
Hosmer-Lemeshow
Goodness-of-fit
Test
Influential Groups

The deviance statistic discussed in the previous section is a summary measure of
goodness of fit. It needs to be supplemented with more specialized diagnostic measures
that examine the fit of the model for each distinct model-specific covariate group in the
data set. These diagnostics are provided through the computation of residuals and β ’s.
Residuals are useful for detecting outlier groups of observations, i.e., groups in which the
observed and expected response rates are far apart. On the other hand the β ’s identify
influential groups of observations, i.e., groups which have a strong effect on the estimated
β coefficients. Excellent discussions of these matters are to be found in Hosmer and
Lemeshow (1989, Chapter 5), and Collett (1991, Chapter 5). In LogXact, we provide
Pearson residuals, standardized Pearson residuals, deviance residuals, and Pregibon
(1981) β ’s.
The first step in the computation of logistic regression diagnostics is to obtain the hat
matrix. Assume that the n covariate vectors in the final model (D.1) can be partitioned into
c distinct model-specific groups, z1 , z2 , . . . zc . Let Z = (z1 , z2 , . . . zc ) be the (c × q) matrix
of distinct covariate vectors. Let V be a (c × c) diagonal matrix whose i th component is
vi = mi π̂i (1 − π̂i ) ,

where π̂i , the predictive probability for the i th group is defined by equation (D.4). The hat
matrix is defined as:
H = V 2 Z(Z VZ)−1 Z V 2
1

1

(D.10)

and its i th diagonal element is denoted by hi .
It is important to note that the hat matrix is of dimension (c × c) rather than (n × n). In
D.4 Logistic Regression Diagnostics
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other words, the covariate vectors have been partitioned into c model-specific groups prior
to the computation of H . Hosmer and Lemeshow (1989, page 151-152) have
demonstrated convincingly that in the absence of grouping the subsequent computations
of residuals may be erroneous. For this reason LogXact automatically groups the data in
model-specific form prior to the computation of regression diagnostics.

Residuals
The Pearson residual for group i , for i = 1, 2, . . . c, is
(ri − mi π̂i )
ρi = .
.
mi π̂i (1 − π̂i )
The standardized Pearson residual is
ρi
ρi∗ = √
.
1 − hi

(D.11)

(D.12)

These two quantities are recommended by Hosmer and Lemeshow (1989, Chapter 5) as
useful aids for detecting outlier covariate groups. Another useful residual for this purpose
is the deviance residual
ri
mi − ri
δi = ±{2[ri ln
+ (mi − ri ) ln
(D.13)
]}1/2 ,
mi π̂i
mi (1 − π̂i )
where the sign of δi is the same as that of (ri − mi π̂i ).
Like the deviance, the residuals are sensitive to how the observations are grouped. Once
again we maintain that model-specific rather than data-specific grouping is appropriate. To
see this let us examine the Pearson residuals produced when model (D.9) is fit to the
Santner and Duffy (1989, page 209) “plum root stock” data. As already pointed out earlier,
this model is saturated. Therefore the residuals should be 0 for each observation.
Nevertheless both GLIM and SAS PROC LOGISTIC produce non-zero residuals if the
data displayed on page 661 are entered without grouping on the common values of Z1.
For example the sequence of GLIM commands
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$UNITS 4
$DATA R M Z1 Z2
$READ
156 240 1 1
84 240 1 0
107 240 0 1
31 240 0 0
$YVARIATE R $ERROR BINOMIAL M
$FIT Z1 $DISPLAY E R$

will produce the following Results:
scaled deviance = 2.2938 at cycle 3; d.f.

1
2
3
unit
1
2
3
4

estimate
-1.731
1.018
1.428

observed
156
84
107
31

s.e
0.1430
0.1455
0.1465

out of
240
240
240
240

= 1

parameter
1
Z1
Z2
fitted
120
120
69
69

residual
4.648
-4.648
5.420
-5.420

The residuals should be zero for every single observation. We do after all have a saturated
model with a perfect fit. If the data are grouped according to the distinct values of Z1 and
then entered into GLIM, the parameter estimates remain unchanged, but the residuals
become identically zero. Thus the sequence of GLIM commands
$END
$UNITS 2
$DATA R M Z1
$READ
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240 480 1
138 480 0
$YVARIATE R $ERROR BINOMIAL M
$FIT Z1 $DISPLAY E R$

will produce the following Results:
scaled deviance = 0.000 at cycle 4; d.f.

1
2
unit
1
2

estimate
-0.9076
0.9076

observed
240
138

s.e
0.1008
0.1360

out of
480
480

= 0

parameter
1
Z1
fitted
240.0
138.0

residual
0
0

This time the residuals were correctly reported to be 0. Thus we have the same
inconsistency as was observed in the computation of deviance. The same model, when
fitted to two theoretically equivalent data sets produces identical parameter estimates but
different residuals.

Hosmer-Lemeshow Goodness-of-fit Test
Hosmer and Lemeshow (1989, page 152) consider the situation more generally. Adapting
our notation to their example, let the data consist of n binary responses, and the response
of subject j be yj = 0. Suppose the data could be partitioned into c model-specific groups.
Assume that subject j belongs to group i . If we computed the Pearson residual for subject
j without grouping the data we would obtain
/
πˆj
ρj = −
.
(D.14)
1 − πˆj
On the other hand if we grouped the data first, the Pearson residual for the group i to
674

D.4 Logistic Regression Diagnostics – Hosmer-Lemeshow Goodness-of-fit Test

black

<<< Contents

* Index >>>
®

LogXact 9
©

which subject j would be
√

ρi = − mi

/

πˆj
,
1 − πˆj
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(D.15)

where mi is the total number of subjects in group i . Suppose πˆj = .5. If mi = 1, then
ρi = −1 which is not a large residual. But if mi = 16, then ρi = −4 (a large residual)
whereas ρj = −1. Thus the group to which subject j belongs actually has a large residual
which will not be picked up unless the data are grouped first.
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Influential Groups
A measure of the influence exerted by a group of observations sharing the same vector of
covariate values is the standardized distance (Cook, 1977, 1979) between the parameter
estimates when the group is included and when it is excluded. Let θ̂ be the MLE of the
ˆ be the MLE of θ
(q × 1) parameter vector θ when all the groups are included, and θ(−i)
when the i th covariate group is excluded. The Cook’s distance for group i is then defined
as
Ci = ( ˆ − ˆ (−i) ) (Z V Z)( ˆ − ˆ (−i) ) .
(D.16)
A linear approximation to the Cook’s distance is provided by Pregibon (1981). It is referred
to here as the Pregibon β , and is the same as the “influence factor” computed in BMDP.
It is computed for the i th group, as
βi =

ρi2 hi
(1 − hi )2

(D.17)

The problems encountered with the deviance and the residuals when model-specific
grouping is not done, also occur with the β calculations. (See Section 7.5 for an
illustration of this).

D.5 Goodness of Fit
Statistics Provided by
LogXact

LogXact provides several goodness of fit statistics for model checking. The deviance
statistic is a summary measure of overall goodness of fit and was discussed in D.3. Other
goodness of fit statistics are displayed in the post-fit file.
Choose from the menu:
Regression
Binary Response 
Logistic Model . . .
Select Z1 and Z2 as the Model. Click on the Estimate and Asymptotic options. Click
the Postfit results option, click on the options button. In the ensuing dialog box,
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click on the tab General and check the box Display Covariance Matrix. Next click
on the tab Postfit . In the ensuing dialog box click on Select All and then click OK
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and run the model. LogXact displays the following output:
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The file extends much in the vertical and the horizontal directions on the screen. To view
the contents of the complete file you must move in either direction using the scrollbar. This
Results file is based on the Santner and Duffy “plum root stock” data displayed on
page 661. The individual items in PLUM.POS or any other post fit Results are documented
below:
Beta This is the vector of parameter estimates. The components of this vector appear in
the same order as they do in the Results sheet.
Covariance Matrix The (q × q) covariance matrix of the parameter estimates is displayed
next. This quantity is evaluated as the inverse of J (θ) (equation (A.18)) at the MLE.
For the stratified logistic regression model the covariance matrix is evaluated as the
inverse of J (β | tγ ) (equation (A.31) at the CMLE.
Deviance The deviance statistic has already been documented in Section D.3.
Hosmer-Lemeshow Test The Hosmer-Lemeshow test statistic, corresponding p-value,
and table, based on grouping the data into approximately 10 deciles of risk (see
Hosmer-Lemeshow, 1989, page 143), are reported for the unstratified logistic
regression model. For stratified logistic regression these statistics are not reported.
In keeping with the recommendations of Hosmer, Lemeshow, and Klar (1988), we
form deciles according to Hosmer and Lemeshow’s method (1) (1989, page 140),
which is based on percentiles of estimated probability rather than fixed values.
Moreover, like BMDPLR we always assign ties to the same decile. This can lead to
fewer than 10 risk groupings. This risk grouping is referred to as an ‘H-L %tile of risk’
in the LogXact Results. For each %tile of risk, the observed and expected number of
both 0 and 1 responses is shown in the Results. This provides insight into the
goodness of fit at different levels of the predicted probability of response.
Table of Regression Diagnostics In the navigation window click on the node
Regression Diagonostics. LogXact displays a table of regression diagnostics
for the individual groups. This information is only provided for unstratified logistic
regression. All estimated quantities are based on the unconditional maximum
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likelihood method, not the exact method.

The following items are displayed in the Regression Diagonostics , column by
column:
Column 1 Sequence, a sequence number, i , for identifying each group;
Column 2 GrpSize,the group size, mi ;
Column 3 ObsvResp, the observed number of responses, ri ;
Column 4 XBeta, XBeta =xi β ;
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D.5 Goodness of Fit Statistics Provided by LogXact

black

<<< Contents

* Index >>>
®

LogXact 9
©

Cytel Inc Copyright 2010

.
Column 5 StdXBeta, StdXBeta = xi · V · xi , V is the covariance matrix;

Column 6 ExptResp, the expected number of responses, mi π̂i ;
Column 7 ProbResp, the predicted probability of a response, π̂i =

exp(Xi β)
;
1+exp(Xi β)

Column 8 Hat Diag, the Hat Diag hi = mi π̂i (1 − π̂ i ) × (x i ·V · x i ) ;
.
Column 9 Pearson, the Pearson residual, ρi = (ri − mi π̂i )/ mi π̂i (1 − π̂i );
√
Column 10 StdPearson, the standardized Pearson residual, ρi∗ = ρi / (1 − hi ) ;
Column 11 Deviance, the deviance residual, δi ;

√
Column 12 Std Deviance, the standardized Deviance, δi )/ (1 − hi ) ;
0
Column 13 Likelihood, δi2 + hi ρi2 /(1 − hi );

Column 14 DeltaBeta, the Pregibon

βi , ρi2 /(1 − hi ) × (hi /(1 − hi )) ;

Column 15 DIFPearson, ρi2 (hi /(1.0 − hi ))/ hi ;
Column 16 DIFDeviance , δi2 + ρi2 × (hi /(1.0 − hi ));
Column 17 CBAR, ρi2 × (hi /(1 − hi )) ;
Column 18- Column 20 DF_BETA,

V×xi ×((ri −mi π̂i )/(1−hi ))
√
;
Vii

The groups in the above table are always model-specific, thereby avoiding the usual
difficulties one would encounter with deviance, residuals or measures of influence if
the grouping was data-specific.
Receiver Operating Characteristic (ROC) Estimates In the left side of the navigator
window an output node called ROC is created. If you click on this node, LogXact
displays the following output:
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Let the Cut off probability =
z

Number of events :
n1 = ri

Number of non-events : n2 = (mi − ri )
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Let C1 = {Index of all individuals with event responses}
and C2 = {Index of all individuals with non-event responses}.
Name
Formula
Comments
exp(Xi β)
ProbResp (π̂i ) 1+exp(X
i β)

Correct +ve
I
# of correctly predicted event responses.
i∈C1 (π̂i ≥ z)
False +ve
Correct -ve
False -ve
Sensitivity
Specifity


i∈C2

I (π̂i > z)


I (π̂i ≤ z)
i∈C2
i∈C1 I (π̂i < z)
1 
I (π̂i ≥ z)
n1 i∈C1
1
i∈C2 I (π̂i ≤ z)
n2

# of non-event responses predicted as event respon

# of correctly predicted nonevent responses
# of event responses predicted as non-event respon
Probability to predict an event correctly.
Probability to predict a nonevent correctly.

Goodness of Fit[VP]
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Classification Table

Under usual notation, the formulas used in computing classification errors are listed below.

h1i =Hat Diagonal element assuming y = 1, Gi = 1;
h0i =Hat Diagonal element assuming y = 0, Gi = 1;
Vi = Cov × Xi
1−π̂
βi0 = β − (1−h1i ) × Vi
i

π̂i1 = Xi βi1
−π̂
βi0 = β − (1−hi0) × Vi
i

π̂i0 = Xi βi0
P (A|B̄) =

1
n2


i∈C2

I (π̂i0 > z)
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Name
Prob_event
Cut-off prob
Correct events (CE)
Correct noevents(CN )
Incorrect events (I E)
Incorrect noevents (I N )
Percent correct
Sensitivty
Specificty
False_pos
False_neg
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Formula
Pe
z
I (π̂i1 ≥ z)
i∈C1

I (π̂i0 ≤ z)
i∈C2

I (π̂i0 > z)
i∈C2

I (π̂i1 < z)

i∈C1
(CE+CN)
(n1 +n2 )
(CE)
(n1 )
(CN)
(n2 )
IE
e
× 1−P
n2
v1
Pe
1 − CE
× 1−v1
n1

Comment

v1 =

IE
n2

+ Pe ×

CE
n1

−

IE
n2
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F.1 Advantages of
Conditioning
Consistency
Exact Inference
Superior Small-Sample
Logical Coherence

Advantages and Disadvantages of
Conditional Inference

Some reasons for preferring the conditional to the unconditional approach are:
consistency of CMLE’s, non-existence of MLE’s, exact inference capabilities, superior
small-sample properties of conditional estimates, and logical coherence.

Consistency
The usual asymptotic theory of maximum likelihood estimates requires that the dimension
of the parameter space be fixed as the number of observations increase. Cox and Hinkley
(1974, page 292) observe in general that when the dimension of the parameter space is
large comparable to the number of observations, the MLE can be seriously biased. A
classic example of this situation, discussed in both Andersen (1973, page 69) and Breslow
and Day (1980, page 249), is the estimation of the common odds ratio from matched pairs
data. A logistic regression model for such data would contain a set of stratum specific
nuisance parameters, one for each matched pair, and a single odds ratio parameter,
common across all the matched pairs. If the stratum specific nuisance parameters are
estimated from the data instead of being conditioned out of the likelihood function, the
estimate of the common odds ratio is shown to converge to the square of its true value.
On the other hand, the conditional estimate of the common odds ratio is consistent.

Exact Inference
Conditioning on the sufficient statistics of nuisance parameters eliminates them from the
distribution of the remaining sufficient statistics. Thereafter the exact permutation
distribution of the sufficient statistics corresponding to the parameters of interest can be
derived. Exact inference for these parameters can then be performed in the manner
discussed in the previous section. This has two important advantages over maximum
likelihood inference: existence and accuracy.
Existence In small or imbalanced data sets it is frequently observed that the MLE’s do not
exist. A fairly common occurrence of this phenomenon arises if every response at
one level of a covariate is equaled or dominated by every response at another level.
We observed this, for example, with the Osteogenic Sarcoma data in Chapter 7,
F.1 Advantages of Conditioning – Exact Inference
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where every subject with no lymphocytic infiltration responded while the subjects with
lympohcytic infiltration had a 50% response rate. More generally Santner and Duffey
(1989, page 234) have delineated necessary and sufficient conditions, via a linear
programming formulation to test whether the MLE’s exist. Intuitively the data are
such that one can fit a model which can predict perfectly whether Yj = 1 or Yj = 0. In
other words one can go on finding estimates, θ̂ , that make the estimated response
probability, πˆj , arbitrarily close to 1 for some j ’s, and arbitrarily close to 0 for others.
Thus the log likelihood increases strictly monotonically and the MLE’s do not exist.
However, the exact method of inference resolves this problem since the distribution
of the sufficient statistics does exist and can yield median unbiased estimates, exact
confidence intervals, and exact p-values.
Accuracy The exact method guarantees that the size of a hypothesis test will not exceed
its nominal significance level, and the actual coverage level of a confidence interval
will always equal or exceed its nominal coverage level. This is especially important
for small or imbalanced data sets where the likelihood based methods can fail.

Superior Small-Sample
There is one empirical study by Hirji, Tsiatis and Mehta (1989) that demonstrates that
conditional estimates of logistic regression parameters have greater accuracy and smaller
mean squared error than corresponding unconditional estimates in small samples. More
such studies are needed. The LogXact software provides some of the tools needed to
conduct such research.

Logical Coherence
An interesting paper by Greenland (1991) argues that under certain structural models for
treatment effects, unconditional tests on 2 × 2 tables can lead to an inferential absurdity;
one could infer that a treatment affects some population members even though one
cannot infer that the treatment affects any sample members. He then demonstrates that
conditional tests are justified by the need to maintain coherence between sample and
population inferences.
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Although the previous section demonstrates that there are compelling reasons for
adopting the conditional approach, it still faces two serious hurdles. One is its
computational complexity, and the other is the danger of overconditioning.

Computational Complexity
The single biggest obstacle to conducting conditional inference is its computational
burden. The usual iterative algorithms for estimating parameters from likelihood functions
no longer suffice. However, over the past five years there has been rapid progress in
developing fast recursive algorithms for computing quantities like (A.27). An excellent
survey of this work is available in Agresti (1992). See also, Hirji, Mehta and Patel (1987),
(1988), Mehta, Patel and Senchaudhuri (1992), and Hirji (1992). This research, combined
with the easy availability of inexpensive computing power makes conditional and exact
inference computationally feasible.
It is important to distinguish between the computations involved in asymptotic and in exact
conditional inference. While conditioning does impose a heavy computational burden on
the inference for most computing environments, the burden is less intensive if one simply
intends to maximize the conditional likelihood function, as opposed to generating the exact
permutation distribution of the sufficient statistic. To appreciate the difference let us
examine equation (A.27). Notice first that the combinatorial coefficients, C(.), are
separable from the terms containing θ1 . Taken together these combinatorial coefficients
represent the conditional distribution of t1 given t2 under the null hypothesis that θ1 = 0.
Once this null distribution is known it is simply a matter of exponentiating and summing to
compute the conditional distribution of t1 given t2 for any other choice of θ1 . However, it is
an extremely difficult matter to generate these combinatorial coefficients. We have shown
how this may be accomplished in the papers cited above.
Conditional maximum likelihood inference on (A.27) is a slightly easier problem. The
coefficient C(t1 , t2 ) in the numerator, being free of θ1 , plays no part in the maximization,
and so may be ignored. The remaining term in the numerator, exp(θ1 t1 ), is easy to
compute. What we need is a good algorithm to compute the sum in the denominator of
(A.27). Although this weighted sum of combinatorial coefficients is quite hard to get, it
F.2 Obstacles – Computational Complexity
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does not require as much memory as generating all the combinatorial coefficients
separately. In Mehta, Patel and Senchaudhuri (1992) we give a network based recursive
algorithm for computing this denominator for important special cases where the data arise
as matched sets. The same algorithm is applicable for computing the first and second
derivatives of the conditional likelihood function. This algorithm has been implemented in
both StatXact (1989) and LogXact. A related algorithm, developed by Gail, Lubin and
Rubenstein (1982), has been implemented in the Egret (1988) software package.

Overconditioning
Overconditioning can lead to conservative tests of hypothesis, and sometimes to loss of
information as well. For instance, suppose the covariates, X 2 , associated with θ2 are
continuous. It might then happen that 2 , the set of support points of the conditional
distribution of T 1 given t2 , is very small. Thereby the conditional distribution could become
extremely discrete or even degenerate. Now if the conditional distribution is degenerate,
no inference is possible, and there is loss of information. In our experience this condition
arises rarely. Let us focus instead on the case where the conditional distribution is highly
discrete. This leads to conservatism.
Conservatism arises because fixed significance levels cannot be attained by tests based
on discrete distributions. One can at best bound from above the significance level of a
test. If the distribution of the test statistic is highly discrete, the bound may be considerably
higher than the true significance level. Such conservatism is not necessarily bad, but the
issue is controversial and stands in need of a balanced exposition at an elementary level.
Opponents of conditioning, for example, Kempthorne (1978), Berkson (1978), Suissa and
Shuster (1985), argue that it leads to a loss of power under the alternative hypothesis. On
the other hand advocates of conditioning, for example, Fisher (1956), Yates (1984), Cox
(1984), Little (1989), Barnard (1989), (1990), and Upton (1992), argue that power loss is
irrelevant since tests based on discrete distributions do not attain their target significance
levels. They appeal instead to the ancillarity principle which says it is desirable, in
hypothetical repetitions of an experiment, to condition on statistics that shed no light on
the hypothesis being tested. Certainly the earlier discussion concerning the inconsistency
of the unconditional MLE’s, and the superior small sample properties of the conditional
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MLE’s appears to support the ancillarity principle.
Cox and Snell (1989, page 185) say this about conditioning:
The use of conditioning rests on a clear-cut theorem about ways of obtaining
distributions free of nuisance parameters. The only limitation on use, given the
broad approach, lies in the possibility that in very small discrete problems there
may be a loss from overconditioning.
They appear to feel, as we do, that conditioning is philosophically appealing, but
overconditioning should be avoided. One way to counter the problem of overconditioning
is to selectively discretize one or more continuous covariates. One might for instance use
the regression trees approach of a program like CART (Breiman, Freidman, Olshen,
Stone, 1984) to determine appropriate cut-points for a continuous covariate and then
re-define that covariate in terms of those cut-points. The data editors in LogXact cater
explicitly to easy transformations of the data, especially through the use of cut-points.

F.2 Obstacles
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Size Limitations

G.1 Limits for Data
Entry

LogXact will accept data falling within the ranges specified below.

G.2 Limits for
Statistical Procedures

For asymptotic inference LogXact will accept up to 50 covariates (including dummy
variables created by the Factor command).

The data editors cannot accept more than 16,380 rows and 256 variables.
Numerical values entered through the data editors must be in the range ±10308 .
The limits specified above also hold for data that are input through the Import
command.
For polytomous data, the maximum number of categories, for response variable,
allowed is 10.

LogXact will accept up to 30 covariates for exact inference, but it is unlikely that it will solve
a problem this large by exact methods. The type of logistic regression problem one can
expect to solve by exact methods has a maximum of 7 covariates (all binary), 300
observations and 200 covariate patterns. Larger problems upto 12 covariates (all binary),
500 observations and 300 covariate patterns can be solved by Direct Monte Carlo
method, provided the response rate is close to 0 or 1. These estimates assume the use of
a computer with 1GB RAM. For more information see section 9.1.
It can be generally said that larger problems may be solvable if the data are extremely
unbalanced or highly grouped. It is not, however, possible to specify in advance the limits
on the number of covariates or the number of observations for which exact inference is
computationally feasible. This depends on several factors which are difficult to quantify.
Problems where the observed response rate is close to 0 or 1, problems where the
covariates are binary or categorical, and problems where there is considerable grouping
of observations with identical values for the covariates, are easier to solve than problems
where these conditions are not met. Fortunately this is the very situation where exact
inference is needed, whereas for large well-balanced data sets the asymptotic results are
accurate.
G.2 Limits for Statistical Procedures
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The Markov Chain Monte Carlo (MCMC) method will solve larger problems. A rough
thumb rule for the time (in seconds) to generate 10,000 samples is 5x(number of
constraints)x(number of groups). This rule assumes that an MCMC sample is constructed
using the default specification of 100 iterations per chain.
For Poisson Regression, exact inference will be possible in most cases where the number
of outcomes is less than 20 and the number of covariates is 3 or less.

G.3 Memory
and Disk Space
Requirement

It is important to know that LogXact’s Exact and Direct Monte Carlo algorithms require
substantial amount of computer memory and disk space (see chapter on Installation in
Cytel Studio manual).
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LogXact - Output Obtainable under Binary,
Polytomous and Poisson Regression

The Tables shown below summarize the output obtainable under different conditions for
Estimate and Test options.
The letter ’Y’ indicates :"Yes, this output item is obtainable".

MLE
CMLE
EXACT
MONTE

Beta
Y
Y

Binary Logistic Regression - Estimate
SE(Beta) CI Lower CI Upper P-Value
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Binary Logistic Regression - Test
Statistic DF P-Value P-Mid

ASYMPTOTIC
Likelihood Ratio
Wald
Score
EXACT
Probability
Score with exact var.
Score with asymp. var.
Likelihood Ratio
MONTE CARLO
Score with asymp. var.
Likelihood Ratio
MCMC
Score with asymp. var.
Likelihood Ratio

Y
Y
Y

Y
Y
Y

SE (P-Value)

Y

SE(P-Value)

Y
Y
Y

Y
Y
Y
Y

Y
Y
Y
Y

Y
Y
Y

Y
Y

Y
Y

Y

Y
Y

Y
Y

Y
Y
Y
Y
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MLE
PMLE
EXACT
MONTE

Binary Logistic Regression - Estimate
Beta
SE
CI_ Lo CI_Up CI_Lo CI_Up
Beta Asymp Asymp Profile Profile
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y
Y

PValue
Y
Y
Y
Y

Binary Probit & Complementary Log-Log Regression - Estimate
Beta SE(Beta) CI Lower CI Upper P-Value SE (P-Value)
MLE
Y
Y
Y
Y
Y
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Binary Probit & Complementary Log-Log Regression - Test
Statistic DF P-Value P-Mid SE(P-Value)
ASYMPTOTIC
Likelihood Ratio
Y
Y
Y
Wald
Y
Y
Y
Score
Y
Y
Y
Polytomous - Unordered Response - Regression - Estimate
Beta SE(Beta) CI Lower CI Upper P-Value SE (P-Value)
MLE
Y
Y
Y
Y
Y
CMLE
Y
Y
EXACT
Y
Y
Y
Polytomous - Unordered Response (Equal Beta) - Regression - Test
Statistic DF P-Value P-Mid SE(P-Value)
ASYMPTOTIC
Likelihood Ratio
Y
Y
Y
Wald
Y
Y
Y
Score
Y
Y
Y
EXACT
Y
Y
Y
Probability
Score with exact var.
Y
Y
Y

MLE

Polytomous - Proportional Odds - Regression - Estimate
Beta SE(Beta) CI Lower CI Upper P-Value SE (P-Value)
Y
Y
Y
Y
Y

Polytomous - Adjacent Category - Regression - Estimate
Beta SE(Beta) CI Lower CI Upper P-Value SE (P-Value)
MLE
Y
Y
Y
Y
Y
CMLE
Y
Y
EXACT
Y
Y
Y
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Polytomous - Adjacent Category - Regression - Test
Statistic DF P-Value P-Mid SE(P-Value)
ASYMPTOTIC
Likelihood Ratio
Y
Y
Y
Wald
Y
Y
Y
Score
Y
Y
Y
EXACT
Probability
Y
Y
Y
Score with exact var.
Y
Y
Y
Polytomous - Continuation Ratio - Regression - Estimate
Beta SE(Beta) CI Lower CI Upper P-Value SE (P-Value)
MLE
Y
Y
Y
Y
Y
CMLE
Y
Y
EXACT
Y
Y
Y
Polytomous - Continuation Ratio - Regression - Test
Statistic DF P-Value P-Mid SE(P-Value)
ASYMPTOTIC
Likelihood Ratio
Y
Y
Y
Wald
Y
Y
Y
Score
Y
Y
Y
EXACT
Y
Y
Y
Probability
Score with exact var.
Y
Y
Y
Score with asymp. var.
Y
Y
Y
Likelihood Ratio
Y
Y

MLE
CMLE
EXACT
698

Poisson Regression - Estimate
Beta SE(Beta) CI Lower CI Upper
Y
Y
Y
Y
Y
Y
Y
Y

P-Value
Y
Y
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Codes Used in the Display of Results

In some situations, certain codes (Error or otherwise) may appear in the Results. The
following table lists each Code along with an explanation:
Code

Explanation

?

Convergence to the maximum likelihood estimate was not attained

DEGEN

The conditional distribution of the sufficient statistic
for the parameter of interest is degenerate

ERR_INV

The (X’X) matrix is singular

NA

Not Available

NO_MEM

Insufficient memory for computation

NO_TIME

Insufficient time for computation

699

black

black

<<< Contents

* Index >>>

J
J.1

List of All LogXact Command Language
Commands

Syntax specificationElements shown in boldface are keywords. Keywords used in LogXact consist of several
alphabetic characters. Keywords are used by LogXact to identify commands and their
modifiers. Keywords are case sensitive: they must be lower- case.
Elements shown in italics are names or numeric values to be supplied by the user.
Elements enclosed in squared brackets [ ] are optional.
Elements enclosed in angle brackets <> are needed only when data are in CaseData
format.
Sets of elements enclosed in braces { } indicate choice of parameter or modifier values.
Each such element is separated by a vertical bar |. The default choice is underlined.

J.2 Statistical
Commands

The syntax for the regression procedures in LogXact is listed below.
regression (
type =ModelType,
model ([<varname> =] <varlist>),
[stratum= <varname>,]
[{freq = <varname> | ratemult = <varname>},]
[factor = (<varlist>),]
[estimate ({intercept <varlist>) | test (<varlist>)},]
[method=({asymp|exact|monte|mcmc}),]
[Options,]
[LocalOptions ,]
[by (<var1> [, <var2>] )]
);

J.2 Statistical Commands
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ModelType is:
{ logit | probit | cloglog | mltnml | adjcat | cratio | pom | poisson | mlr }
Specify:
logit for Binary Logistic Model
probit for Probit Model for Binary Regression
cloglog for Complementary Log-Log Model for Binary Regression
mltnml for Unordered Multinomial Model for Unordered Polytomous Regression
adjcat for Adjacent Category Model for Ordered Polytomous Regression
cratio for Continuation Ratio Model for Ordered Polytomous Regression
pom for Proportional Odds Model for Ordered Polytomous Regression
poisson for Poisson Regression
mlr for Multiple Linear Regression
The default is logit. Each of these model types will have several different options
associated with it.
LOGIT
Options for logit:
eventcode = <value>,
nointercept,
postfit(all | (xbeta , expresp , hatdiag, pearson , deviance , likelihood, db, cbar,
dfbetas, data)),
roc,
classtab(pp(value1, value2,.)[, pe(value1, value2, .)]),
predict([inputdata,] data(val11, va21, va31,.va12, val22, va32, ..) ),
testtype= prob| scores|scoresasy|lhratio,
exdist | exdist=(filename),
mle=firth ,
profile=yes ,
missing({yes|no} [, emiter=<value>, epsilon=<value>, finalweight]) ,
Subset(
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include(<variable list>), size=<value>, subsets=<value>,MF=<value>,
type=backward|forward|step|seq|exhaustive,
fenter=<value>, fomit=<value>),
roc is used for ROC curve estimates.
classtab (. . .) is used for classification tables. pp(. . .) is a list of prior probabilities to
be specified. pe (. . .) is a list of values for prior probabilities of events.
predict(data(<value1, value2, value3.>)) List of probabilities of cut-off
points for prediction.
PROBIT
Options for probit:
eventcode = <value>,
postfit(all | (xbeta , expresp , hatdiag, pearson , deviance , likelihood, db, cbar,
dfbetas, data)),
roc,
classtab(pp(value1, value2,.)[, pe(value1, value2, .)]),
missing({yes|no} [, emiter=<value>, epsilon=<value>, finalweight])
roc is used for ROC curve estimates.
classtab (. . .) is used for classification tables. pp(. . .) is a list of prior probabilities to
be specified. pe (. . .) is a list of values for prior probabilities of events.
COMPLEMENTARY LOG-LOG
Options for cloglog:
eventcode = <value>,
postfit(all | (xbeta , expresp , hatdiag, pearson , deviance , likelihood, db, cbar,
dfbetas, data)),
roc,
classtab(pp(value1, value2,.)[, pe(value1, value2, .)]),
missing({yes|no} [, emiter=<value>, epsilon=<value>, finalweight])
roc is used for ROC estimates.
classtab (. . .) is used for classification tables. pp(. . .) is a list of prior probabilities to
J.2 Statistical Commands
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be specified. pe (. . .) is a list of values for prior probabilities of events.
UNORDERED MULTINOMIAL
Options for mltnml:
reference=({high|low}) ,
beta=({equal|unequal}) ,
{exdist | exdist =(filename)} ,
testtype= {prob| scores}
reference=low|high option is used in polytomous regression to specify reference
level. low is the default level.
beta=equal| unequal option is used in polytomous regression. The default equal is
used to produce output with equal slopes of all response levels.
ADJACENT CATEGORY Model
Options for adjcat:
reference=({high|low}) ,
{exdist | exdist =(filename)}
reference=low|high option is used in polytomous regression to specify reference
level. low is the default level.
CONTINUATION RATIO Model
Options for cratio:
reference=({high|low}) ,
{exdist | exdist =(filename)},
testtype=prob| scores
ref=low|high this option is used in polytomous regression to specify reference level.
ref=low is the default level.
PROPORTIONAL ODDS Model
There are no options for pom.
POISSON
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Options for poisson:
{exdist | exdist =(filename)}
missing({yes|no} [, emiter=<value>, epsilon=<value>, finalweight])
MLR
Options for mlr:
missing({yes|no} [, emiter=<value>, epsilon=<value>, finalweight])
output (fitted, anova, covar, gmsep),
residuals (unstd, std, student, deleted),
stat (cook, df, hatmat, covratio),
collinear (critera = <value>, component=<value>),
watson (<variable list>),
wald (<variable list>),
subset (
include(<variable list>), size=<value>, subsets=<value>,
mfactor=<value> type={backward|forward|step|seq|exhaustive},
fenter=<value>, fomit=<value> )
MODEL command
model ([<responsevarname> =] <varlist>)
Specifies the response variable and the terms to include in the model. Each of the terms
can be a single variable or an interaction term involving two or more variables. As an
example, the interaction term involving 3 variables x3, x5, and x6 may be specified as
x3*x5*x6.
FREQ/RATEMLT command
freq = <varname> | ratemult = <varname>
Sets varname as the Frequency variable OR, for Poisson regression, sets varname as
the Rate Multiplier variable.
STRATUM command
stratum= <varname>
J.2 Statistical Commands
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Sets varname as the Stratum variable.
FACTOR command
factor = (<varlist>)
Specifies the variables that are to be treated as factor variables with highest value as
reference.
ESTIMATE and METHOD commands
estimate (intercept <varlist>), method=(asymp)
Produces one line of asymptotic output for each term in the model. The following
items appear on that line of output:
the name of the term;
a line-label denoting the type of inference — asymptotic;
the point estimate, standard error, confidence interval and p-value of the β
coefficient. These estimates are obtained by maximizing a conditional likelihood
function. The likelihood function being maximized is only partially conditional. We
condition on the observed sufficient statistics for the stratum specific constants
only. Other nuisance parameters are estimated rather than being conditioned
out of the likelihood function. Refer to Section A.5 of Appendix A for details.
estimate (intercept <varlist>), method=(exact)
Produces two lines of output (Asymptotic & Exact)for each term. If no term is
specified, then all the terms in the model are processed. The items that appear for
asymptotic output are same as mentioned under the command
method=(asymp). The following items appear on each line of output for exact:
the name of the term;
a line-label denoting the type of inference — exact;
the point estimate of the β coefficient. Where possible, this estimate is obtained
by maximizing the conditional likelihood function (CMLE) formed by conditioning
on the observed values of the sufficient statistics corresponding to all the
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nuisance parameters. Notice that this conditional likelihood function is in general
not the same as the conditional likelihood function being maximized to obtain the
point estimate of β on the asymptotic line of the output. The latter likelihood is
conditioned on the sufficient statistics for the stratum specific constants only,
whereas this likelihood is conditioned on the sufficient statistics for all the
parameters (other than the one being tested).
Sometimes this
maximization is not possible, because the sufficient statistic of the β being
estimated lies at one extreme of its range. In that case the median unbiased
point estimate (MUE) is reported. See Section A.6 of Appendix A for details.
the exact confidence interval and exact p-value of β . These estimates are
derived from the exact permutational distribution of the sufficient statistic for β ,
conditional on all the remaining sufficient statistics. See the documentation in
Section A.6 of Appendix A for details.
estimate (intercept <varlist>), method=(monte)
Produces one line of exact output for each variable in the model based on Monte
Carlo sampling method. The following items appear on that line of output:
the name of the term;
a line-label denoting the type of inference — monte;
the point estimate of the β coefficient. Where possible, this estimate is obtained
by maximizing the conditional likelihood function (CMLE) formed by conditioning
on the observed values of the sufficient statistics corresponding to all the
nuisance parameters. Notice that this conditional likelihood function is in general
not the same as the conditional likelihood function being maximized to obtain the
point estimate of β on the asymptotic line of the output. The latter likelihood is
conditioned on the sufficient statistics for the stratum specific constants only,
whereas this likelihood is conditioned on the sufficient statistics for all the
parameters (other than the one being tested).
the exact confidence interval and exact p-value of β . These estimates are
derived from the exact permutational distribution of the sufficient statistic for β ,
J.2 Statistical Commands
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conditional on all the remaining sufficient statistics. See the documentation in
Section A.6 of Appendix A for details.
the standard error of exact p-value.
TEST and METHOD commands
test (<varlist>), method=(asymp)
Produces the likelihood ratio, Wald, and scores tests for testing the hypothesis
term1=term2=…=0, based on maximizing the likelihood function, conditional on the
observed values of the sufficient statistics for the stratum specific constants.
test (<varlist>), method=(exact)
Produces the exact test specified with the command SE TE
test (<varlist>), method=(monte)
Produces the likelihood ratio test based on Monte Carlo sampling method by
maximizing the likelihood function, conditional on the observed values of the
sufficient statistics for the stratum specific constants.
test (<varlist>), method=(mcmc)
Produces the likelihood ratio test based on Markov Chain Monte Carlo sampling
method by maximizing the likelihood function, conditional on the observed values of
the sufficient statistics for the stratum specific constants.

J.3

Local Options
Confidence level:
conf = <value>
Accuracy of input data:
score_accuracy = <value>
Output parameter type:
outtype={Odds|Beta}
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Output p-value type:
outpval = {ones|twos}
Iteration limit for asymptotic convergence:
asiter=<value>
Convergence criteria for asymptotic models:
cconverge=<value>
Memory limit:
memory_limit=<value>
Time limit:
time_limit=<value>
Display covariance matrix:
covmat
Monte carlo p-value confidence level:
monte_conf =<value>
Starting seed for Monte carlo:
monte_seed = <value>
Monte carlo samples:
monte_sample_size=<value>
Number of iterations per chain in MCMC:
mcchain=<value>

J.3 Local Options
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LogXact Data Sets

The main data sets used in this manual have been supplied to you as part of the package.
These data sets are listed below by name, and the page number on which they first
appear. A brief description of each data set is also given. All data sets saved in LogXact’s
internal file format have the .CYD extension. .
AFQT.CYD Page 601. Polytomous Regression: Continuation Ratio Model.
AML.CYD Page 182. Acute Myeloblastic Leukemia. Unstratified data.
AUDITING.CYD Page 594. Data relating to a study on the litigation risk to auditors.
BIOMET.CYD Page 286. Cross-over Clinical Trial of Analgesic Efficacy. Stratified data.
CANCER.CYD Page 572. Cancer Remission Data.
CONDOM.CYD Page 585. Data relating to condom failure.
CRAB.CYD Page 485. Data on nesting horseshoe crabs. Poisson
CRAB2.CYD Page 485. Data on nesting horseshoe crabs. Poisson.
DATA1.CYD Page 565. Exercise data set..
DATA2.CYD Page 566. Exercise data set.
DATA3.CYD Page 567. Exercise data set.
DATA4.CYD Page 568. Exercise data set.
DATA5.CYD Page 568. Exercise data set.
DATA6.CYD Page 569. Exercise data set.
DATA7.CYD Page 569. Exercise data set.
DATA8.CYD Page 570. Exercise data set.
DATA9.CYD Page 570. Exercise data set.
DATA10.CYD Page 570. Exercise data set.
DEVTOX.CYD Page 411. Developmental toxicity data.
DEVTOX2.CYD Page 475. Developmental toxicity data.
DIARRHEA.CYD Page 341. Diarrhea Induced by Antibiotics
DIARRHEA_BRIEF.CYD Page 578. Diarrhea Induced by Antibiotics. This data set
contains a short version of data from this study.
ESR.CYD Page 577. Erythrocyte Sedimentation Rate. Unstratified data.
EST.CYD Page 544. Eastern Cooperative Oncology Group clinical trials data.
FELINE.CYD Page 392.& 588. Data relating to a case-control study to identify risk factors
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for chlamydial infection in cats.
FRAUD.CYD Page 589. Data relating to fraudulent insurance claims that arose from
automobile accidents.
GATOR.CYD Page 595. Alligator food choice data.
GATOR2.CYD Page 445. A subset of Alligator food choice data.
GENE.CYD Page 349. Data relating to a Gene-Environment Interaction Study
GENENEW.CYD Page 537. Data relating to a Gene- Environment Interaction Study with
imputed missing values
GOLD.CYD Page 572. Hiring of Female Assistant Professors. Stratified data.
GRADES.CYD Page 465. Students grades data.
HAPPY.CYD Page 470. Data on happiness and marital status.
HIV.CYD Page 20. Predicting HIV Positivity from CD4 and CD8 Blood Serum Levels.
Unstratified data.
INGOT.CYD Page 575. Experimental Conditions for Ingot Rolling. Unstratified data.
JOBSAT.CYD Page 597. Job satisfaction data.
JOBSATISF.CYD Page 456. Job satisfaction data.
KARIM_1.CYD Page 596. Data from Karim Hirji(1992) JASA.
LEISRMOD.CYD Page 571. Exercise data set. Stratified data.
MENINGITIS.CYD Page 583. Data relating to a matched case-control study to determine
risk factors for a brief outbreak of meningococcol disease on an University campus.
Stratified.
MELANOMA.CYD Page 532. Melanoma clinical trial Data.
NICKEL.CYD Page 498. Nickel mine workers data.
NTP.CYD Page 181. Data from the National Toxicology Program. Unstratified data.
OSTEO.CYD Page 182. Osteogenic Sarcoma Data. Unstratified data.
OUTBREAK.CYD Page 586. Data relating to a case-control investigation of a disease
outbreak in South Caroline.
PENALTY.CYD Page 371. Data on death penalty cases in the state of New Jersey.
PENALTY_BRIEF.CYD Page 581. Data on death penalty cases in the state of New
Jersey. This data set contains a short version of data from this study.
QOL.CYD Page 517. QOL data
RASCH.CYD Page 574. Latent Class Analysis of Exam Questions.
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SCHIZO.CYD Page 285. Birth complications and Schizophrenia. Stratified data.
SEROPOS.CYD Page 424. Serological malaria data.
SIXCITYDATA.CYD Page 520. Sixcitydata.
SOCIAL.CYD Page 383. Data relating to a study on the social behavior of elderly
residents in a community.
TRAINING.CYD Page 170. Supervisor performance data.
TRIESTE.CYD Page 313. Prior Radiation of Women with Lung Cancer. Stratified data.
UTI.CYD Page 327. Data relating to urinary tract infection among college women
VIRAL.CYD Page 400. An illustrative example data set
WALLET.CYD Page 449 & 600 . Wallet data.
WERNER.CYD Page 163. Blood chemistry study data..
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Validation of Statistical Results

The statistical results computed by LogXact-8’s engines have been subjected to rigorous
and extensive quality-assurance testing for purposes of validation. A database of large
number of datasets has been compiled at Cytel Inc. These datasets have been collected
from standard textbooks, published articles, LogXact-2, LogXact-4, LogXact-5, LogXact-6,
LogXact-7 users and beta testers as well as constructed by us in order to test across the
range of possible input values.
Method 1: Comparison of exact p-values, asymptotic p-values, permutation distributions and
exact parameter estimates computed by LogXact-8 engines with corresponding
values computed by LogXact-7, LogXact-6, LogXact-5, LogXact-4 and LogXact-2.
Apart from rigorous pre-release testing, the LogXact-2 engines have been
extensively used at the sites of over a thousand users for several years and are
therefore mature enough to provide a gold standard.
Method 2: Cross-validation (within LogXact-8) of exact p-values with Monte Carlo p-value
confidence intervals using a very large Monte Carlo sample size (typically in excess
of a million tables). The Monte Carlo intervals should include the exact p-value upto
the confidence level of the settings.
Method 3: Comparison of exact p-values and exact parameter estimates with results from
StatXact-8. The algorithms used in StatXact-8 are quite different than those used for
LogXact. Inference in logistic regression models can be recast as various tests in
StatXact-8.
Method 4: Comparison of asymptotic values with the results from SAS, SPSS and S-PLUS.
A list of statistical procedures of StatXact-8 which validate the regression procedures for
categorical data in LogXact-8 is given below:
Wilcoxon-Mann-Whitney Test
Generalized Wilcoxon-Gehan Test
Normal Scores Test
Savage Scores Test
Logrank Test
Conf. Interval for the Odds Ratio of Two Binomials
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Homogeneity of Odds-ratios for Strat. 2 X 2 Tables
Conf. Interval for the Common Odds-ratio for Strat. 2 X 2 Tables
Cochran-Armitage Trend test for Strat. 2 X C Contingency Tables
Permutation test with General Scores for Stratified c ordered binomial
Singly ordered r × c contingency table with equally spaced score
Doubly ordered r × c contingency table with equally spaced column scores
Conf. Interval for the Risk Ratio of Two Poisson rates
Homogeneity of Risk Ratio for Stratified Poisson rates
Conf. Interval for the Common Risk Ratio for Stratified Poisson rates
Test of trend on stratified Poisson data
The data sets used under Methods 1 & 2 are available in the LogXact-8 folder "Data":
The data sets used under Method 3 correspond to the data sets used under each of the
statistical procedure in StatXact-8 and as described in the StatXact-8 manual. The
datasets are available in the StatXact-8 folder “Examples” in the installation directory. The
datasets used under method 4 include the datasets used for methods 1 & 2.
All computations related to Regression with Missing Values were validated using the
published articles - Ibrahim(1990), Ibrahim et. al.(1999), Louis(1982), Ibrahim, Chen and
Lipsitz(1999). These procedure in LogXact were also tested by these authors.
The computations relating to Firth procedure were made using the articles, Firth (1993),
and Heinze and Schemper (2002) and also through simulation methods. The
computations relating to the confidence interval using profile likelihood method are
validated using SAS’s PROC LOGISTIC and Heinze and Schemper (2002).
Best Subset Selection for Binary logistic regression in LogXact 9 was validated against
SPIDA. All existing features were validated against LogXact 8.
For additional details contact Cytel Inc.
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List of LogXact Beta Testers
LogXact-2

Alan Agresti University of Florida, Gainesville, Florida.
Vincent Arena University of Pittsburgh, Pittsburgh, Pennsylvania.
Bliss Cartwright U.S. Equal Opportunity Commission, Washington, DC.
Joseph Gastwirth George Washington University, Washington, DC.
Diane Gehan University of North Carolina, Chapel Hill, North Carolina.
Richard Goldstein Qualitas, Inc., Brighton, Massachusetts.
Sander Greenland UCLA School of Public Health, Los Angeles, California.
Karim Hirji UCLA Department of Biomathematics, Los Angeles, California.
Peter Imrey University of Illinois, Urbana, Illinois.
Masakazu Iwasaki Higashi-Yodogawa, Osaka, Japan.
Byron Jones The University of Kent at Canterbury, England.
DeWitt Kay Laverock, PA.
Michael Kenward University of Reading, England.
Myra Kim Harvard School of Public Health, Boston, Massachusetts.
Gary Koch University of North Carolina, Chapel Hill, North Carolina.
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Stephen Lagakos Harvard School of Public Health, Boston, Massachusetts.
Stanley Lemeshow University of Massachusetts, Amherst, Massachusetts.
Peter Lipczak Spadille Biostatistik ApS, Fredensborg, Denmark.
A. Russell Localio Pennsylvania State University, Hershey, Pennsylvania.
Gheorghe Luta University of North Carolina, Chapel Hill, NC.
William Matthes-Sears University of Guelph, Canada.
Charles McCulloch Cornell University, Ithaca, New York.
Larry Muenz Gaithersburg, MD.
Robert Parkes Ontario Cancer Treatment Foundation, Toronto, Canada.
Clifford Pereira Oregon State University, Corvalis, Oregon.
Marvin Podgor National Eye Institute, NIH, Bethesda, Maryland.
Thomas P. Ryan Kennesaw, Georgia.
Karsten Schmidt Spadille Biostatistik ApS, Fredensborg, Denmark.
Keith Soper Merck, Sharp & Dohme, West Point, Pennsylvania.
Sammy Suissa McGill University, Montreal, Canada.
Marvin Zelen Harvard School of Public Health, Boston, Massachusetts.
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LogXact-4
Joseph Cappelleri Pfizer Central Research, Groton, CT.
Michael Dover University of Michigan, Ann Arbor, Michigan.
Angela Fan Baltimore, Maryland.
Sander Greenland UCLA School of Public Health, Los Angeles, California.
Georg Heinze University of Vienna , Vienna.
Peter Imrey University of Illinois, Champaign, Illinois.
Philip Kass University of California, Davis, California.
Bill McGarthy Atlanta, Georgia.
Larry Muenz Gaithersburg, Maryland.
Arminda Lucia Siqueira UFMG, Brazil.
Todd Schwartz UNC-Chapel Hill, North Carolina.
David Wilson UMAB Medical School, Baltimore, Maryland.
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LogXact-6
Roland Ammann University of Bern, Bern, Switzerland.
Anthony Babinec AB Analytics, Flossmoor, Illinois.
Thomas Ryan NIST, Gaithersburg, Maryland.
LogXact-8
Georg Heinze University of Vienna , Vienna.
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